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INTRODUCTION

Welcome to The Printed Circuit Designer’s Guide to…Secrets of High-Speed 
PCBs, Part 2.

In Part 1, we took a look at the real-world challenges in taking high-
speed PCBs from design to fabrication. Part 1 offered an in-depth look at 
impedance, with a glance toward the increasing importance of insertion 
loss modelling and measurement. 

Part 2 takes a deeper look into insertion loss, starting with the basics: 
the vocabulary of the signal integrity engineer and the terminology used 
as speeds move from the high MHz into the multi-GHz environment. We 
examine laminates losses and line length and explore their interplay with 
insertion loss before moving on to measuring insertion losses. 

Measurement repeatability in the GHz environment is a moving target, 
and several chapters investigate and clarify this area of interest. We will 
look at how to analyse unexpected results, and discuss how important 
it is to keep an open mind regarding the source of these unexpected 
results. Before wrapping up with a final recap on impedance control, we 
will look at the measurement challenges on fine-line and thin copper 
traces, an area which is rapidly expanding as geometries shrink. 

I hope you will enjoy The Printed Circuit Designer’s Guide to…Secrets of 
High-Speed PCBs, Part 2. More importantly, I hope that this handy eBook 
further helps you to design quality PCBs at the appropriate specifications 
and the best possible value for your business.
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CHAPTER 1

Signal Integrity: The “S” Words 

Following our extensive discussion of tolerance in Part 1, let’s look at the 
importance of understanding the vocabulary of signal integrity. Knowing 
the terminology is the first step towards a more complete understanding.

The IPC D24 committee meets to discuss measurement standards for 
transmission line losses. But in the background of the debate, an 
underlying question echoes around the meeting space: “Yes, this is how 
we measure, but what can the fabricator do to ensure that his boards 
pass, whichever loss measurement test is adopted?” 

The first step here is to understand the language of signal integrity and 
some of the new effects that interplay in the juggling act of fabricating 
high-quality, yet cost-effective PCBs. The following three phrases are in the 
process of entering the vernacular of the PCB industry. All start with the 
letter “S” and all relate in one way or another to signal integrity.

The three “S” terms are S-parameters, surface roughness and skin effect. 
S-parameters allow an engineer to record transmission line performance 
over a range of frequencies. Surface roughness is a key driver in signal 
integrity because of its impact on signal losses. The effect of surface 
roughness is magnified by the third term, skin depth, because of the 
tendency of electrical currents to flow at ever shallower depths in a 
conductor as frequency increases.

S-parameters, fully named scattering parameters, describe the behaviour 
of passive networks at a fixed frequency. In layman’s terms, you can think 
of “scattering” from an optical perspective; this is what happens when a ray 
of light passes from one medium to another. In RF terms, the scattering 
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parameters describe what happens when an electromagnetic wave travels 
from a transmission line of one impedance to an unknown (passive) line. 

I hear you asking, “At a fixed frequency? But aren’t digital transmission 
lines inherently broadband?” Correct! And in the case of high-speed serial 
transmission with very long data words, the bandwidth of a serial link can 
be very broad indeed, so you will find that lines are characterised over a 
broad range of frequencies. 

This requires measuring or modelling at hundreds or thousands of 
finite frequency steps. For ease of use, the S-parameters are often 
saved in a common file format called a Touchstone file; occasionally the 
Touchstone file is called an .snp file after its file extension. The n refers 
to the number of ports: .s1p, one port, i.e., a termination; .s2p, a single-
ended transmission line; .s3p, a microwave mixer; and .s4p, a four-port 
line, i.e., a differential pair. The only commonly used extensions from a 
high-speed digital perspective are .s2p and the .s4p. The S-parameters 
describe how much signal is reflected and transmitted from each end 
of the line and the phase shift of the respective signals. To learn a little 
more, this chapter will get you off to a good start.

Moving on to surface roughness, the PCB industry has long needed 
to consider the level of roughness required to promote adhesion in 
the lamination process and hence ensure good reliability. However, 
as frequency goes up, the more a signal travels on the surface of the 
conductor, the more surface roughness impacts on signal losses. 

Fortunately, the foil and laminate suppliers have been hard at work 
in this area and are now delivering a range of materials which offer 
surprisingly smooth profiles whilst still delivering the adhesion 
performance required for excellent reliability. 

Still reading? So far you have seen how S-parameters describe the 
transmission line performance over the range of frequencies of interest 
to the designer, and how surface roughness impacts the losses in the 
transmission line. To wrap up this chapter, let’s take a look at why the 
current chooses to run closer to the surface of the conductor as the 
frequency increases. This is due to the phenomenon known as skin effect 
(see Figure 1.1).



Figure 1.1:  Conduction vs. current depth.
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Figure 1.1 graphs the current density (Jz) against depth (z) into a conductor, 
where Js is the current density at the surface. The rectangular area is the 
same as the area under the exponential curve taken to infinity, and the 
distance δ is known as the skin depth. For a little more depth on the 
subject (no pun intended) have a look at this chapter.

Skin effect is not unique to ultra-high-speeds; skin effect is present on all 
AC transmission systems. However, at lower frequencies the skin depth 
(the average depth at which the current flows) is much greater than the 
thickness of the copper foil. At 60Hz power line frequency, though, the 
skin depth is about 8mm, so power line distribution engineers still need 
to keep it in mind. 

Back in the digital world, skin depth on copper is only 2 microns at 
1GHz, so there is not much copper cross-section to carry the current. 
Microwave engineers once compensated for this by using wide traces, 
but from a high-speed digital perspective, chip geometries and desired 
routing densities mean that skin depth is always going to play in signal 
losses, hence the move to smoother copper with alternate adhesive 
promotion treatments.

So there you have it—three terms that have crept up on the fabrication 
and design industry and will no doubt continue to be of interest as the 
high-speed signaling method of choice moves increasingly to high-speed 
differential pairs on lossy transmission lines.

This leads us into a look at the behaviour of lines where the frequency 
content is much higher and experiences power loss as it transits along 
the line. 
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CHAPTER 2

Laminates, Losses, and Line Length, Part 1 

Now that you have digested a rapid introduction to the vocabulary of 
signal integrity, it’s time to put the materials and the modelling together.

I have a confession to make. Years ago I crossed over to the “dark side” 
and joined the iPod generation. Easy decision, I thought. No more CDs 
gathering dust in the auto disc changer. However, that was not the case! 
The iron grip of the iPod interface in my car has destined all my iPod 
content to be “CD6,” with 100 tracks. Although at track 99 the counter 
resets to 1, but not the same 1 as the first time around. Still, perhaps 
it’s best to delete all albums apart from The Chemical Brothers—perfect 
listening for the PCB fabrication fanatic—which links in neatly with this 
chapter’s topic.

Do you remember a time when PCB material selection was simple? 
For run-of-the-mill applications, you’d choose vanilla-flavored FR-4, 
and perhaps either a ceramic-loaded core or PTFE-based substrate for 
high-speed applications. Whilst these two options still exist, the market 
in the last few years has witnessed a stream of new “mid-market” core 
and prepreg materials which temptingly offer increased high-speed 
performance and more standard processing methods than more exotic 
materials.

There is a place for all these materials in the market, but the EE putting 
together the platform specification for a new design and the PCB 
fabricator responsible for its realisation are faced with a bewildering 
array of materials. They encompass a mix of characteristics, from ease 
of processing to reliability requirements and onwards to signal integrity. 
This two-chapter topic focuses on the signal integrity angle and describes 
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how to use a field solver to make the best choices for material selection 
when trading cost versus signal integrity performance.

From an ultra-high-speed digital perspective, what characteristics most 
affect signal integrity?

High-speed serial communications on PCBs increasingly operate at a 
speed where signal loss is the predominant characteristic impacting on 
signal integrity, and chipsets will have an acceptable loss budget which 
must not be exceeded if the circuit is to perform at maximum data rates. 
There are three primary drivers for losses:

1. Line length (only applicable at the design stage)

2. Dielectric loss (can be reduced by appropriate material selection)

3a. Copper loss (cross-section area – stack-up design)

3b. Copper loss due to surface roughness (can be reduced by material 
selection and/or stack-up)

You can use a lossy line field solver to get a very rapid feel for which of 
these drivers is having most effect on your particular design.

We’ll look at line length and dielectric losses in this chapter and focus on 
copper losses in Part 2 of this topic.

Modelling Line Length
Looking at line length first, using a 2D field solver, simply model your 
chosen transmission line structure, along with the material characteristics 
from the laminate supplier datasheets. Specify the frequency band of 
interest and experiment with how long your transmission line can be 
before loss budgets are exceeded; you should find that line losses are 
directly proportional to line length. The field solver graphs in Figures 2.1 
and 2.2 show both conductor and dielectric loss, and total attenuation.

These graphs show losses between 0 and 10GHz for a surface microstrip 
structure; the loss budget is set at –12dB. You can see from Figure 2.1 
that line lengths up to around 14 inches will keep you within your loss 
budget.



Figure 2.1:  Losses for 14-inch line.

Figure 2.2: Losses for a 17-inch line.
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Increasing the line length to 17 inches as seen in Figure 2.2 takes you 
outside of the safety zone.



Figure 2.3: Tan delta 0.022.
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So, to keep losses to a minimum, route critical high-speed traces to be as 
short as possible.

Modelling Dielectric Loss
Also, by looking at dielectric loss, depending on your solver, you can 
add a single or multiple loss tangent figure for each layer of material in 
the stack. More advanced solvers can also accept a table of figures over 
frequency and interpolate them suitably. 

Figure 2.3 compares a one-inch trace on standard FR-4 with its typical 
value of tan delta of 0.022 with a higher performance material, tan delta 
0.009 in Figure 2.4.



Figure 2.4: Tan delta 0.009.
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The superior performance at high frequencies of the more expensive 
material is clearly shown by Figure 2.4 in its much lower dielectric loss; 
note, though, that the conductor loss is similar for both materials.

Next, we’ll take a look at copper losses.
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CHAPTER 3

Laminates, Losses, and Line Length, Part 2

In Part 1 of this topic, we began a discussion on how a modern field solver 
can help us choose the most cost-effective material for a high-frequency 
application. Recall that we asked which material characteristics, from an 
ultra-high-speed digital perspective, most affect signal integrity. 

In Part 1, we looked briefly at the effects of line length and dielectric losses. 
In Part 2, we will use the graphical presentation of losses vs. frequency 
of a lossy line field solver to decide on the best choices for material 
selection. We will also focus on copper losses; all three are primary drivers 
for losses. Our selection of the best material for the application will, as 
ever, be a trade-off between cost and signal integrity performance. The 
frequency-dependent graphing of a lossy line field solver is especially 
useful because PCB materials are increasingly required to support high-
speed serial communications at speeds where signal loss becomes the 
prime characteristic compromising signal integrity. Manufacturers claim 
chipset transmission performance will permit a specified loss budget 
which must not be exceeded if the circuit is to operate at maximum data 
rates. 

Copper Losses
Two methods must be used when looking at copper losses (conductor 
loss) due to cross-sectional area. First, you can extract the conductor 
losses and ignore the effects of roughness. Microwave designers once 
minimised these losses by achieving their required impedance with wide 
traces and large dielectric separations. However, in digital designs, device 
physical dimensions usually limit your freedom regarding line widths. 



Figure 3.2: Regular profile foil surface Rz = 6 – 10 microns.

Figure 3.1: Regular profile foil cross-section Rz = 6 – 10 microns.

Figure 3.4: Ultra-flat profile foil surface Rz = 3 microns.

Figure 3.3: Ultra-flat profile foil cross-section Rz = 3 microns. 

14

Figures 3.1 - 3.4 illustrate the surface roughness profiles and surfaces for 
regular and ultra-flat foils. 



Figure 3.5: 0.6 µm (0.02 mils) RMS roughness.
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Modelling Surface Roughness
In addition to modelling the loss for smooth copper, you can enhance 
the model further by adding in calculated losses derived from the RMS 
roughness (in this case a physical dimension, not a voltage), i.e., the RMS 
of the peak-to-trough height variation on the copper surface. Perhaps by 
using a smoother copper you could save money with a lower-performing 
dielectric material. However, you need to model each case to find which 
of these is the main influencer in your design. 

Figures 3.5 and 3.6 show how a typical range of values for RMS 
roughness (0.6 µm or 0.02 mils for stripline, 1.6µm or 0.06mils for surface 
microstrip) can mean the difference between meeting and exceeding the 
loss budget for a 40-inch total trace length on a large backplane. Some 
counterintuitive thinking here can help, as one side of the copper (drum 
side) is typically smoother than the other; often, the rougher side will be 
bonded to the core material. To minimise loss from surface roughness, 
it may help to place the critical structures in the stack-up so the smooth 
faces are the closest to each other in a structure.



Figure 3.6: 1.6 µm (0.06 mils) RMS roughness.
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Commercial Approach from Designers and Fabricators
From the design authority’s perspective, it may seem best to lock down 
to a very tight material spec, possibly even specifying the brand and type 
of material to be used. This approach does have its place, but it is also 
valuable to consider allowing the fabricator more freedom to choose 
materials and take a more generic approach by specifying the material 
choice according to IPC slash sheets.

From a fabricator’s perspective, a tightly specified material requirement 
makes the specification very easy to interpret, but leaves no freedom 
to work on the best cost/material trade off. Another benefit of a more 
generic specification of materials is the ability to substitute an equivalent 
in times of material shortage or lengthening lead times.

The choices outlined here can come down to company policy or the 
regulatory environment of the end-use product. But, it is always worth 
keeping an open channel between the laminate supplier, PCB field 
applications engineer and the original design specifier.
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What if you don’t use modelling tools to explore your design space? 
Chances are that you will pay more than necessary to bring your product 
to market, or even worse, discover that the design struggles to meet its 
high-speed performance specifications. 

Using a lossy line field solver will help you to best communicate with your 
fabricator and supplier to produce the most cost-effective material choice 
and stack-up design, as well as a possible rapid material substitution in 
the event of a rise in material prices or shortage of supply.

Hopefully, these two chapters will help you find the best decisions 
regarding cost, performance, stack-up and material selection, and make 
the process easier than finding The Chemical Brothers on my iPod.

The next logical step is to look at the measurement of losses. This can 
present quite a challenge, and the methods available are diverse, and 
increasing.

Acknowledgements
1. The graphics depicting surface roughness of copper foils are used by kind permission of Circuit 

Foil Luxembourg. Visit www.circuitfoil.com

http://www.circuitfoil.com




19

CHAPTER 4

All Set to Measure Differential Insertion Loss?

Back in earlier chapters, I mentioned that I’d be looking in more detail at 
how the PCB industry would need to adapt to increasing requirements 
for insertion loss testing. This chapter is not primarily about the technical 
side of loss measurements as that has been extensively covered 
elsewhere in a variety of technical seminars and papers. This chapter 
discusses the gradual adaptation necessary for PCB fabricators as more 
and more silicon families drive the industry toward the requirement for 
in-house measurement of insertion loss.

There are two primary measurements required: dB insertion loss for 
single-ended traces, often referred to as S21, and dB insertion loss for 
differential traces, SDD21. S21 and SDD21 are S-parameters. The S-parameter 
describes the level of signal received at the output of a transmission line 
(Port 2) when a signal is injected at the input (Port 1). 

For some reason best known to microwave engineers, the nomenclature 
is backwards; the single-ended S21 describes what comes out of Port 2 
when I put something into Port 1. Likewise, SDD21 refers to the signal that 
is transmitted through to Port 2, the output of a differential pair, when I 
inject a signal into Port 1. S-parameters S21 and SDD21 are measured in dB 
(and phase) over the range of desired frequencies called out for by the 
design authority.

In an ideal world, the characterisation of transmission line loss would 
be derived from measurements made on a vector network analyser 



20

(VNA). The VNA scans in small steps through the range of desired 
frequencies, injecting the signal into the transmission line and measuring 
the amplitude and phase at both input and output, and generating the 
S-parameters as a result. VNAs, however, are expensive and can be time-
consuming to set up and usually require skilled operators to generate 
the required measurements. Whilst single-ended measurements are 
relatively straightforward to make, deriving differential S-parameters 
with a VNA is a significantly more time-consuming task.

The holy grail, then, is an alternative measurement technique which still 
gives acceptable measurement accuracy and repeatability, but lends 
itself more easily to the PCB production environment.

Using a time domain reflectometer (TDR) to make loss measurement has 
generated a variety of possible methodologies, all with varying strengths 
and weaknesses. The principle is simple: apply the TDR to the trace 
under test and mathematically post-process the waveform to extract 
the harmonic content and calculate the losses. Whilst it is easy to say 
this, challenges exist. Even though a TDR waveform is rich in frequency 
content, the signal power drops significantly at higher frequencies. 
Ensuring adequate performance at high frequencies requires not only 
the right equipment, but also careful choice of interconnect cable probes 
and ultimately the correct design of the coupon launch structure. Ideally 
the test system will monitor the complete system and inform the user of 
the maximum usable bandwidth.

Over the past few years, several methodologies for using TDR to measure 
loss have been tabled at IPC high-frequency standards meetings. Root 
impulse energy (RIE) initially showed promise but fell down owing to a 
lack of standardisation. Short pulse propagation (SPP) has gained some 
adoption; SPP is capable of extracting very good data but veers towards 
the more complex to set up. SET2DIL, proposed at DesignCon 2010, 
shows promise as relatively straightforward to adopt and has the benefit 



Figure 4.1: Example of loss vs. frequency result using SET2DIL methodology.
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of measuring differential insertion loss with a single-ended TDR, hence 
SET2DIL (Single-Ended TDR to Differential Insertion Loss.)  

Another method fits in somewhere in between the detailed analysis of 
SPP and the more rapid SET2DIL, which is limited to thinner or backdrilled 
boards. Delta L is suited to thicker boards and is a good compromise 
between coupon size and measurement capability. Delta L is still 
expanding in capability and at the time of writing, several variants are 
proposed: Delta L3+ uses three coupons to give a good measure of the 
quality of de-embedding, and Delta L1+ is more targeted at high-volume 
go/no-go test for insertion loss. 

All methods have their strengths and weaknesses, and require coupons 
specifically designed for the test and probe type. At this stage, it is vitally 
important that the design authority for the PCB and the fabricator agree 
beforehand on a test method for insertion loss.



Figure 4.2: Loss testing with SET2DIL.
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Every method has its pros and cons, but the industry will benefit from 
converging to the fewest methods possible, which will lead to lower cost 
of adoption and easier correlation.

The challenge is to meet the often conflicting demands of production 
repeatability, minimum real estate for test coupons, maximum 
bandwidth, ease of use and adoption and, where possible, ESD protection  
if achievable at the desired bandwidth of testing. On the ESD front, there 
is a possibility that if the OEMs demand ever-higher test bandwidth, 
instrumentation-based ESD protection, as practised with many current 
generation products, may no longer be a viable route. 

This will present volume fabricators, especially, with a challenge; 
even with existing systems, the occasional ESD-inflicted damage to 
measurement systems is inevitable. Increased bandwidth may mean that 
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test system suppliers may need to remove inbuilt or add-on protection 
units to raise system bandwidth to desired levels. For fabricators, this 
will mean considerable effort to further prevent ESD in the work area, 
including controlling materials in the test environment, further worker 
training, and monitoring of ESD levels present on the operator probes 
and samples under test.

SET2DIL methodology in use in a test environment (Figure 4.2) feels 
refreshingly similar to impedance test. However, just as increased care 
needs to be taken with ESD, the demands on probes, interconnect 
cabling, and coupon design, especially the coupon launch structure, are 
more critical than for impedance testing. But, with the correct tools and 
growing experience, this is comfortably within the fabricator’s capabilities.

More than ever, a key part of the equation is for the supply chain to be 
in contact and communication so that design requirements, coupon (test 
vehicle) requirements and change requests are approved by all parties 
before implementation.

Having said this, the industry and the supply base are innovative, and 
workarounds for these challenges will appear as the drive for loss 
measurement grows.

Now let’s drill down (apologies for the bad pun) into the world of the via.
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CHAPTER 5

Via Where?

I was just about to leave for PCB West when my connecting flight 
developed a problem. It’s always better when the plane breaks on the 
ground than in the air, but inconvenient nevertheless. 

“If you want to be certain to catch your long-haul flight,” says the ground 
agent, “you will have to go via London Gatwick.” I had 10 minutes to 
decide whether to get to London Heathrow via London Gatwick, or take 
my original connection, which might or might not get me to Heathrow in 
time for my connection. I bit the bullet, had bags offloaded and started 
the process of looping through security and booking a new flight on an 
alternate airline only 45 minutes before departure whilst at the same 
time trying to book an overnight hotel whilst going through security to 
the new flight.

In the process, I became one of those annoying people who is on the 
phone at the gate and walking up the jetway. I did try to book online 
but that’s a nightmare when you are in a rush. Still, I got the last room 
available close to the desired terminal.

What’s all that got to do signal integrity? Well, it’s a lot easier to go 
somewhere by a direct route. The same is true for signals. The best a 
designer can do is to ensure the via offers the least inconvenience to the 
signal, or the signal is going to end up at its destination a bit grumpy, 
battered, and out of shape, as I was when I boarded my long-haul flight 
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the following morning. A few glasses of shiraz later, my mental state had 
equalised, but our signals aren’t always so lucky.

Before delving down into the electrical via, I would like you to have a 
think about the following scenario on a transmission line. Bear with me; 
understanding the following will help you make more sense of the via 
scenario. 

The second thing I would like you to bear in mind is that good modelling 
can’t fix a bad design. The model can tell you where a design is weak, but if 
you have committed your design to product, the model can only tell you 
how it behaves. Some less experienced designers seem to fall into the 
trap of thinking a better model will fix something that doesn’t work. But 
it won’t; it will only reassure you that the design was bad in the first place.

Now, back to the simple transmission line. Let’s use a microstrip as 
an example; it has a surface line running over a return path. So, in a 
mental experiment, let’s put two major failings on this 5-inch imaginary 
microstrip. Remember also that when you excite a transmission line with 
a signal, the signal propagates down the line at roughly half the speed 
of light (a bit more in a microstrip). In our imaginary microstrip, I’d like 
you to imagine that you’ve cut a slot in the ground plane around halfway 
along the trace and at right angles to it, for some other reason. What’s 
going to happen to your transmission line? 

As the signal propagates along the trace, everything is normal: an equal 
and opposite current returns to the source through the ground plane 
immediately under the outbound signal. In front of the signal, the line is 
quiet, nothing is outbound (it hasn’t arrived yet) and there’s no return. 
There’s nothing to return. When the signal traverses the slot, everything 
gets messed up because there is no immediate return path; you have 
just created a slot antenna and the current attempts to find the path of 
least impedance back to the source, which might be in thin air. This is a 
poor design, but I see it happen from time to time.
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To imagine just how ridiculous this is, let’s swap the scenario: Make the 
ground continuous but at halfway along the surface trace, make it an 
open circuit for half an inch. “That will never work,” I can hear you say, “it’s 
open circuit!” But in the earlier scenario, some less experienced designers 
were happy to put an RF open circuit in the return by cutting an aperture 
below the outbound trace.

Now, on to vias. I like to look at subjects in an alternate way, because 
presenting the information in an unconventional method forces you to 
think a little more. For a start, this board is 6 inches thick, not the typical 
63 mils. Turn the board vertically in your mind so that you’re sending the 
signal along your imaginary via. What does it experience? 

Well, whilst the signal path may be a cylinder (or maybe a cylinder with 
fins if you have left non-functional pads on the via) and a reasonable 
outbound path, the return path for a single-ended via is far from 
straightforward. The now horizontal via will traverse over a series of 
power and ground plane edges interspersed with insulators. What on 
earth is the return current going to do now? Well, think back to the 
simple microstrip example where I posed the question about a slot in 
the plane: It forms a slot antenna. The same is true here, and there are as 
many slot antennae as signal-ground plane pairs; as a result, the return 
current on a badly designed single-ended via finds itself trying to radiate 
out through each plane pair, radiating until it meets a boundary. Often, 
this is the open circuit at the edge of the board. 

Needless to say, this is a very complex 3D scenario to model. However, 
all is not lost. As I said, modelling can’t fix a poor design, so how do you 
mitigate the effects of vias? There are a number of approaches, depending 
on how demanding the application is, and only after you have thought 
of an appropriate approach does it make sense to start modelling to 
confirm your design.
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First, keep the via as short as possible using microvias, blind or buried 
vias. Second, you should consider the challenge of via stubs: if a trace 
goes from L1 to L3 but leaves a stub down to L16, the signal will traverse 
though all the layers to L16 before reflecting back to L3. This will give an 
effective electrical stub length almost double the mechanical one. In the 
case of very thick boards with through-hole vias, back-drilling is an option 
to remove the unnecessary part of the via barrel. 

However, another approach is maybe a little counterintuitive: It may be 
better to run the signal down the full depth of the via and back up an 
adjacent via to reach the desired layer, as this could present a shorter 
stub than just going down one layer and leaving a long stub.

Let’s look back at the challenging return path seen by the return current 
from a single via. You can make life easier for the return current if you 
design a return path rather than leaving it to chance. So, by adding a return 
via adjacent to the signal via, you give the return current a favourable 
path back to the source rather than allowing the high-frequency signal to 
bounce around in the cavity between the planes. This also leads to one 
of the reasons that differential transmission is popular for high-speed 
signals, aside from its inherent noise immunity. The balanced differential 
pair means you provide an outbound AND return path in the signal via 
pairs without having to think about it. 

In other words, the signal integrity of a differential pair is inherently less 
affected by transitioning through vias than in the single-ended case.

In these chapters, I have avoided in-depth analysis. I’ve rather provide 
some guidance to help you get a better feel for the behaviour of vias. I 
hope that these points have given you a head start so that when modelling 
is required, you won’t expect a good model to fix a bad design. Rather, 
you can use modelling to confirm your design, which has hopefully 
started from a good perspective. In many cases, you can attempt to keep 
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the geometries small enough that the via is invisible; the via stub length 
indicator in a field solver can help.

Earlier in this book, I took a look at realistic tolerances and how easy it is to 
fall into the trap of overspecifying particular tolerances. The next chapter 
looks at tolerance and achievable tolerance in multi-GHz applications.
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CHAPTER 6

R3: Repeatability, Reproducibility,  
and Rising Frequency  

My first book in this series included a two-part section titled “Transmission 
Lines: A Voyage from DC.” This chapter takes a slightly different look at the 
rising frequency challenges from a general measurement perspective.

Starting again from DC and working through the frequency bands, 
I will look from a general viewpoint at what is realistic to achieve and 
where economic compromises may need to be made from a practical 
perspective.

Precision vs. Accuracy
Before getting in too deep, it is worth remembering that the advent 
of calculators and computer software sometimes leads technicians 
and engineers into the false sense that there is more precision in a 
measurement than is actually the case. Most of us old-timers first 
experienced this with the advent of the digital multimeter. Lots of decimal 
places gave us the illusion of terrific accuracy, but pick up the data sheet 
and you discover that perhaps there was a spec of 3% of full scale ± a 
handful of millivolts!

Yet the four or five decimal places on the display may have led to the 
conclusion that there was an order or two of magnitude more accuracy 
than was truly the case. This trap is not as easy to fall into when using 
a traditional analog scale. PCB fabricators have many a similar tale to 
tell of designers specifying drill tolerances or finished thicknesses 
to a specification far more precise than the tooling or materials were 
capable of. With education and experience comes the knowledge that 
you must understand what you are measuring and the limitations of 
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the measurement equipment and the representative sample you are 
measuring, not to mention the ability of the national standards bodies to 
provide calibration standards with known accuracies and uncertainties.

Measurements Through the Frequency Spectrum
At DC, precision meters have an astounding ability to provide accurate 
measurements; the combination of very high-input impedance and 
averaging techniques make it quite possible to make resistance and 
voltage measurements with high accuracy and repeatability. For voltage 
measurements, the interconnection between meter and device under 
test can be quite simple and the interconnection cost quite low. At power 
line frequencies of 60 or 50 Hz, measurement is still straightforward 
and simple meter leads still offer a very accurate interconnect to the 
metrology equipment. 

As frequency rises up through and above the audio band, at some 
point coaxial or transmission line cables become necessary for accurate 
measurements. An interesting observation here is that as the frequency 
ramps up, not only do the measurement instruments increase in price, 
but the interconnect to the measurement sample starts to rise in price 
at a much more rapid rate. The price of the interconnect increases 
as a proportion of the measurement system more rapidly than the 
measurement instrument itself.

At frequencies where transmission line characteristics must be 
measured, the price of the interconnect moves from dollars to hundreds 
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of dollars and, once in multi-GHz insertion loss territory, the interconnect 
costs start to head into the thousands of dollars. At these frequencies, 
the whole topic of measurement must be viewed as a system, with the 
measurement instrument, the interconnect, and finally the transmission 
line under test and its launch and termination connections playing vital 
roles in the quality of measurement. 

It is interesting to look at the specifications for vector network analysers 
and try to deduce how accurately you can make a measurement. VNA 
manufacturers generate pages of documentation detailing the combined 
effects of the actual test frequency, the types of cables and probes used, 
and the accuracy of the calibration artefacts [1], along with the expected 
insertion loss of the device under test. To understand how accurately 
we can measure sample X, it takes a fair amount of analysis and maybe, 
surprisingly, a knowledge of the expected end-result before you start. 
Some vendors even provide software tools for the end-user to input all 
the variables prior to making a measurement so that the end accuracy 
can be estimated before the measurement is taken.

Does all this complexity mean high-frequency measurements are 
unnecessary? Certainly not, but the designer who is specifying a high-
frequency measurement is responsible for ensuring that the specification 
is within the measurement capability of their suppliers and not just “gold-
plated” by a non-specialist tightening a spec to an unachievable level “just 
in case.”



Figure 6.1  An example of an inserton loss measurement: SDD21 – dB loss 
per 1000mm from 0 – 20GHz. 
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In conclusion, as you encounter the need for higher-frequency 
measurement in PCB fabrication, take care to understand the capabilities 
of not only the measurement equipment, but also the interconnecting 
cables, the precision probes and the design of the test PCB itself.

Where do the other “R” terms, reproducibility and reliability, come into 
play, you ask? Well, in order to achieve the best Gage Reproducibility and 
Reliability (Gage R&R) in your high-frequency measurements, you should 
work with your supplier and customer to ensure that everyone has a 
thorough understanding of the measurement equipment, and the test 
piece design requirements.

As the preceding chapters make abundantly clear, you may be faced with 
situations where you need to analyse the root cause of a PCB’s failure to 
meet a high-frequency specification. In fact, I believe these guidelines are 
useful in troubleshooting and analysing any situation.

Reference:

1. At higher frequencies, even national standard calibration artefacts can have surprisingly 
high uncertainties, especially to the engineer who is normally accustomed to low-frequency 
measurements



Traceable reference air-lines as used for calibration of 
precision impedance test systems.
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CHAPTER 7

Rooting Out the Root Cause

When your measured trace impedance is significantly different from 
the calculated/modelled trace impedance, be careful before jumping to 
conclusions.

Sometimes, your intuition can lead you astray—especially when analysing 
engineering problems. This makes it worth taking a step back to consider 
possible alternatives. Maybe, as my colleague Neil Chamberlain puts it, 
“That came from left field!” 

I’ll set the scene for this chapter’s topic with a non-electronics experience of 
my own. Polar Instruments is based on a small island with tiny roads lined 
with unforgiving stone walls that make driving an interesting challenge. 
Because I need to take equipment to shows and visit customers occasionally, 
I use a minivan for my commute—despite its unsuitability in local traffic. 
Recently, my wife persuaded me to look for an alternate vehicle—something 
that is small, economical, reliable, and practical. 

After several weekends of hunting the new and used car lots, we came to 
the conclusion that although there were plenty of possibilities, nothing had 
leapt out and said, “Buy me!” The cars we were seeing only fulfilled one of 
the criteria each. Being an engineer at heart I suggested to my wife that 
we replace “and” with “or” and run the math again in our heads: small or 
economical or reliable or practical. With an “or” function, only one criteria 
must be true for a “Yes!” outcome. We found that car, and I asked my wife, 
“Shall I buy it?” She replied, “I am not saying yes, and I am not saying no,” 
which I took as a maybe, and I bought it for myself on impulse. It didn’t really 
help that it happened to be her birthday, but it was pure coincidence, and I 
wasn’t going to lose the car to another buyer.
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Again, my wife gently reminded me that the last time I bought a 10-year 
old car on impulse, it ended badly with a burst transmission intercooler 
filling the gearbox with rusty water at 3 am with two young children asleep 
in the car in the middle of nowhere.

Well, lightning doesn’t strike twice, according to my internal logic. Needless 
to say, when I arrived at the office with my new toy I suffered endless 
“mid-life crisis” and “hairdresser’s car” jokes. But it seemed like a good 
investment to me, and so the next day dawned on a cold early spring 
morning and I sparked up my new investment, only to see a plume of 
white smoke from just one exhaust in the rear-view mirror. The dealer had 
been honest, telling me that the previous owner was only selling the car 
because of the horrendous repair bills. I started to run through the many 
possible (and expensive) consequences.

And so, in Asia I often fend questions from customers and prospective 
customers who say, “My impedance model doesn’t match my 
measurement!” They are often armed with one or two powerful, accurate 
field solvers, plus a measurement system that the vendor specifies as 
providing traceable results, calibrated against national standards. Why, 
why, why is the calculated trace impedance significantly different from the 
measured one? Something must be wrong! That is the accusation.

Well, maybe and maybe not. If the customer is convinced that measurement 
and modelling tools are both trustworthy, then the finger of suspicion points 
at the dielectric constant, even though logic says that since impedance 
only varies as the root of Er, it really is only a second-order effect. Often 
it is assumed that because of the cost and the traceable capability of the 
measurement system that the measurement must be correct and the 
error lies elsewhere. It might be worth pausing for a few thoughts from 
left field before we put too much blame on our old friend Er. 

Most impedance controlled PCB specs assume lossless traces, and even if 
the trace is only specified at moderate speeds, another factor has crept in, 
long before dielectric loss comes into play, primarily driven by the reduced 
geometries, thinner boards, and more layers in a given overall thickness. 
The result? The DC resistance of the PCB trace which could reasonably be 
ignored with the geometries and copper weights of the early 2000s has 
crept up on us, and it is interfering with the measurement of instantaneous 
impedance. 
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It is quite possible that the impedance trace has developed a significant 
upward slope, and when the average impedance is taken after the 
initial aberrations have been allowed to settle, the impedance reading is 
comprised of the instantaneous impedance plus a slug of DC resistance. 
Hint: Design the coupon with probe access at both ends and measure the 
DC resistance with a precision meter to get an idea of how much resistance 
per inch is being added as an error component on top of the instantaneous 
impedance. On differential traces the value is doubled.

At Polar we notice this effect, especially on flex coupons. Some board 
shops have gotten into the habit of measuring the impedance, ignoring 
the DC resistance component, and then sectioning the sample and using 
a solver to “goal seek for Er.” And while Er may be a partial contributor, it 
could be a fallacy to blame Er for all of the observed mismatch.

Here, Er may be innocent, but because it is relatively hard to measure, 
it is used as a convenient adjustment factor to null out measured and 
modelled accuracy. If you are doing this, it might be worth taking a casual 
look at the DC trace resistance before you draw an incorrect or partially 
incorrect conclusion. 

All of which takes me back to my original story. So, why was there smoke 
coming from my car’s exhaust? A bad head gasket on one bank of cylinders, 
maybe? Here comes the repair bill my wife cautioned me about. Well, 
maybe not. On closer inspection, I discovered the truth: while cold, a valve 
seals off the right-hand exhaust to allow the catalyst to reach operating 
temperature. Under the close supervision of the engine management 
system, it opens in spirited driving but shuts off in traffic to meet noise 
regulations. I’m glad I looked a bit deeper before deploying the toolbox to 
fix something that was never at fault in the first place.

The next chapter looks at the twilight zone between lossy and lossless lines 
and how to measure impedance in these situations.

Reference:

1. Instantaneous impedance measurement with LPE (Launch Point Extrapolation) Polar Application
Note AP8505

2. Istvan Novak (senior principle engineer at Oracle) et al., Determining PCB Trace Impedance by
TDR: Challenges and Possible Solutions, DesignCon 2013





Figure 8.1 Approximation for lossless impedance.
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CHAPTER 8

I3: Incident, Instantaneous, Impedance

The previous chapter discussed “rooting out the root cause” and how 
sometimes the real root cause is hidden while we’re digging for the solution 
to a problem. That chapter described how sometimes in an attempt to 
better correlate measured with modelled impedance, fabricators were 
tempted to “goal-seek” the dielectric constant to reduce the gap between 
predicted and measured impedance.

To use a common English saying, “There is an elephant in the room,” i.e., 
something else that is contributing to the error that should be obvious 
but has perhaps been overlooked.

Well, maybe the elephant has been in the room for a while, but it started 
young and has now grown to a size where it cannot be ignored. What is 
the elephant I am referring to? It could be the DC and AC resistance of 
the trace, a situation that started very small and has grown imperceptibly 
until it is now too big to ignore.

Thinking back to first principles, when designers think of the impedance 
of a transmission line, it has long been commonplace to ignore the losses. 
So take a look at a lossless line where:

Z0 =
L
C



Figure 8.2 Impedance where resistance and conductance are accounted for.
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This is true enough in many cases where the copper is thick enough and 
the PCB trace wide enough for the losses to be ignored. Also, from an 
instantaneous point of view, the L and C scale per unit length and the ratio 
of L/C is, for all intents and purposes, independent of length. However, 
when geometries shrink, characteristics that could be comfortably 
overlooked in larger dimensions can no longer be ignored, and in fact 
the equation for transmission lines approximates to:

R is the resistance per unit length, a combination of the DC and AC 
resistance, and the G is the conductance per unit length. Unlike the L 
and C, unfortunately, the R and G cannot be seen as dimensionless, and 
the R piles up along the trace whilst the G stays close to 0 and the two do 
not divide out. This means that the TDR trace shows the effect of trace 
resistance presenting an upward slope as ohm upon ohm of combined 
DC and AC resistance pile up on top of the instantaneous impedance.

Without this knowledge, someone trying to analyse why the measured 
impedance is somewhat higher than the prediction may go seeking the 
source of error. The dimensions are hard to argue with if there is access 
to precision microsections, especially if three or four sections are taken 
along the trace and all correlate. So it may be deduced that, given the 
dimensions known and provided the impedance measurement system 
is calibrated and air line verified, the only unknown is the dielectric 
constant. However, deducing (derived from the Latin ducere meaning to 
lead [1] ) is not foolproof: deduction only works if you are certain of the 
facts. For example, when you see a person crying, it’s easy to deduce 
the person is sad. Unless they are happy, of course. So, the deduction 
that an erroneous Er value is the cause of poor measuring and modelling 
correlation could be challenged if new facts come to light. 

L+R
G+C

Z0 =
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Sometimes the clue is in the numbers. I have seen situations where 
Er had to be adjusted to make the impedance correlate, to the point 
that it defied the laws of physics. For example, if the Er is adjusted to a 
lower level than each of the primary individual constituents of the base 
material, that should be a clue that something else is awry here—the 
elephant in the room.

At DesignCon 2009, Navarro, Chairet and Mayevskiy [2] proposed a 
technique to measure the instantaneous characteristic impedance of 
high-frequency cables by removing the resistive elements through a 
technique called Launch Point Extrapolation (LPE). IPC is now looking at 
applying this to PCB traces for the reasons described here. The benefits of 
applying LPE to PCB trace impedance test are clear. Linear extrapolation 
applied to an undisturbed section of the trace and projected back in time 
to a point close to or at the transition between the probe and the start 
of the test trace or coupon should remove most of the resistive effects. 
This would allow a closer correlation between the modelled impedance 
and the measured instantaneous impedance. As a precaution, and to 
ensure the copper is not too thin or the line over-etched, sometimes a 
second point is also measured at an imaginary point at the far end of 
the trace. This ensures that other effects such as trace taper or a higher-
than-expected copper resistivity are ruled out.

Controlled impedance test system
showing application of LPE

(Launch Point Extrapolation).



Figure 8.4: Skin depth.

Figure 8.3: The onset of dielectric loss.
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You might be thinking that loss is accounted for when measuring insertion 
loss in the frequency domain, and this is true. But the types of scenarios I 
am referring to in this chapter have lines that operate at “mid” frequencies, 
i.e., up to 1, 2, or 3 GHz (see Figure 8.3), where the dielectric losses are still 
small enough to ignore.

The resistive losses in copper appear at these frequencies for a couple of 
reasons: thinner copper and shrinking line widths. This marks the beginning 
of small but significant losses from DC upwards. To add to that, the onset 
of skin effect in copper starts to take effect at lower frequencies than need 
to be considered in the case of dielectric losses shown in Figure 8.4.



Figure 8.5: Medium frequency 1 or 2Ghz/ wide traces—lossless impedance.

Figure 8.6: Medium frequency 1 or 2Ghz/ narrow traces—impedance consider series resistance.

Figure 8.7: High frequencies 3GHz and above—insertion loss is significant, so conductance 
comes into play too.
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So, it is in this “middle ground” of thin copper, narrow traces and low GHz 
operating speeds that fabricators and designers start to see  impedance 
test traces where the impedance apparently rises over time, i.e., distance, 
with the cumulative build-up of resistive effects. This effectively means 
you need to look at the operating frequency band, the trace geometry, 
and the combination of these to choose the most appropriate method 
for measurement. When looking at low frequency and wide traces, trace 
capacitance is the predominant issue. As traces narrow and frequency 
increases, the predominant considerations change as in the following 
three figures:

Z0 =
L
C

L+R
C

Z0 =

L+R
G+C

Z0 =



Figure 8.8: TDR trace with LPE and sloping impedance result.
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In conclusion, if you are looking at transmission line measurements and 
specifying transmission line characteristics of narrow traces and thin 
copper, and your frequencies are not yet high enough to worry about 
dielectric losses, be sure to check your TDR waveforms for a significant 
slope in the measurement area. Consider specifying the measurement of 
instantaneous impedance by using launch point extrapolation as shown 
in Figure 8.8.

It would be erroneous not to mention standards, so the next chapter will 
review impedance reference standards.

Reference:

1. Definition of “deduce” – www.vocabulary.com

2. Luis Navarro, Timothy Chairet, Eugene Mayevskiy, 2009 Application of Launch Point Extrapolation 
Technique to Measure Characteristic Impedance of High-Frequency Cables with TDR DesignCon 

3. Lossy traces – where and how to use loss compensation Polar Instruments Application Note 
AP156

4. Measuring Impedance on thin traces with Launch Point Extrapolation Polar Instruments 
Application Note AP8505  www.polarinstruments.com/support/cits/AP8505.html

http://www.vocabulary.com






Figure 9.1: Traceable 50-ohm air line standard with SMA adaptor.
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CHAPTER 9

Impedance Control Revisited? 

Surprising me on a regular basis is how the demand for impedance 
control continues to extend into a broader range of product. After over 
25 years in this field, I expected that everyone who needed to consider 
impedance control would have this capability nailed. Fortunately for me, 
that’s not the case, and a steady stream of impedance control questions 
keep coming my way.

And fortunately for new fabricators and designers, a wealth of impedance 
control information—some requiring only common sense, and some 
counterintuitive—is available to anyone new to the subject. So, in this 
chapter, I’d like to go back to the fundamentals. Even if you are an 
experienced hand at this subject, it can be worth revisiting the basics 
from time to time.

Standards
It’s worth remembering that traceable reference impedance standards 
are available and all impedance measurement systems should be able to 
be compared to a traceable standard. The reference airline is the de facto 
standard for impedance – a precision manufactured coaxial standard 
“air” referring to the fact that air is employed as the dielectric in this type 
of precision reference line, as in Figure 9.1.
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A closed-form equation exists for the impedance of a coaxial structure. 
Air lines may be calibrated by national standards bodies who strip down 
the line and make precise measurements of the internal diameter of 
the outer body and the external diameter of the inner conductor. The 
bore measurement is usually made with a technique called air gauging, 
which involves inserting a precision piston into the bore and measuring 
the resistance to air passing through the piston into the bore. It’s a 
science in its own right and an interesting subject if you happen to be 
into mechanical metrology. 

The availability of air line standards allows measurement systems 
manufacturers to prove accuracy traced back to a national standard. Air 
lines are commonly available in impedances of 50 and 75 ohms; 100 ohm 
air lines are also available and, more rarely, 28 ohm air lines. 

(Why 28 ohms? That was the impedance of the Rambus RAM data 
lines. Back when that technology was first introduced, the impedance 
requirements were quite demanding, leading to 28 ohm air lines 
becoming the standard for that application.) 

A side benefit of using 28 ohm lines is the ability to traceably calibrate a 
TDR over a very broad range of commonly used impedances. Semi-rigid 
precision coax is lower in cost but provides an economic alternative to 
air lines. It can be used as a transfer standard and has the benefit of 
robustness in a production environment.

Expectations
Newcomers to impedance control are sometimes tempted to tie down 
specifications more tightly than is practical. Perhaps this arises because 
lossless impedance is measured in ohms, and it is customary to expect 
that something specified in ohms (resistance) can be specified very tightly 
indeed. However, you must remember that impedance is in fact a high-
frequency characteristic of a transmission line, and in general the higher 
the frequency gets, the less realistic it is to think you can specify down to 
fractions of an ohm or less. 

In fact, the traceable air line standards mentioned earlier in this chapter 
may have an uncertainty of 0.2 to 0.5 ohms, and that’s for a reference 



Figure 9.2: Impedance coupon generation software.
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line possibly costing many thousands of dollars. So, do not expect a line 
based on the fi nest geometry possible on an FR-4 PCB to come even close 
to those levels. Impedance is often ±10%; tighter specs may demand ±5% 
and some critical applications may be more tolerant of higher or lower 
impedances. For example, you may encounter specs of, say, 50 ohms +7 
ohms –4 ohms. 

Test Coupons
As frequency increases, the test coupon (sometimes called the test 
vehicle) becomes an increasingly important part of the measurement 
system as, coincidentally, do the probes and the interconnect cables to 
the measurement system. Careful design of the coupon ensures that 
artefacts that could spoil the measurement quality are minimised. See 
Figure 9.2.

Launch pad diameter is a compromise between ease of probing and 
launch aberrations; having a coupon that is long enough (IPC still 
specify 6-inches or 150-mm) gives an adequate sample of the trace to 
measure over a reasonable length of PCB; after all, the impedance test 
is meant to measure the consistency as well as the absolute value of the 
fabricated impedance. Also, coupons should be designed to ensure that 
any nomenclature in the copper is well away from the trace under test 
and that the transmission lines are back away from the coupon edges 
to avoid any eff ects on impedance from the proximity of the edge of the 
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ground plane. Likewise, on the coupon power and ground planes should 
be interconnected, but not on the PCB itself!

Modelling
Coaxial standards can be calculated with precise closed loop equations. 
However, PCB transmission lines are far from uniform cylindrical coaxial 
structures. At their simplest, they could be regarded as rectangular traces 
over infinite planes, and whilst approximations do exist for calculating 
the basic variations of such structures, they are limited when pushed 
to modern trace geometries, which leaves you requiring a field solver 
if you wish to make accurate calculations. All solvers obey the laws of 
physics, and for the same data in should give the same impedance out. 
Choose a solver that permits you to model the layered substructure of 
the PCB, take into account the trapezoidal nature of the traces, and, 
where possible, account for resin-rich layers or areas of resin richness 
between differential pairs. The ability to run sensitivity analysis is a useful 
enhancement too.

Modelled vs. Measured
The aim of modelling is to get you as close as possible to the desired 
result in the shortest number of iterations; ideally, modelling results 
should be right the first time. It is worth keeping an open mind when 
looking at correlation of measured vs. modelled impedance. Modelling 
predicts the uniform impedance of a uniform trace in a homogenous 
medium. It’s good to ask yourself a few questions when faced with less 
correlation than you expect. First, never assume anything—look at both 
the measured and modelled and see if there are areas which need 
attention. Often, a 5 ohm or 10 ohm mismatch between modelled and 
measured can be composed of an ohm here and an ohm there, and you 
may suddenly find 5 or 6 ohms hiding from your initial assumptions. 

Did you assume you made what you think you made? A microsection is 
a wise step to confirm actual geometries. Next, look at the impedance 
trace—does it slope? This could be from trace taper or, on thin traces, 
trace resistance. Does it dip at the start or the end, implying that the 
coupon design or the setting of test limits is not optimised?



Figure 9.3 Incident impedance measurement by the LPE method. 
(For more detail, see Chapter 8.)
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On the modelling side, has the trapezoidal shape of the trace been 
considered? Have you run sensitivity analysis to see which trace 
parameter has the largest contribution to any error? Attention to these 
issues makes you better prepared to optimise correlation on the next 
spin. I mentioned sloping traces: if they are not down to taper, this could 
be because you are using sub-75-micron lines on thin copper. Here you 
would need to consider measuring instantaneous impedance with a 
technique such as LPE as in Figure 9.3.

Occasionally Expect the Unexpected
From time to time you might experience results that seem too 
consistent. This was the experience of one of our fabricator customers 
who accidentally set a TDR to measure the end of the cable and not the 
coupon. Unsurprisingly, the TDR reported very repeatable results all 
within a fraction of 50 ohms. If your measurements are too consistent, 
you might be measuring the wrong thing. In another example, a different 
fabricator customer etched the PCB part number in the ground plane 
over a stripline structure, causing the impedance to increase because of 
the lack of copper in the return path. As with any measurement system, 
awareness of what to expect and what not to expect and having the tools 
to predict what ought to be happening are essential to providing reliable 
and consistent results.
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Conclusion 

Material Matters More
The preceding chapters have attempted to shed some light on the secrets 
of PCB specification and how the limitations of materials, processes, 
modelling and test methods interplay to produce the printed circuit board, 
the unsung hero of the world of electronic goods and systems. Personally, 
I find it incredible that the collaboration and intercommunication of 
so many disparate disciplines—from physics to chemistry to process 
and electrical and software engineering—can produce such complex 
components of such good value for the money. 

Through my membership in the European Institute of Printed Circuits 
(EIPC), I have had the privilege to visit laminate plants, copper foil 
plants, and chemistry suppliers. The sheer number of specialists at each 
facility, all enthusiasts for their specific piece of the PCB jigsaw, is quite 
a humbling experience. I would encourage readers to join EIPC or other 
local industry organisations to have the chance to see the details of the 
PCB world for yourself. 

I hope I have sparked a desire to learn more about PCB materials, modelling 
and measurement and what to expect from a given specification after 
taking all of the process, material, and measurement considerations 
into account. Above all, I encourage you to ask questions, and seek the 
information behind the specification sheet. Material suppliers in particular 
have bolstered their technical support teams, and now deliver far more 
in-depth material information than in the past, and their teams are there 
to help you choose the best materials for your specific applications.
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Further Reading

If you would like to learn more about signal integrity, the following books 
are authored by some of the top experts in the field. 

Dr Eric Bogatin – Signal Integrity Simplified, Prentice Hall, ISBN 0-13-066946-6.

Dr. Howard Johnson, Dr. Martin Graham – High-speed Signal Propagation – 
Advanced Black Magic, Prentice Hall, ISBN -13-084408-X.

Stephen H. Hall / Garrett W. Hall / James A McCall – High-speed Digital System 
Design, John Wiley & Sons, Inc. ISBN 0-471-36090-2.

Lee Richey – Right the First Time, Speeding Edge, Vol1: ISBN-0-9741936-0-7. 
Vol 2: ISBN-0-9741936-1-5.

Stephen H. Hall & Howard L. Heck – Advanced Signal Integrity for High-Speed 
Digital Designs, John Wiley & Sons, ISBN 978-0-470-19235-1.
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Glossary
Alpha
Letter of the Greek alphabet used to describe the real part, the attenuation, of 
the propagation constant; it is also known as the attenuation constant.

Aspect ratio
Of a PCB via, the ratio of board thickness to via diameter. Typically less than 8, 
the aspect ratio provides a guide to the manufacturability of a board. (It is more 
difficult to achieve reliable plating on PCBs with higher aspect ratios.)

Back-drilling
The removal of the plating from the stub of a plated through-hole by drilling 
out the plated copper up to (but not including) the lowest layer which is used 
for interconnect. This minimises the resonance caused when a stub is present; 
otherwise, the stub of the via will see the signal propagate to the base of the 
stub and back, and any stub length appears as twice its length because of this. 
Stubs will cause a dip in S21 at their resonant frequency.

Backward crosstalk
See near-end crosstalk.

Beta
Letter of the Greek alphabet used to describe the imaginary part, the phase, of 
the propagation constant; also known as the phase constant.

Bikini build
In bikini build rigid-flex construction, the coverlay extends only partially into the 
rigid stack-up. With rigid-flex, the flex coverlay can either extend fully across 
the rigid section, or just extend slightly into the rigid section, with “no flow” or 
“reduced flow” prepreg making up the remaining rigid part of the stack-up. 

Boundary Element Method (BEM)
A numerical computational method of solving linear partial differential equations. 
Conceptually, it works by constructing a mesh over the modelled surface and 
calculating only boundary values rather than values throughout the volume of 
space.

Broadside-coupled
On a PCB, differential traces that are physically atop one other.

Common impedance
The impedance of a pair of conductors when driven by identical signals, i.e., the 
impedance of two single lines in parallel. If the signal conductors are identical 
and balanced, the common impedance is half the even-mode impedance. See 
even-mode impedance.
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Complex electric permittivity
The full, real and imaginary description of a material property that is better 
known by its component parts. The real part of the complex electric permittivity 
is usually known as the dielectric constant. In the PCB industry, the imaginary 
part of the complex electric permittivity is usually combined with other terms 
and quoted as the loss tangent.

Conductivity
A measure of a material’s ability to conduct an electric current. Conductivity is 
the reciprocal of resistivity. Electrical conductivity is defined as the ratio of the 
current density to the electric field strength. Copper has a typical conductivity of 
59.6 x 106 Siemens/metre. 

Conductor loss (copper loss)
The energy lost in the conductors in the signal and return path.

Controlled impedance
A specific impedance that is maintained by design along the length of the 
transmission line. See impedance.

Coplanar
A transmission line structure whose return paths are on the same electrical layer 
as the signal path. This is useful for transmission lines on single-sided PCBs, and 
on flex it has the added benefit of more mechanical flexibility than a microstrip 
structure. Coplanar construction is a win-win, because it removes the need to 
use crosshatch or meshed ground planes.

Core
A thin piece of dielectric (cured fibreglass-epoxy resin) with copper foil bonded 
to both sides.

Crosshatch (mesh)
Crosshatching (meshing) ground planes increase flexibility of multilayer flex 
construction. It has a secondary benefit of increasing the line width for a given 
impedance, making thin construction of impedance controlled traces more 
viable. Care should be taken with mesh size so the upper frequency of operation 
is well below 1/4 wavelength of the mesh size. An alternative to using mesh 
planes is to use a single-sided coplanar transmission line structure.

Crosstalk
The effect whereby a signal on one conductor will create an effect on an adjacent 
“victim” conductor due to mutual capacitance and mutual inductance. In general, 
crosstalk will increase with higher frequencies and faster rise times.

Delta-L
A measurement of insertion loss on two coupon traces of different lengths with
mathematical post processing to remove the effects of the interconnect vias.
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Dielectric constant - Er
In the PCB industry, this refers to the relative dielectric constant, represented as 
εr or Dk, describing the property of a material that determines the electrostatic 
energy that can be stored relative to a vacuum. The dielectric constant affects 
the properties of transmission lines. The dielectric constant of a material varies 
as a function of frequency, temperature and moisture absorption. The dielectric 
constant that is typically quoted only refers to the real portion of the complex 
dielectric constant. See also complex electric permittivity.

Dielectric loss
The energy lost by dissipation in the dielectric, e.g., through leakage current and 
dipole reorientation.

Dielectric materials
Insulators that are used to provide separation between conductors. Examples 
include air and FR-4. Their inherent dielectric constant affects how the conductors 
behave electrically.

Differential impedance
The series impedance of a pair of conductors when driven by a differential signal. 
If the signal conductors are identical and balanced, the differential impedance is 
twice the odd-mode impedance. See odd-mode impedance.

Dispersion
The phenomenon in cables and PCBs whereby the propagation speed of the 
signal along the length of the conductor varies with frequency and with different 
propagation modes. This causes signal distortion as the phase relationship of 
harmonics changes along the conductor.

Edge-coupled
On a PCB, this refers to differential traces that are side by side.

Electrical length
The total time it takes for a signal to traverse a conductor. See also propagation 
delay.

Even-mode
A signal pattern on a pair of conductors, with each line driven with exactly the 
same signal. See propagation mode.

Even-mode impedance
Perhaps more correctly “even impedance,” this is the impedance of a single line 
in a coupled-line pair when a common signal is applied to the conductor pair. 
See even-mode and common impedance.

Far end
In a transmission line, refers to the non-driven end of the transmission line, the 
receiver end.
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Far-end (forward) crosstalk (FEXT)
The crosstalk measured near the end opposite the driven end of active signal 
lines caused by the difference in velocity of the different modes of propagation. 
See also propagation mode.

FEXT
A unitless coefficient of the maximum magnitude of far-end (forward) crosstalk. 
This coefficient can be approximated by its relationship with Kf, coupled line 
length and aggressor signal rise time.

Flex-rigid
Or in equal usage “rigid-flex,” the use of flexible PCBs in place of traditional 
connectors, with rigid and flex circuits laminated together to form a single 
component. The variety of flex-rigid is diverse, from flex-to-fit designed for only 
a few flex cycles, to fully flexible circuits designed for repeated flexing. Flex-rigid 
can be labour-intensive to build and can incorporate features such as bookbinder 
construction, with some of the flex interconnects longer than others to allow the 
bend radius sufficient room for folding like the cover of a book.

Fiber weave mitigation
Running the PCB traces at a slight angle across the warp and woof of the glass 
cloth in the base material to reduce the effect of dielectric constant variation 
because of the differing Er of glass and resin. Alternately, spread glass cloth can 
be used to the same effect, or, at higher cost, low-Er glass.

Forward crosstalk
See far-end crosstalk.

Goal-seeking Er
The practice of attempting to deduce the true Er of a material by goal-seeking 
the Er until the measured impedance meets the modelled value. Great care 
should be taken with this, as Er is only a second-order driver of impedance, and 
this risks masking dimensional errors or measurement errors that have a first-
order impact on correlation.

Green’s functions
Named after 19th century British mathematician and physicist George Green, 
who introduced several important concepts in electricity and magnetism, 
including the idea of potential functions used to solve inhomogeneous 
differential equations subject to boundary conditions.

Groisse
An empirical technique for estimating losses owing to surface roughness, which 
is valid for designs up to around 10GHz and sits between the Hammerstad 
and Huray methods. Groisse has been shown to yield a good estimation up to 
around 7 to 10GHz without the demanding input criteria of Huray.
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Ground bounce
The raising or lowering of the voltage on a ground plane or ground pin due 
to the inductance of the ground path. This can cause the receiving circuitry to 
misinterpret a 1 or 0.

Group velocity
The rate at which changes in amplitude (the envelope of the wave) will propagate.

Hammerstad
An empirical technique from the 1940s for estimating losses owing to RMS 
surface roughness that is still valid for designs up to around 4GHz.

HDI
Generically a PCB with higher wiring density than a traditional PCB, although the 
term HDI PCB tends to refer to PCBs which have additional outer layers “built 
up” by repeated runs through the production process, using laser microvias to 
interconnect to the inner layers. HDI differs from sequential lamination, in that 
a sequentially laminated PCB may not have laser microvia layers built up on the 
outers.

Huray
A more recent methodology for estimating losses owing to surface roughness 
based on more accurate SEM imaging of the deposited copper topology, 
appropriate up to 50GHz+. It does require more complex input parameters or 
an additional estimating tool to generate the Huray input parameters from RMS 
roughness data.

Impedance
The instantaneous ratio of voltage to current at a point along a conductor, 
measured in ohms. The  impedance of a transmission line (Z0) is calculated from 
the resistance, inductance, capacitance and conductance of the line.

Insertion loss
The losses resulting from the insertion of a transmission line between source 
and load (usually expressed in dB).

Kb
A unitless coefficient of the backward (near-end) crosstalk.

Kf
A coefficient of the forward or far-end crosstalk measured in seconds/distance. 
This coefficient needs additional terms of coupled length and aggressor rise time 
to be useful in assessing the magnitude of the crosstalk. This approximating 
coefficient can be calculated by a generalising formula either using the difference 
between capacitance and inductive terms or using the difference between odd 
and even mode velocity. For further information on the validity, constraints and 
usefulness of this coefficient, refer to any textbook on signal propagation and 
coupling. Polar Application Note AP194 includes a list of reference books.
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Launch Point Extrapolation (LPE)
Characteristic impedance measurement technique for fine-line and series 
resistive traces. LPE projects the TDR trace back to an imaginary launch point 
where the impedance is predicted unaffected by the sloping effects on the trace 
of series resistance.

Loss angle
The angle described by the imaginary part of the complex dielectric constant to 
the real part of the dielectric constant.

Loss tangent
The tangent of the loss angle, and generally referred to as tanD.

Maxwell
James Clerk Maxwell was a 19th century scientist, widely regarded as having had 
the greatest influence on 20th century physics with his important contributions 
to expressing the basic laws of electricity and magnetism. The Maxwell RLGC 
matrices are derived as a result of solving Maxwell’s equations. They can be 
easily transformed into SPICE values that may be required for common circuit 
simulators.

Microstrip
A specific transmission line on a PCB with the signal trace on an outside surface 
of the PCB, spaced above a ground plane by the dielectric material, such as FR-4.

Mutual capacitance and mutual inductance
The capacitances and inductances between two conductors in close proximity to 
each other. These can cause interaction between the signals on the conductors 
in the form of crosstalk.

Near end
Refers to the driven end of a transmission line.

Near-end (backward) crosstalk (NEXT)
The crosstalk measured on the victim line near the driven end of the active 
signal line, NEXT is a measure of the difference in even-mode and odd-mode 
impedance.

Odd-mode
A signal pattern on a pair of conductors, where each line is driven with an equal 
but opposite transitioning signal. See propagation mode.

Odd-mode impedance
The impedance of a single line in a coupled-line pair when a differential signal is 
applied to the conductor pair. See odd-mode.

Phase velocity
The velocity at which the phase of any one frequency component of the wave 
will propagate. This is not the same as the group velocity of the wave.
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Prepreg
In PCBs, uncured fibreglass-epoxy resin composite that cures (hardens) when 
heated and pressed during PCB fabrication.

Propagation constant
The propagation constant, occasionally represented by the Greek letter gamma 
(γ), is a complex quantity describing the behaviour of an electromagnetic wave 
along a transmission line. The real part of the propagation constant is denoted 
by the Greek letter alpha (α), and the imaginary part is denoted by the Greek 
letter beta (β).

Propagation mode
A signal pattern on conductors that will propagate down the transmission line 
undistorted. For differential pair signalling, there are two modes of propagation: 
odd mode and even mode. For multi-conductor systems, there are even more 
modes of propagation.

Propagation delay
The speed or rate at which a signal travels between the input and output of a 
transmission line. See also electrical length.

Reflection
In electricity, the result of impedance mismatch in electrical signals. When a signal 
encounters a discontinuity, some energy is reflected. Impedance discontinuities 
cause attenuation because a portion of a transmitted signal will be reflected back 
to the transmitting device rather than continuing to the receiver. The reflection 
coefficient is the ratio of the reflected voltage wave to the incident voltage wave 
at a junction. It is dependent on material and geometry, and can be positive or 
negative.

Resin starvation
Inadequate quantity of epoxy resin to allow complete fill of the voids between 
the copper tracks and features of the adjacent stack-up layers, resulting in a PCB 
which does not bond completely and is therefore prone to delamination. See 
also spread glass.

Return loss
The return loss of a load is the magnitude of the reflection coefficient expressed 
in decibels.

Sequential lamination
A method of allowing more dense via interconnect by running vias only partially 
through the PCB. Conventional PCBs run the vias from the top to the bottom and 
the whole via is plated. By in effect making two or more PCBs and mechanically 
drilling and plating each, and then laminating the sub-PCBs together, it is 
possible to build PCBs with vias on the sub-PCBs and through the final laminated 
PCB itself. Further layers may be added, and on these extra outer layers the 
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interconnect can be added using laser microvias. The PCB is then referred to 
as an HDI PCB. Sequentially laminated PCBs themselves do not strictly contain 
laser microvias.

SET2DIL - Single-Ended TDR to Differential Insertion Loss
An insertion loss measurement methodology for PCB fabrication which works 
best on thin or backdrilled PCBs and outer layers. The measurement is made on 
a test coupon specifically designed for SET2DIL test.

Single-ended transmission
Electrical transmission method that uses a single conductor to carry the signal 
and a common plane to provide the return path.

Skew
The difference in the time that a pair of identical signals takes to get from point A 
to point B travelling down two different paths. Skew is the result of the different 
electrical lengths of each signal path.

Skin effect
The phenomenon whereby the signal travelling through a conductor will be 
conducted only on its outer surface (skin) as the frequency increases. At lower 
frequencies the current travels through the entire cross-section of the conductor. 
At 1 GHz the signal travels only on the outer 2 microns (0.00008 inches) of a 
copper wire.

Smith Chart
A graphical aid to assist solving problems with transmission lines, as it 
demonstrates how many RF parameters behave at one or more frequencies, 
an alternative to using tabular information. The Smith Chart can be used to 
represent many parameters including impedances, admittances, reflection 
coefficients, scattering parameters, noise figure circles, constant gain contours 
and regions.

S-parameters
S-parameters (scattering parameters) describe the electrical behaviour of linear 
electrical networks when undergoing various steady state stimuli by small signals. 
In general, for practical networks, S-parameters change with the measurement 
frequency and system impedance. Many useful electrical properties of networks 
or components may be expressed using S-parameters: gain, return loss, voltage 
standing wave ratio (VSWR) and reflection coefficient.

Spread glass
Glass cloth mechanically manipulated by various processes to reduce the 
holes between the warp and weft (woof). This type of cloth is easier and more 
predictable for laser drilling and has the added benefit of less Er variation, so it 
also offers signal integrity benefits. Users must take care to allow adequate resin 
levels for bonding as unlike traditional weaves, spread glass does not have the 
apertures that allow resin to flow from one side of the cloth to the other.
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SPICE
One of the most common electronic circuit simulators in use, simulating how a 
circuit with chosen components will perform in a defined situation. A model of a 
transmission line may contain the inductance, capacitance, impedance and time 
delay and their changing relationship with frequency. The RLGC SPICE matrices 
are the numbers generally required as input by SPICE models. See Maxwell.

SPP
Originally developed by IBM, short pulse propagation is an insertion loss 
measurement technique which uses long line/short line measurements to 
determine the insertion loss of a PCB substrate. The measurement is made on a 
test coupon specifically designed for SPP test.

Stack-up
The sequence of ink, soldermask, copper foil, pre preg, core, etc. that comprises 
the multilayer structure of a PCB.

Stripline
A specific transmission line on a PCB where the signal trace is buried within the 
PCB and is spaced between two planes by an dielectric material such as FR-4.

Surface resistance
Calculated as 1/(conductivity x skin depth).

Time domain reflectometer (TDR)
A combination of a sampling oscilloscope and a fast rise time signal source that 
can be used to examine the step response and measure the impedance of a 
transmission line. Post processing of TDR measurements can also transform 
the results into the frequency domain, for example for the measurement of 
insertion loss.

Transmission line
Commonly used to denote a controlled impedance conductor path. Geometry 
and dielectric materials determine many of the properties of a transmission line.

Vector network analyser (VNA)
Instrument for making frequency domain measurements. Combined with 
mathematical post processing these can also be transformed into the time 
domain.

Velocity of propagation
The speed at which the signal travels from one point to another along a conductor. 
The materials surrounding the conductor and the conductor geometry affect 
this speed. In air, the velocity of propagation is 300 million meters per second, 
and in FR-4 printed circuit boards, it is about half that speed.
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About Polar Instruments 

Polar Instruments specializes in designing EDA and measurement tools 
which simplify the design, fabrication, testing and specification of high-
speed printed circuit boards (PCBs). Polar’s innovative product line 
includes the industry standard Controlled Impedance Test System (CITS), 
which provides the global PCB industry with an easy-to-use test system 
for high-speed digital and RF boards, as well as class-leading tools for 
fast and accurate design and testing of impedance and insertion loss 
controlled PCBs. Polar Speedstack is the layer stack-up design and 
documentation tool of choice for many designers, fabricators and PCB 
technologists. Established in 1976, Polar Instruments now has operations 
and long term channel partners in the US, UK, Europe and Asia Pacific.
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