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ABSTRACT
User experience is one of the pillars of human-computer in-
teraction. Successful websites improve the quality of the
user’s interaction with their content in many different ways.
The Yelp Dataset challenge invites participants to explore
the datasets made available by Yelp to find relevant insights
that could be useful to the users, to the business owners or to
both. Most of the Yelp reviews do not contain images that
illustrate the message that the reviewer is trying to convey.
Thus, showing images to the user that are related to a re-
view could significantly enhance the user experience. In this
work, we propose an automated data-mining-based frame-
work that enhances restaurant Yelp reviews by suggesting
images uploaded by other users which are relevant to a par-
ticular review. The framework developed consists of three
main components: 1) a Convolutional Neural Network im-
age classifier used to predict the label of each new image, 2)
a Long Short-Term Memory neural network that generates
a caption for an image in case a caption is not provided, and
3) a Latent Dirichlet Analysis, where we identify the most
probable topic per review and the top words that are present
in the review to map them to captions that are in the same
topic and contain one or more of the top words. The results
show that our framework is severely affected by the low qual-
ity of many captions and reviews, particularly with respect
to the predicted captions. However, a qualitative analysis
of the predicted images shows promising results. To per-
form the qualitative analysis we deployed a Django-based
website that shows the results for the first two steps of the
framework.

1. INTRODUCTION
The Yelp Dataset challenge invites participants to explore

datasets made available by Yelp in order to explore innova-
tive ways to use this data, in hopes of finding insight and
correlations within the data that can help the business model
grow. The motivation for our project is to enrich the user
experience by developing a framework that automatically
enhances Yelp reviews by suggesting images that are closely
related to the topic of the review.

In order to accomplish this, we used the datasets made
available by Yelp. In particular, we used the review and
photo datasets focusing only in data for restaurants. The

framework developed consists of three main components: 1)
an image classifier used to predict the label of each new im-
age, 2) a captioning algorithm that infers possible captions
for an image without a caption, and 3) an algorithm that
allows us to relate the most relevant words in a review to
the most relevant words in a caption. Figure 1 presents the
complete workflow for our framework.

For the image classification task, we train a Convolutional
Neural Network (CNN) to predict the ‘label’ field for each
image. The ‘label’ field can take one of the following val-
ues: {food, drink, inside, outside, menu}. We use all of
the photos uploaded for restaurants to train the CNN. Sev-
eral models were evaluated to find which one provided the
best accuracy including: a simple CIFAR10 model, VGG-
16 [25], VGG-19 [25] and GoogleNet [27]. We tested the
models resizing the images to two different sizes, 64 by 64
pixels and 224 by 224 pixels, which is the size that most
of the ImageNet-based models use [7]. Unfortunately, using
the larger image size resulted in an extremely slow training
process, and up to the submission of this report only two
epochs were trained. Thus, the algorithm that provided the
best accuracy was VGG-16 using images of 64 by 64 pixels,
with a Top-1 accuracy of 94.78% after 160 epoch. We only
used the Top-1 result since we only use 5 classes.

The image captioning algorithm that we implemented uses
the output image features from the CNN model to train
a Long Short-Term Memory (LSTM) network which also
takes as input the caption for each image. The architecture
used is the same as the one presented by Vynials et al. [28].
Once the model is trained, we obtain five captions per im-
age. A qualitative evaluation of the results show that there
are some cases where the results are closely related to the
actual caption but in others the predicted caption seems to
be randomly generated. We use the BLEU-4 score to mea-
sure the syntactical quality of the predictions, for which we
obtain 7.37%. This value is very low compared to the 27.7%
score obtained by the same algorithm using the Microsoft
Coco [19] dataset.

To enhance the reviews with photos that are relevant to
the text we used topic modeling. Using a Python library
called Gensim [24] we were able to apply Latent Dirichlet
Allocation to create a statistical distribution model of top-
ics from the relationships found within the terms in 60%
of the Yelp reviews’ corpus. Then, we used this model to



Figure 1: Framework Workflow

get a statistical distribution of the topics to which a review
would be a part of. Using the most probable topic, we chose
words found within the topic, the review and caption to rec-
ommend the relevant photos. Due to the time required to
create the model, we were only able to make evaluations us-
ing the restaurant with the most reviews, namely Mon Ami
Gabi from Las Vegas. We evaluate the results for this part
of the framework qualitatively by sampling the data, since
there is no actual metric to measure the effectiveness of our
approach.

Finally, we deployed a Django-based website to visualize
the results of the image classification and captioning algo-
rithms. The website makes it easier to test the human-
computer interaction, since we present the complete context
under which the prediction were performed. Unfortunately,
because of the very large review dataset it was not possible
for us to implement the visualization of the review to image
mapping yet, but we are looking for possible solutions to
this problem, such as a centralized data server.

This work is organized as follows: Section 2 presents the
technical background that supports all of the algorithms
used in this work, including CNN, LSTM and LDA. In Sec-
tion 3, we describe the different platforms used to implement
these algorithms. Sections 4, 5 and 6 present the experi-
mental plan for the image classification, image captioning
and topic modeling, respectively. The experimental results
for each of these framework components are presented in
Sections 7, 8 and 9. We describe and illustrate the imple-
mentation and deployment of our Django-based website in
Section 10. Finally, we present our conclusion in Section 11
and planned future work in Section 12.

2. BACKGROUND

2.1 Image classification
Convolutional Neural Networks (CNN), like Neural Net-

works (NN), are made up of layers of neurons, or nodes.
Each neuron has a weight and a bias which can be learned

The complete source code used for our experiments is
available at: https://github.com/utepdatamining/image
classification
More information about this project can be found at: https:

//auto-captioning.herokuapp.com

by an iterative process. These weights and biases can be ad-
justed to give certain features greater importance over others
and this gives a network the ability to learn from experience.
A typical Neural Network consists of three types of layers:
input, hidden, and output layers. The hidden layers are
the ones that contain the neurons, which are independent
within a layer and, in this particular case, fully connected
across layers. The output layer represents the scores for each
class[14].

A CNN architecture has the particularity that we can as-
sume that the input consists only of images. This assump-
tion allows building a model that works better for image
processing, thus making it more efficient. In particular, we
can arrange the layers into 3 arranged dimensions: width,
height, and depth, where depth is equivalent to the number
of channels (1 for grayscale, 3 for RGB images) [14].

The layering in a CNN works by taking the input 3D vol-
ume and transforming it to an output 3D volume using a
differentiable activation function. The activation function
that is most commonly used in recent implementations is a
Rectified Linear Unit (ReLU). The ReLU function is defined
as f(x) = 0 for x <= 0 and f(x) = x for x > 0. Each layer is
then stacked to create the complete CNN architecture [14].

There are three different types of layers that are com-
monly used on CNN models: convolutional layers, pooling
layers and fully-connected layers (a normal NN layer). The
convolutional layers only focus on sub-regions of an image
with strong local connectivity, which means that the layers
are no longer fully-connected. The pooling layers perform
a downsampling of the image. Finally, the fully-connected
layers are in charge of computing the class scores [14]. An ex-
ample of this layering is shown in Figure 2, which shows the
architecture of the LeNet model [1], where the sub-sampling
layer is equivalent to the pooling layer.

For our project we used an efficient deep neural network
architecture code called GoogleNet, which introduced the
concept of inception. Inception is an innovative neural net-
work architecture that utilizes smarter algorithms to achieve
significantly more accurate results than previous neural net-
works, with a deeper architecture. Convolutional neural net-
works have typically had a standard structure: stacked con-
volutional layers followed by one or more fully-connected
layers. Inception, on the other hand, does not stack differ-
ent layer but rather its layers are repeated many times (in

https://github.com/utepdatamining/image_classification
https://github.com/utepdatamining/image_classification
https://auto-captioning.herokuapp.com
https://auto-captioning.herokuapp.com


a recursive way), leading to a 22-layer deep model [27].
Typically when research is done in the hopes of improv-

ing the performance of deep neural networks, the research
is focused on increasing the depth and the number of units
at each level. However, stacking layers naively has several
disadvantages: (1) it makes the neural network prone to

âĂIJover-fittingâĂİ, since a larger number of parameters
makes the network harder to maintain, and (2) the larger
size also translates into a dramatic increase on the required
computational resources. Inception avoids these problems
and has been proven to be especially useful in the context
of localization and object detection [27].

2.2 Image captioning
The image captioning in our work was performed combin-

ing a Convolutional Neural Network (CNN) with a special
form a Recurrent Neural Network (RNN) called Long Short-
Term Memory (LSTM). Whereas a CNN examines an image
and outputs objects from the image, the LSTM makes sense
of these objects using a sequence analysis. The LSTM used
in our project was trained using the bag-of-words-model.

The strengths of RNNs in general is that they are ex-
ceptionally well at connecting recent information and have
a high prediction accuracy when similar context was re-
cently passed through it. However, connecting information
between the RNN to input from several instances prior is
more difficult as only the recent input in an RNN are given
the highest priority weights. Fortunately, Long Short Term
Memory (LSTM) does not have this problem.

LSTM are a special type of of RNN capable of learning
long-term dependencies. LSTMs utilize weighted layered
gates between the input, output and past hidden states. By
assigning different magnitudes to every gate (between 0 and
1), the information flow is modified so that the previous in-
formation is actually useful for the model, and if not, it “for-
gets” it. LSTMs are able to train these gates automatically,
obtaining a more robust model with higher accuracy [13].

Alternatives to using the LSTM included using primitive
rule-Based systems [12][29] or object detection combined
with templates [10][18][15] or Language Models [20][2][16][17][9]
for caption generation. These are heavily hand-designed al-
ternatives and would be too laborious. These approaches
produce good results, but the lack of flexibility of the meth-
ods when compared to LSTM made us choose the second.
Another alternative method for captioning and ranking of
this captions is co-embedding images and text in the same
vector space [26].

2.3 Topic modeling
A topic model is a statistical model that represents how

a set of documents are comprised of a topic or a mixture
of topics. Given a set of documents, topic modeling uses
different statistical techniques to interpret the relationships
among words and create a topic from those words that are
closely related according to the statistical model.

For this project we explored two options for topic model-
ing: Latent Semantic Analysis (LSA) and Latent Dirichlet
Allocation (LDA) . LSA and LDA are two mathematical ap-
proaches to modeling textual data. Both of these approaches
use bag-of-words modeling and both of these approaches are
intended to produce similar results (using probability to pre-
dict to make sense of word clusters), but they ended up pro-
ducing very different results.

Table 1: Example Topics LSA
Topic Word 1 Word 2
0 15.9% Good 11.1% Pizza
1 -89.8% Pizza -15.4% Crust

Table 2: Example Topics LDA
Topic Word 1 Word 2
0 1.5% Good 0.6% Bar
1 1.1% Good 0.5% Restaurant

The singular value decomposition (SVD) algebraic meth-
ods is used by LSA to define the basis for a semantic vector
space. This semantic vector space is shared by all of the
documents and has maximum variance between the data for
a defined number of dimensions. On the other hand, LDA
assumes that each document is a combination of underlying
latent topics, and represents this using a Bayesian model.
An LDA topic is formed by different words in the vocab-
ulary, which all have a certain probability of belonging to
it.

The output topics from LSA and LDA can be used in
similar ways, but in general these should be interpreted in
different ways. LSA provides correlation matrices for word-
concept and document-concept relations. The coefficients
in this case range between -1 and 1, where a negative value
means there is an inverse correlation. In contrast, LDA out-
puts probability matrices for the term-topic and document-
topic relations, with values between 0 and 1 [6]. In Tables 1
and 2 we present examples taken from our experiments.

After implementing both algorithms, we found LSA to be
the fastest approach - providing results significantly faster
than LDA. However, the LDA approach gave much more un-
derstandable results so we decided to use the LDA algorithm
for our project.

3. EXPERIMENTAL PLATFORM
Deep Neural Networks, such as CNNs and LSTMs, require

a very large amount of memory and computing power. We
encountered both problems during our experiments. Ini-
tially, we executed our experiments on an ASUS K501UX
laptop. The characteristics of this device are presented in
Table 3. The GPU is relatively powerful, since it has a com-
pute capability of 5.0 and it is compatible with the latest
CUDA version, including the CUDA Deep Neural Network
(CuDNN) library. This library provides very efficient primi-
tive implementations of the most commonly used operations
in deep learning, including convolution and pooling, thus
improving the significantly reducing the time required for
training a model. The problem with this particular GPU is
that the amount of memory available is only 2 GB, which
limits the number of parameters and the size of images that
can be processed with this GPU. In this case, the size of the
images is limited to 64 by 64 pixels.

To solve the memory problem, we obtained access to the
Griffin computing cluster, at the University of Texas at El
Paso. The hardware specifications for the cluster are pre-
sented in Table 4. In this case, each of the GPUs available
have a memory of 6 GB, allowing us to process 224-by-224-
pixel images, which is the size that ImageNet-based models
are trained on. However, the compute capability of each of



Figure 2: Example of LeNet CNN model layering [1]

Table 3: Characteristics of ASUS Laptop
Component Technology

Nodes 1 Laptop Computer
2.5 GHz Intel Core i7 6500U
2 coresProcessor
2 threads/core

Memory (RAM) 8GB
Hard Drive 256GB SSD

NVIDIA GTX950M, 914 MHz
640 CUDA coresVideo Card
2GB GDDR3

these GPUs is only 2.0, which is incompatible with CuDNN.
Thus, the training time suffers a significant increase.

Table 4: Characteristics of Griffin Cluster
Component Technology

Nodes (7x) Compute Nodes
(2x) AMD Opteron 6220
8 cores/processorProcessor
1 thread/core

Memory (RAM) 4GB/core
Hard Drive 1TB SATA 7.2K RPM 16MB cache

(2x) NVIDIA Tesla M2090, 1.3GHz
512 CUDA coresVideo Card
6GB GDDR5

4. IMAGE CLASSIFICATION
The Yelp photo dataset includes a label and caption for

each of the images. Yelp labels each picture by classifying it
into one of several categories: food, inside, outside, drink,
menu or none. An analysis of the data shows that more than
25% of the restaurant images are labeled as none. However,
looking at the images labeled as none it is clear that several
should belong to one of the other categories. Furthermore,
the probability that an image belongs to each label is used
in our LSTM model, presented in Section 5, so we use a
Convolutional Neural Network image classifier to obtain this
probabilities and to improve the accuracy of the labeling.

In our first report, we proposed a context-aware tagging
system, which uses several data mining and machine learn-
ing algorithms to tag each image appropriately. The ap-
proach we suggested was to cluster the available images
based on similarity, assuming similar pictures should have

similar tags. To cluster the images we would have used some
coarse algorithm such as k-means. However, we decided to
use deep learning algorithms to solve this problem because
of the large number of images available and because of the
high accuracy obtained by CNN classifiers [25][27]. In the
following sections we describe the implementation and ex-
perimental setup used to test the image classifier.

4.1 Implementation
For the implementation of the Convolutional Neural Net-

work, we have chosen to use Python. This decision was
based on the high number of packages and libraries that are
available for machine learning and deep learning problems.
In this section we present the steps taken to obtain a working
CNN classifier, which are summarized in Figure 3

Figure 3: Image classification workflow

4.1.1 Read JSON file
The Yelp data sets are provided in JSON format. The

first challenge we faced was to read each of the datasets into
Python. To do this, we used Apache Drill [11], which is a
schema-free database engine. We used SQL statements to
filter out the data that is not from restaurants, and we cre-
ated a new table with only the relevant information, which
was stored as a JSON file.

The photo_id_to_business_id dataset required reformat-
ting to be compatible with Apache Drill. For this purpose,
we used a simple Python script that fixes the data format-
ting using a REGEX expression.

A problem that arose from filtering the data was that
the format of the JSON files created by Apache Drill is not
directly compatible with the JSON Python library, so we
had to include a new JSON decoder class that parses the
JSON file properly. Furthermore, we had to use the Pandas
library function JSON_normalize to format the JSON data



as a data frame.

4.1.2 Read images and image preprocessing
The image dataset provided by Yelp consists of user-uploaded

images. These images have different sizes which range from
1 pixel by 1 pixel, to 600 pixels by 400 pixels. As Figure 4
shows, some of these images do not belong to any of the cat-
egories that Yelp uses as labels, or have a very low quality
which makes it hard to classify them correctly.

Figure 4: Ambiguous images

Convolutional Neural Network algorithms require that all
of the images have the same dimension and are shaped as a
square. Therefore, we resized the images so that the small-
est dimension of the image was 64 or 224 pixels, and then
cropped the image in the other dimension to obtain a 64-by-
64-pixel or 224-by-224-pixel image. Another approach that
can be used is to select the largest dimension (400 pixels
by 400 pixels) and instead of resizing the smaller images,
pad the empty space with zeros. This approach was not
used because it requires much more storage than the current
dataset, and as it has mentioned, storage is a limiting factor
in the number and size of images that can be processed.

To be able to classify the images, these must be in matrix
form. We used the Python Pillow library to read the image
and extract the RGB channels as vectors. The resulting vec-
tors were concatenated with the corresponding label, form-
ing a row representation of the image. The image dataset
matrix was formed by vertically appending these rows.

4.1.3 Split data
Once the data was available as a Python object, we split-

ted the data into six different folds to be used as training and
testing data. For this purpose we used the Scikit-learn [22]

StratifiedKFold function. This function is particularly
useful because it distributes the data evenly, trying to bal-
ance the number of samples for each class across all the
folds. In this case, the ‘label’ column was used for the
stratification.

4.1.4 Store data
The complete dataset was too large to store in memory,

and storing it as a CSV file or JSON file would take a long
amount of time to read (up to 10 minutes for the review
data). Therefore, we used a batch processing object used
to stream the data only when it is used. The batch pro-
cessing object is created initially and it stores the image
data as a Numpy compressed file. When it is the turn of
the current batch to be trained, the compressed file is ex-
tracted and passed to the CNN in a very efficient way. For
the text datasets, we used Pickle/Hickle, which can handle
any Python object and decreases the storage size and time
required to read the file.

4.1.5 Classification
We have implemented two CNN classifiers using two Python

2.7 libraries based on Theano [3] [4]: Keras [5] and Lasagne [8].
Theano provides the back-end of the computation and in-
cludes GPU support. Keras and Lasagne provide high-level
functions that make modeling easier.

Several different CNN models were tested: one based on
the CIFAR10 data [5] and three based on the ImageNet
data: VGG-16 [25], VGG-19 [25] and GoogleNet [27], which
participated in the ImageNet ILSVRC-2014 challenge. The
CIFAR10 model is relatively simple, as can be seen in Fig-
ure 5. The VGG-16 model adds several layers as shown
in Figure 6, which significantly increases the complexity of
the model. The VGG-19 and GoogleNet models add even a
larger number of layers, consisting of 19 and 22 respectively.

The main modification that we did to all of the models
was in the softmax layer, where we changed the number of
classes to 5. We used a batch size of 16 images, and we tested
with two different learning rates: 0.001 and 0.0001. Chang-
ing these parameters did affect significantly the behavior of
the model, but because of lack of computing power we were
not able to experiment with more values for these hyper-
parameters. Because of this, the results obtained for this
report might be improved by fine tuning the different hy-
perparameters. The weight initialization was set to the de-
fault, which follows a uniform random distribution between
−0.5 and 0.5. A summary of the models and configurations
used for our experiments is shown in Table 5. It is impor-
tant to mention that the models using 64-by-64-pixel images
were trained from scratch using Keras, while the models us-
ing 224-by-224-pixel images were trained with Lasagne after
initializing the model weights to the ones obtained using the
ImageNet dataset, which we thought would increase the ac-
curacy or decrease the number of epochs required to obtain
a similar accuracy than for the other models.

5. IMAGE CAPTIONING
In this work, we use a Lasagne-based implementation of

the algorithm presented by Vinyals et al. in [28]. Figure 7
presents an overview of the architecture used in [28]. In
this case, Si represents a part of a sentence, We represents
the trained parameters, pi is a probability distribution over
all the words in the vocabulary and the logpi(si) is the log



Figure 5: CIFAR10 CNN model

Figure 6: VGG-16 CNN model

Table 5: CNN Models Tested
Model Image size Learning rate
Simple model 64 x 64 0.0001
VGG-16 64 x 64 0.0001
VGG-16 224 x 224 0.001
VGG-19 224 x 224 0.001
GoogleNet 224 x 224 0.001

likelihood of the correct word at each step.
A caption is text introduced by the user which usually de-

scribes what the picture represents. However, an analysis of
the dataset shows that not all of the captions are accurate
and that not all of the pictures have captions. The impor-
tance of the captions is that they allow the user to relate
visual and textual information, increasing the quality of the
information. The main problem with the Yelp dataset is
that many users do not use the caption field to describe an
image, and in some case even giving captions that are com-
pletely non-related to the image. Thus, we expect that using
the training dataset provided by Yelp to predict the correct
captions will have a low accuracy. A possible solution to
this problem would be what Vinyals et al. [28] did in their
paper, where they used Amazon Mechanical Turk and paid
different people to rate the captions from their algorithm.
In our case, we could pay people to describe what they see
in the images and use that as a caption. However, because
of financial reasons it was not possible for us to use the same
approach.

The LSTM model we used for captioning has two inputs:
(1) the image features from the CNN model and (2) the
image captions from the Yelp dataset. The main design de-
cision that we had to take was which CNN model would

Figure 7: Structure of captioning algorithm pro-
posed by Vinyals et al. [28]

we take the image features from. Unfortunately the LSTM
model was not compatible with the 64-by-64-pixel images,
so we had to use the model that provided us the best accu-
racy from the ones using 224-by-224-pixel images, which as
shown in Section 7 is GoogleNet after being retrained with
our image dataset. To have some point of comparison, we
also trained the LSTM using the original GoogleNet model
weights, again changing the output to a 5-class classifier.

We set several different parameters to the same values
used by Vinyals et al. [28]. The sequence length was set to
32 words, which means that the maximum sentence length



is 29, since we use one string to mark the start of a sentence,
one to mark the end, and one to describe the image features.
We use a batch size of 1, and an embedding size of 256, while
the CNN feature size was set to 5, as mentioned earlier. The
images were resized and cropped to fit a 224-by-224-pixel
square. For the test images, we run the caption generator
five times per image to obtain several variants so that it is
possible to qualitatively select the best one.

6. TOPIC MODELING AND REVIEW EN-
HANCEMENT

The analysis of the caption and review data was limited
to the data of the restaurant with the most reviews in the
Yelp Dataset, which was Mon Ami Gabi in Las Vegas. We
selected this data as a sample to test the implemented algo-
rithms without analyzing the complete dataset which would
be very time consuming. The sample data contains 213 im-
ages with captions and 5,042 reviews.

• Caption characteristics:

– They are on average 29 characters long.

– Some images don’t have captions.

– There are less captions than reviews.

– Most captions are not sentences.

• Review characteristics:

– They are on average 661 characters long.

– Punctuation is not always used properly

– Sometimes there are misspelled words

– Sometimes there is incorrect use of spacing (i.e. a
space in the middle of a word)

– Some terms are not in proper English but rather
in French, Spanish, etc. depending on the type of
food being mentioned in the text

6.1 Creating our LDA model
We first extracted the text data from the JSON file for

the review dataset and image dataset and created a stream
of tokens. The tokens were created using 1 of 2 methods.
The first method is by removing stop-words as well as some
adjectives, verbs, and other words that are unlikely to be
relevant in an image caption (e.g. “service”, “time”, “went”,
“select”, “think”) and therefore, missing in captions. Also,
we removed words that would appear very often in both
captions and reviews such as “great”, “excellent”, “good”,
“know”, “ordered”. As we kept iterating through the pro-
cess of creating the model we encountered more words that
would appear in the model that were not detected as any of
the previous categories but were irrelevant (and ever coun-
terproductive) to our objective so we added them to the list
of removed words. Some of these words are “le”, “las”, “est”,
“home”, “yelp”. This method intends to prune the words
that will most likely NOT be in any caption.

In contrast, the second method uses the captions to re-
strict the vocabulary. The idea was to only use the words
in the captions (after removing stop-words) as the tokens
to create the dictionary. However, we discarded this idea
because, even though it yielded a 2% improvement, the im-
plications of using this approach would require updating the

model every time a new caption is added, making it imprac-
tical. However, if the restaurant reviews are less than 5,000,
then updating the model will take just a couple of minutes.

After tokenizing the documents, we create the dictionary
for the model from the tokens. The dictionary is composed
of key mapped indexes. Each word has its own unique in-
dex as their key. To create a more compact corpus we use
only the indexes of the terms in the dictionary instead of
the words. The corpus contains each document as a bag
of words where each word is an index to the corpus dic-
tionary. Then, we used the Gensim library’s LdaModel to
create our custom model using our own dictionary and cor-
pus. The Gensim library lets you choose both the number
of topics as well as the number of words per topic stored in
the model. After some experiments we decided to use 20
topics, 10 words per topic and 15 passes, since it yielded the
most semantically cohesive topics. Table 6 shows some of
the topics we obtained for our model. We got good topics
that are easily recognizable as well as others that have some
awkward grouping of terms.

We created two models: an all-in model and a Restau-
rant Exclusive model. The All-in model included 60% of all
the reviews from several different restaurants whereas the
Restaurant model included 60% of one specific restaurant’s
reviews, in this case, Mon Ami Gabi.

6.2 Assigning Topics & Enhancing Reviews
To obtain the most probable topic for each review and

caption, we start, similar to creating the model, by tokeniz-
ing our target review and creating a bag of words using only
the indexes of the words. Then, we construct the topic prob-
ability distribution from the bag of words. After that, the
review is analyzed using the LDA model to obtain the distri-
bution of topics. After obtaining the topics for the reviews
and captions, we pair these by matching the terms that they
have in common from the top words for the most probable
topic. For our results we only used the topic with the high-
est probability in each document. Each topic was comprised
of the 10 most probable words.

To recommend a photo for a review we go through each
image caption and check if there is a word that matches the
top words of the review. This process results in a maximum
of 10 word comparisons per review and caption instead of
comparing each word which is variable.

7. IMAGE CLASSIFICATION RESULTS
The accuracy of the Convolutional Neural Network image

classifier was measured by using the percentage of test im-
ages that were classified correctly. Table 7 shows the best
testing accuracy observed for each of the models and config-
urations tested, as mentioned in Section 4. Unfortunately,
as can be seen in the table, the models that use an image size
of 224 by 224 pixels were only executed for 1 or 2 epochs,
which translates into a very low accuracy when compared
to the other two models. As mentioned before, this is due
to the constraints of our fast GPU with respect to memory
and the constraints of our high-memory-capacity GPU with
respect to speed. The average time per epoch for each of
the models were 9 days(VGG-16), 15 days(VGG-19) and 3
days(GoogleNet), which makes training these models with
our current hardware resources. Thus, in this report we per-
form a more detailed analysis on the models that use images
that are 64 by 64 pixels.



Table 6: Topics from our LDA model using the data from all the restaurants in the dataset
Topic Word 1 Word 2 Word 3 Word 4
Good 6.4% Bar 4.3% Beer 3.3% Happy 3.0% Hour
OK 9.6% Vegas 7.2% Breakfast 3.2% Eggs 2.3% Bacon
Awkward 5.0% Dog 1.4% Pour 1.0% Craft 0.8% Chicago

Table 7: Results for Image Classification based on
Labels

Model Image size
Learning
rate

Epochs
Testing
Accu-
racy

Simple model 64 x 64 0.0001 160 94.12%

VGG-16 64 x 64 0.0001 160 94.78%

VGG-16 224 x 224 0.001 1 83.79%

VGG-19 224 x 224 0.001 1 78.93%

GoogleNet 224 x 224 0.001 2 88.21%

Table 8 presents more details about the results for the
models that use images of 64 by 64 pixels. Each of these
models was executed for 160 epochs, or iterations. The
VGG-16 model obtained 94.78% accuracy on the test data,
while the CIFAR10 model obtained a 94.12% accuracy. It
is interesting to see that the differences in accuracy for the
training data are significantly larger, and that the error on
this data for the VGG-16 model is very small (0.22%)

The VGG-16 model took significantly longer to train when
compared to the simple model, with 54 hours against the 8
hours that the CIFAR10 model required. This is clearly
because of the difference in the number of layers, and in
particular the number of convolution operations required by
each model. While the CIFAR10 model only has 4 convolu-
tion layers, the VGG-16 has 13 convolution layers. However,
comparing the 1,220 seconds per epoch used by the VGG-16
with 64-by-64-pixel images with the 9 days required when
using 224-by-224-pixel images makes the difference between
the CIFAR10 model and the VGG-16 seem insignificant.

Figure 8 shows the accuracy for both of the models for
each iteration. As can be seen, the CIFAR10 model out-
performs the VGG-16 for the first 5 epochs. After the sixth
iteration, the VGG-16 model appears to be consistently bet-
ter than CIFAR10, albeit by a small margin. The graph also
shows that the accuracy of each classifier seems to reach a
steady state, but the accuracy still varies from epoch to
epoch, which indicates that the learning rate should proba-
bly be reduced at around 35 epochs.

Table 8: Detailed results for image classification us-
ing images of 64 by 64 pixels

CIFAR10 model VGG-16 model
Epochs 160 epochs
Image size 64 x 64 pixels
Average time
(sec per epoch)

188 1,220

Total time ∼8 hours ∼54 hours
Best training
accuracy

95.70% 99.78%

Best test
accuracy

94.12% 94.78%

Figure 8: Accuracy for each epoch on testing data

7.1 Obstacles
This section summarizes the obstacles we had during the

implementation of the Convolutional Neural Network image
classifier, resolved or unresolved:

• Resolved

– Incompatible JSON format of photo_id_to_busi-
ness_id dataset

– Image vector representation

– Storage of image vectors

– Different image sizes

– GPU memory not enough for images of 128 by
128 pixels

• Unresolved

– Parameter optimization

– The softmax classifier is currently forced to choose
between the 5 different labels, even if an image is
unrelated to any of these categories

– Large images fit in memory but the processing is
too slow

8. IMAGE CAPTIONING RESULTS
The evaluation of the quality of the image captioning re-

sults can be performed in two different ways: human evalua-
tion and machine-translation evaluation. The first approach
consists of evaluating the images subjectively, using human
expert knowledge to assign a grade based on the quality of
a caption. This approach is used by Vinyals et al. [28], in



which two persons assign a score to each caption and the
average is used as the score. The problem with this evalua-
tion method is that it requires a significant amount of time
to rate each caption, and the level of agreement might also
be an issue if the two evaluators disagree. However, because
of the low quality of the training set this might be the best
option to observe how a generated caption relates to an im-
age, but because of our limited resources it was impossible
for us to perform this analysis.

Machine translation evaluation methods were introduced
because of the high cost (in time and money) that human
evaluation has. In this work, we used the Bilingual Eval-
uation Understudy (BLEU) method, proposed by Panineni
et al. [21]. This method computes the geometric mean of
n-gram precisions. The score is then scaled using a brevity
penalty that prevents that very short sentences have very
high scores when just few words match. In this work we ob-
tained the BLEU-4 score using the corpus_bleu function of
NLTK, a Python library focused on Natural Language Pro-
cessing (NLP). The BLEU-4 score obtained by our corpus
of captions is 7.37%, which is significantly lower than the
state of the art with of 27.7%, obtained using the Microsoft
COCO dataset [19]. We believe that this is due to the low
quality and small number of captions used, since the Mi-
crosoft COCO dataset consists of at least five captions per
image with very good quality.

8.1 Obstacles
This section summarizes the obstacles we had during the

implementation of the Convolutional Neural Network image
classifier, all of which remain unresolved:

• Unresolved

– Low-quality predictions

– There is no metric available to measure quantita-
tively the quality of our predictions, except for
some metric that are more related to machine
translation quality than to the content

– Large images fit in memory but the processing is
too slow

– It was not possible to test the captioning algo-
rithm with the CNN model built using images of
64 by 64 pixels.

9. TOPIC MODELING RESULTS
We were able to match reviews to captions using topic

modeling. Appendix A presents the 20 topics obtained for
the complete restaurant dataset, including the top 10 words
for each topic along with their weights. Topic similarity was
calculated using cosine similarity.

For example, the next review had 85% topic similarity
with the captions found to recommend.

• Review: ”We sat on the patio which sits facing the
Bellagio. We didn’t eat until almost 8PM, the foun-
tains where putting on their show every 15 minutes
giving it a little extra to the atmosphere... If you go,
and the weather is right, I would recommend sitting
on the Patio. The combination of the fountains, the
dÃl’cor and being able to watch people walking up and
down the strip made for a fun evening.”

• Topic Words found in the review: [‘patio’, ‘bellagio’,
‘fountains’, ‘patio’, ‘fountains’]

• Recommended photo id’s matching topic words (Fig 9
shows some of them): [170, 170, 170, 3053, 3053, 9473,
9473, 10173, 10173, 10967, 10967, 11353, 11353, 11353,
12036, 13205, 13232, 13232, 13624, 13624, 18008, 18749,
18749, 18749, 18804, 20692, 20692, 22401, 22401, 22401,
25902, 25902, 28882, 28882, 28882, 30644, 32052, 32052,
32052, 32940, 48495, 48495, 53113, 55810, 55810]

Figure 9: Some of the recommended photos for the
example review from Mon Ami Gabi

9.1 Issues with Topic Modeling
While implementing our models we found the following

issues:

• Trial and error to find optimum number of topics and
words per topic.

• Stop-words in other languages, such as French and
Spanish, were present in the dataset. These would
appear as part of topics skewing our results.

• If no matching words were found using our topic words,
then the model would assign the document to a ran-
dom topic because all topics were assigned equal prob-
ability initially.

• Time required to evaluate the All-in model; due to the
large amount of processing data for this model it would
take about a week for each version of the model.

• For the All-in model we had problems creating a us-
able model. Since this model had to be created using
a remote machine to take advantage of its processing
power, it was challenging to pinpoint whether the pro-
cess was completed or if the process was cutoff.

10. WEBSITE DEVELOPMENT
When creating our website, we kept in mind the motiva-

tion behind this project. Our project is meant to provide a
better way to interact with the Yelp interface. As such we
wanted to see how our results translate through a user inter-
face. In order to test this we have provided a demonstration
in our website.



10.1 Development and Deployment
The website was created as a Python web application.

This was done to keep a consistency throughout our project.
We used the Django framework for Python. It is the most
popular Python-based web-design framework because of its
fast implementation and easy design. One of the most im-
portant features that we looked for was database handling,
as we are working with over 100,000 pictures and results.
Django provided us with a built-in support of our SQLite
database.

In order to launch our website, we had various options.
The Django framework is supported by various sources in-
cluding the Google App Engine. We decided to use the
Heroku platform. Heroku has Django support, and the man-
ageability that we needed.

10.2 Demonstration Design
The design of our results page is meant to not just em-

phasize our results, but also to show how we are hoping
our project will improve Yelp’s user experience. The results
from our image classification and captioning experiments are
stored and displayed next to the pictures from the database.
The page is set up to be of a simplistic design as it is min-
imal and interactive. In order to view the results, a user
has to click on the desired picture. This provides a detailed
view of the photo and displays the original labels and cap-
tions, along with the predicted ones from our experiment.
Figure 10 presents an example of this layout. This visual-
ization is meant to mimic the way we expect our project to
impact the Yelp pictures, by displaying predicted labels and
captioning for the picture being uploaded.

We can modify our results by updating the database to
the most current or accurate results. The display also shows
a visual representation of our accuracy. For example, for
the image in Figure 11, the predicted label from the image
classification algorithm was marked as erroneous, but when
visualizing the result with the actual picture, it is clear that
our predicted label is accurate.

11. CONCLUSIONS
The framework we designed to enhance Yelp reviews with

relevant images could be successfully implemented in the ac-
tual Yelp website and it might, up to certain degree, enhance
the Yelp user experience. However we acknowledge that our
framework is not flawless. In particular, the very nature
of Yelp reviews and image captions means that the content
does not necessarily reflect reality, which could result in a
reduction of the accuracy of our framework. This, in turn,
can translate into suggestions that are irrelevant to the user,
which would definitely defeat the purpose of improving the
user’s experience.

To improve our framework, we can use the model that
obtained 94% accuracy for the image classification problem
with an improved image captioning algorithm that accepts
images of 64 by 64 pixels and integrate it with the LDA
model per restaurant. However, the part that would take
a lot of time would be the initial setup and training of the
each of models with the whole English dataset. We would
definitely need to work on the captioning and consider using
top 2 topics in the LDA distribution for each restaurant since
not all the restaurants have as many pictures as Mon Ami
Gabi.

12. FUTURE WORK

12.1 Image classification
• Several of the images in the Yelp dataset are incor-

rectly labeled as “none” (> 25,000 images). Thus, to
evaluate our CNN image classifier we would like to ob-
tain a small sample of these images that we can hand-
label correctly and compare with the results obtained
by the CNN.

• We can try to optimize the hyperparameters of our
CNN models. This will take a significant amount of
time, and since our Top-1 accuracy for the image clas-
sification is 94.7% using VGG-16 with small images, it
might not be worth it and we might focus on rethink-
ing our solution to the captioning algorithm.

• We currently have no proposed solution for the fact
that the CNN classifier enforces classes. An idea might
be to check if the softmax output probabilities are
small for all of the classes, but this might not be pos-
sible because of the inherent normalization of proba-
bilities within the model.

12.2 Image captioning
• We would like to define a degree of confidence met-

ric based on the probabilities from the five different
captions predicted, to evaluate the quality of our pre-
dictions quantitatively.

• Because of the unacceptable captions for many images,
which are probably caused by the low quality dataset,
we think we could try to find an algorithm that allows
us to detect the low quality captions.

• We could also redesign our framework, and instead of
using the original labels from Yelp, we could use a
combination of bag of words, removing the stop words
and adjectives, and apply a multilabel image classifi-
cation algorithm to predict the most important classes
(or words) that describe an image. This way we could
completely skip the captioning component and corre-
late directly the labels with the reviews.

12.3 Topic modeling
There is still a lot to be done with topic modeling for this

project:

• The evaluation of the All-in model was pending at the
time of writing this paper so we would like to evalu-
ate it and compare it to the results of the Restaurant
Exclusive model. We believe that having the All-in
model would be helpful for when the restaurant does
not have enough reviews to create a useful Restaurant
Exclusive Model.

• Experiment with the number of topics in different restau-
rant sets.

• Experiment with using more than only the top topic
per review to recommend images.

• Implement model using Labeled LDA [23].

• Experiment more with the dataset to determine the
characteristics of restaurants which have enough re-
views and review content to create a trusted model.



Figure 10: Layout of Demonstration

12.4 Website

• Include filtering by city or business.

• Implement visualization of suggested reviews.
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APPENDIX
A. TOPICS FOR RESTAURANT DATASET

Topic 0: 0.096*vegas + 0.072*breakfast + 0.032*eggs

+ 0.027*las + 0.023*bacon + 0.023*pancakes + 0.022*hash

+ 0.021*waffles + 0.020*brunch + 0.017*toast

Topic 1: 0.050*dog + 0.027*dogs + 0.014*pour + 0.010*craft

+ 0.008*chicago + 0.008*jalapenos + 0.008*hot + 0.007*torta

+ 0.007*plus + 0.007*tots

Topic 2: 0.064*bar + 0.043*beer + 0.033*happy + 0.030*hour

+ 0.021*night + 0.021*taco + 0.021*drinks + 0.017*drink

+ 0.016*place + 0.014*wings

Topic 3: 0.033*cream + 0.029*ice + 0.025*tea + 0.023*choco-

late + 0.022*coffee + 0.014*dessert + 0.014*sweet +

0.012*cake + 0.011*hot + 0.009*free

Topic 4: 0.045*pork + 0.038*bbq + 0.036*meat + 0.029*chicken

+ 0.023*scottsdale + 0.021*ribs + 0.020*salad + 0.019*char-

lotte + 0.018*pita + 0.015*hummus

Topic 5: 0.102*sushi + 0.053*roll + 0.042*fish + 0.042*rolls

+ 0.032*tuna + 0.018*fresh + 0.015*salmon + 0.011*ayce

+ 0.011*ahi + 0.010*hawaiian

Topic 6: 0.048*pizza + 0.023*sauce + 0.016*ordered

+ 0.014*flavor + 0.012*little + 0.012*cheese + 0.011*taste

+ 0.009*try + 0.009*got + 0.008*wasn

Topic 7: 0.075*salad + 0.033*pasta + 0.026*bread +

0.026*italian + 0.019*chicken + 0.014*dressing + 0.013*fresh

+ 0.012*sauce + 0.012*sage + 0.011*tomato

Topic 8: 0.022*casino + 0.021*wall + 0.013*chile +

0.012*burritos + 0.010*hole + 0.009*parking + 0.009*brisket

+ 0.007*closed + 0.007*walls + 0.007*tables

Topic 9: 0.028*food + 0.015*order + 0.014*place +

0.010*said + 0.009*know + 0.008*bad + 0.007*asked +

0.007*manager + 0.006*going + 0.006*eat

Topic 10: 0.012*new + 0.011*know + 0.009*best + 0.008*right

+ 0.007*ll + 0.007*way + 0.007*hotel + 0.007*oh + 0.006*yes

+ 0.006*home

Topic 11: 0.046*thai + 0.031*buffet + 0.020*dishes

+ 0.020*curry + 0.017*pho + 0.015*spicy + 0.013*in-

dian + 0.012*pad + 0.012*vegan + 0.012*asian

Topic 12: 0.105*chicken + 0.043*fried + 0.037*rice

+ 0.034*soup + 0.021*shrimp + 0.020*chinese + 0.019*beef

+ 0.015*ordered + 0.013*food + 0.013*sauce

Topic 13: 0.018*music + 0.013*old + 0.010*kids + 0.008*loud

+ 0.007*subway + 0.007*room + 0.005*high + 0.005*din-

ing + 0.004*club + 0.004*people

Topic 14: 0.018*came + 0.017*table + 0.017*food +

0.015*got + 0.014*minutes + 0.014*ordered + 0.013*wait

+ 0.011*server + 0.010*went + 0.010*took

Topic 15: 0.013*steak + 0.012*wine + 0.011*dinner

+ 0.011*menu + 0.010*meal + 0.009*delicious + 0.009*dessert

+ 0.009*ordered + 0.008*lobster + 0.007*cooked

Topic 16: 0.042*fries + 0.042*burger + 0.035*sand-

wich + 0.029*cheese + 0.015*burgers + 0.012*sandwiches

+ 0.010*lunch + 0.010*got + 0.010*bread + 0.009*chicken

Topic 17: 0.055*place + 0.053*food + 0.032*love +

0.023*friendly + 0.022*amazing + 0.020*best + 0.019*staff

+ 0.019*delicious + 0.014*try + 0.013*awesome

Topic 18: 0.054*tacos + 0.048*mexican + 0.045*salsa

+ 0.043*chips + 0.034*burrito + 0.024*beans + 0.020*fish

+ 0.016*carne + 0.015*asada + 0.014*guacamole

Topic 19: 0.061*food + 0.037*place + 0.016*pretty

+ 0.015*prices + 0.015*price + 0.012*better + 0.011*qual-

ity + 0.011*little + 0.011*menu + 0.010*lunch



B. DISTRIBUTION OF WORK
Table 9 presents the tasks that each team member was

assigned to during the semester. An X indicates that the
student worked in that task.

Table 9: Task distribution
Name Reports Presentation Research Image Classification Image Captioning Topic Modeling Review Enhancement Website
Laura X X X X X
Omar X X X X
Rebecca X X X X
Roberto X X X X X
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