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Information (I) scores
[Kagan, 2009, GJI]

where n is the number of test earthquakes,

i is the conditional probability density of the cell 

in which the test earthquake epicenter occurred, and

 is the mean conditional probability density in the

forecast region.

I like to call I1 the “success” of the forecast.





Information (I) scores
[Kagan, 2009, GJI]

• Scoring is applied to a map of the density of conditional
probability that the next earthquake in the test area will be 
at a certain epicenter.  Such maps always have an area-
integral of 1, so the overall rate of the forecast is never a 
factor.

• Result is expressed as number of binary bits of information 
gain (over a spatially-uniform model) per {test, or virtual} 
earthquake, so the number of test earthquakes is never a 
factor.

• No simulation of virtual catalogs (from forecast) is needed.

• No changes are made to the test catalog (no declustering, 
and no random perturbations of: epicenter, depth, m).

• Finite-test effects cause only mild (and Gaussian) 
perturbations of the score from its ideal (long-term) value.



“Tectonics” parent forecast is based on GSRM2.1 {Kreemer et al., 2014}, based on GPS & PT:



Conversion of strain-rates to seismicity is based on SHIFT hypotheses {Bird et al., 2010} and
seismicity parameters of plate-boundary classes {Bird & Kagan, 2004; Bird et al., 2009}:



Older version of the “Tectonics” forecast: 
SHIFT-GSRM of Bird et al. [2010]:



Parent forecast “Seismicity” = optimally-smoothed GCMT seismicity from Kagan & Jackson:





3 years of (my unofficial) prospective testing:

Long-term forecast 
model:

2014: 2015: 2016:

GEAR1 4.3287 4.7270 4.4597

Smoothed-
Seismicity

4.1163 4.4688 4.1911

SHIFT_GSRM2f 3.7043 4.1795 3.9251

SHIFT_GSRM 3.6666 4.1188 3.8074





Since the SHIFT-GSRM2f model is relatively 
independent of the catalog, we have 
retrospectively tested it for 36 years:



Variability of success seems to obey the
Central Limit Theorom:



Sets of 1-year tests against GCMT show that varying I1 scores of competing models are
highly correlated, with correlation coefficients of 0.94 (m ≥ 7) to 0.96 (m ≥ 5.767).  

Therefore, we can show that the improvement we have identified, through hybridization,
and using 8-year tests, has a significance of 9 standard deviations at m ≥ 5.767, and 
of 4 standard deviations at m ≥ 7.



Suggestions for CSEP:
• Routinely compute success I1 for all forecasts in all 

test classes.  (Computational burden is trivial.)

• Routinely provide a comparison (table, graph) of I1
success values across a class.
(It’s OK to mix hi-res and low-res forecasts, as long 
as domains & thresholds match.)

• Provide class(es) for “open-window” (indefinite-
duration) tests of stationary, non-updated 
forecasts; re-score annually and accumulate history.  
Significance of I1 differences becomes clearer over 
time, especially if (current apparent) mean and s
of [I1(A)-I1(B)] are routinely recomputed for each 
pair of forecasts (A, B).


