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Creating Vegetation on a Large Scale 
 
Shadows for 2D Trees  
 
Creating realistic shadows for 2D trees can be quite challenging if not approached carefully.  
Even using a good approach can have dire consequences when specific details in 
implementation are not taken into consideration.  There are four types of shadows that can be 
used in conjunction with 2D trees.  Each has advantages and disadvantages and which method 
you use depends greatly on the same things discussed earlier, which also drive which type of 
vegetation you create; RAM, rendering time, scene complexity, etc.  Though there is no official 
title to any of these shadows types, we will use the following terms to delineate the different 
types: 

• 3D Shadows 
• Opacity Mapped Shadows 
• Project Light Shadows 
• Image Shadows 

  
3D Shadows 
The most realistic type of shadow that can be used for a 2D tree is the shadow of a 3D tree.  
Unfortunately, it’s also the least efficient and most time-consuming method.  To implement, 
simply place a 3D tree at the center of a 2D tree, disable the Visible to Camera and Visible to 
Reflection options and disable the Cast Shadows option of the 2D tree.  The images below 
show an example of a 2D tree using the shadow of a 3D tree.  The 3D tree that was used was the 
Generic Oak from the 3ds Max Foliage feature.  Even with the branches and trunk disabled, this 
particular tree can have from 5k to 8k faces, depending on which seed value you use.  Although 
this is a relatively small number of faces for a scene of over a million faces, it would not be 
practical to use a large number of these trees to make 3D shadows because as few as 200 could 
add an additional one million faces to your scene.   
 

 
 
The primary disadvantages of this type of shadow are that it can drastically increase your 
rendering times and your scene file size, and it can decrease your screen refresh rates if not used 
carefully.  If you do decide to use 3D shadows, ensure that you use a tree with the minimum 
number of faces necessary to achieve the level of shadow detail needed.  At 3DAS, for example, 
we usually try to keep 3D shadows down to around 500 faces per shadow object and instance 
that shadow object when duplicates are needed.  The next set of images show the same tree with 
a 500 face 3D shadow.  The shadows look just as good but contain less than a tenth of what was 
needed for the shadows in the above images.  The difference in rendering times and RAM used 
would be dramatic. 
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Using such a small number of faces for a 3D shadow object might not be suitable for close-up 
views where a high level of shadow detail is needed; however, the vast majority of time that 3D 
shadows are warranted, this level of detail is perfectly fine.  Using a tree with more faces will only 
decrease efficiency and usually result in no perceivable improvement in the rendered output.  
When viewed at a distance, or in an animation where the shadows become somewhat blurred, 
the added detail is lost and the only thing you are left with is a less efficient scene. 
 
Notice also that the shadows from both sets of images are remarkably similar in shape and 
proportion.  This is because we actually used the Generic Oak object as the distribution object for 
the leaf (or face) that we scattered.  In doing this, you can achieve a realistic distribution of the 
leaf you want to scatter, rather than having to work hard to shape the distribution object into a 
form that mimics the canopy of a tree. 
 
One other note worthy of mention is that even though the 3D shadow object has the Visible to 
Camera option disabled, it will reflect light when you use global illumination.  This is different than 
being reflected, which is not possible when the Visible to Reflections option is disabled.  Since the 
object still generates global illumination, it will significantly affect the color and highlights of the 2D 
trees.  Therefore, you want to consider giving the leaves of your invisible shadow object a 
particularly useful color.  Below you can see the effect of using different colors for the leaf of the 
shadow object. 
 

  
 
Finally, the reason the 3D shadow is the most realistic shadow type has really little to do with the 
level of detail of the shadow.  As you will see shortly, the other three shadow types give you the 
ability to achieve the same level of detail without the negative side effects already discussed.  
What makes 3D shadows so great is that they cast ‘correct’ shadows on surrounding objects.  
Since the other three shadow types have yet to be discussed, it will be necessary to return to this 
thought later.   
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Opacity Mapped Shadows 
Several shadow types allow you to use the map in the opacity channel to create the shadow of a 
tree.  This option is automatically enabled for raytrace shadows and for the shadow types of 
some advanced render engines.  This option is also available for advanced raytraced shadows by 
enabling the Transparent Shadows setting.  Opacity Mapped Shadows are much slower than 
using the Image Shadows method (to be discussed) but much faster than using 3D Shadows 
method. 
 
The primary advantage of this particular shadow type is that it is much quicker than 3D shadows.  
An additional benefit is that you have correct shadow placement without any additional effort.  
Notice in the image below that the trunk of the shadow is perfectly aligned and positioned with the 
2D trunk.  This is sometimes difficult to achieve with the other shadow types.   
 

 
 
The primary disadvantage with this shadow type is the reduced shadow quality when lights are 
placed more directly overhead of the scene.  Notice in the far left image below, the shadows don’t 
look too bad, but in the other images the shadows become distorted as the sun moves higher and 
higher into the sky.  If the light were directly overhead, there would be no shadows cast at all 
(assuming the light was a direct light).  Whenever we use a light that’s more than 60 degrees 
above the horizon, we don’t even consider this shadow type an option.  Because of this, this 
shadow type is our least favorite of the four.  
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Projector Lights 
In the Advanced Effects rollout of any light is the Project Map feature which allows you to use a 
light to project the image of a map or animation onto the surface of objects in your scene, as 
shown in the image below.  The projector feature works the same way as a projector you would 
find in a movie theater, in which an image or animation is placed in front of a light and is projected 
onto a surface.  But as you will see, this feature is also a great way to create realistic shadows for 
2D trees. 

 
 
To load a map into a light, simply click the button labeled None and select a map type from the 
Material / Map Browser.  Doing so will enable the Projector Map feature automatically so that 
you don't have to enable the Map option.  Once you load a map, you can drag and drop it into a 
material sample slot in the Material Editor.  When you drag and drop a map to or from the 
Material Editor, you are asked if you would like to make a copy or instance of the map. You 
should always choose the Instance option so that changes you make to the map in the Material 
Editor cause the projector map to change as well.  You can also drag and drop an image directly 
from the Asset Browser or a map from the Material / Map Browser. 
 
The left two images below show a scene with a simple plane that is mapped with the image of a 
tree.  Since the tree is just an image and not a 3D object, the shadow cast by the tree would just 
be the shadow of the plane. To remedy this, the Cast Shadows option is disabled for the plane 
(tree), and the black-and-white image of the tree canopy (far-right image) is loaded into the 
projector map slot of the light, which is positioned just above the image of the tree. The multiplier 
of the projector light is then changed to –0.5, which causes light to be taken out of the area 
defined by the white portion of the tree canopy image. Negative multiplier values cause light to be 
removed from the objects hit by the light. The more negative the value, the darker the shadows. 

 

 
 
Although adding a large number of lights to your scene can drastically your render times, these 
types of lights render quickly because their effect is limited to a relatively small area.  The primary 
advantages of this shadow type are the speed at which they render and their ability to cast 
shadows correctly on surrounding objects.  In the images below, you can see that the shadow is 
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cast not only on the ground surface but the surfaces of a nearby object.  This effect is not 
possible with Image Shadows, which will be discussed next.  In addition, the placement of the 
light doesn’t affect the quality of the shadows, and unlike opacity mapped shadows, you can have 
shadows created without any distortion when the light source is directly overhead. 
 

 
 
The greatest disadvantage to this shadow type is multiplied effect of these shadows overlapping 
each other.  Notice in the image below that there are two shadows (shown in Top view) and a 
darken area in the center.  If each of these shadows were created using a -0.5 Multiplier value for 
the intensity, then combined effect of both means that the areas that overlap will have twice as 
much light take away.  So instead of the entire area shadows having a multiplier value of -0.5, 
some parts in the center have a -1.0 value applied. 
 

 
 

In this next image, you can actually see three levels of shadow intensity because there are 3 
overlapping project lights. 
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Image Shadows 
The quickest and least memory consuming method of creating and rendering shadows for 2D 
trees is the Image Shadows method.  To use this method, create a polygon (2 faces), apply the 
image of a shadow to the polygon and place the polygon at the base of a tree.  In the left image 
below, the grayscale image of a tree canopy is placed in the opacity channel on a material which 
is applied to a simple polygon.   
 

 
 
When you render the image, the result appears to be a shadow whose color is determined by the 
diffuse color.  Below are 3 examples of variations in the diffuse color to simulate shadows of 
varying darkness. 
 

 
 
And if you find that the shadows are too sharp, a simple adjustment of the Blur setting within the 
Coordinates rollout of the Opacity Map channel will give you the ability to soften the edges to your 
liking.  Below are some examples of adjustments to this setting.  You can also achieve the results 
with a little more precision by adjusting the actual bitmap that is loaded in the opacity channel.  
The feather feature in Photoshop works great for making these adjustments. 
 

 
 
Once you have created your polygon and applied the material, place the polygon at the base of a 
tree, slightly above the ground object (1 inch usually works fine).  The last step is to turn off the 
Cast Shadows option for the shadow object.  When placing the image shadow for individual 
trees, it’s important to remember that you must ensure the shadow encompasses the base of the 
trunk, otherwise the viewer will be left wondering why they can’t see the shadow of the trunk.  It’s 
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really not practical or necessary to worry about including a trunk in the shadow because then you 
will have to be meticulous in the placement of the shadow.  In a forest of trees, you can speed up 
the process of creating shadows by scattering the polygon over a surface that defines the area of 
where your trees are located.  Accurate placement is rarely critical with a large number of 
randomly placed trees because you are usually viewing the shadows at a distance and/or the 
shadows of other trees are so close that they obscure any irregularities in placement. 
 

 
 
The speed at which these shadow types render is clearly their greatest advantage.  But the 
greatest disadvantage is the fact that they don’t cast accurate shadows.  In the image below, the 
viewer would expect the shadow of the tree to fall on the object next to it, but instead the image 
shadow is obscured by the box.   
 

 
 
Another example of when this might become a problem is when you have a mulch bed with some 
minor relief.  In the left image below, the mulch bed rises to about 6 inches above the ground, and 
therefore, it doesn’t appear to receive any shadows by the image shadow object which is only 1 
inch above the ground.  You could certainly raise the image shadow above the mulch, but doing 
so would probably make it obvious that the shadow is floating above the ground. 
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One more important note about this shadow type is that you will almost always have to apply 
transparency to the shadow material so that you can actually see the material of the object it 
appears to be casting shadows on.  In the left image below, you can’t see the grass through the 
image shadow.  In the image on the right, the shadow is partially transparent, which enables the 
viewer to see the grass through the shadow.  When you adjust the transparency of the image 
shadow, you will have to adjust the diffuse color of the shadow to account for the apparent 
change in color of the shadow.   
 

 
 
For very fast and efficient renders, the image shadow simply can’t be beat.  It’s not an 
exaggeration to say that the amount of time you save in the course of rendering, loading and 
saving files, and screen refreshes for a large project can be calculated in days.  For this reason, it 
is our favorite shadow type to implement. 
 
 
2D Trees in Action 
 
To demonstrate the capability of the 2D tree in action, we have included a sample scene which 
you can download and explore - labeled 2D_tree_animation.zip.  A client had asked 3DAS to 
take their existing scene of a government facility, light it, create animation paths and place trees 
around the perimeter of the property to give it a more natural and realistic surrounding.  Because 
of the extremely tight deadline, we had no choice but to use 2D trees to speed up the rendering 
process.  The images on the next page are two frames from this scene, with the government 
buildings omitted for privacy concerns.  By examining the scene, you will notice that all trees are 
2D, all tree shadows are image shadows, and all the shrubs were created by scattering a single 
face.  Because of the speed of the camera and the video filter used, it’s quite difficult for the 
viewer to discern that the trees are not 3D. 
 
Notice the careful placement of the camera paths and how the trees in the foreground are just 
barely visible.  Creating and finalizing the camera paths as early as possible is critically important 
to creating efficient scenes.  Until the camera paths were finalized for this scene, we couldn’t 
finalize the placement of the trees.  We wanted the tops of the trees in the foreground to be 
barely visible so that the viewer would know that they were there but not see so much of them to 
know (from the close-up view) that they were 2D.   
 
Finally, throughout the trees we scattered a single face to create the appearance of underbrush, 
which really added to the realism.  Having a forest of trees can be made much more realistic 
when there is underbrush to break up the open look of flat terrain with a single texture. 
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Tips for Implementing 3D Trees 
 
Adding 3D trees to your scene in a care-free manner can burden 3ds Max and your computer 
beyond their capabilities.  Quite often, when you find that your computer runs out of memory or 
simply can’t complete a rendering in any reasonable amount of time, your vegetation is to blame.  
And the type of vegetation that can over burden your system quicker than any other is 3D 
vegetation.  But fortunately, there are numerous tricks you can use to maximize the number of 3D 
trees your system will handle and minimize the amount of time it takes your system to render 
them.  Let’s look at a few of them. 
 
In the classes we teach at 3DAS, we find that even many experienced 3ds Max users don’t 
understand the significance of some fundamental optimization concepts.  Students often ask us 
to look at their scenes and figure out why their rendering times are so excessive or why they run 
out of memory so quickly.  So many users think that 3 or 4 GB of RAM is needed on a regular 
basis when, in fact, it should be a rarity.  We have worked on some incredibly large scenes but 
have yet to ever need more than 2GB.  Users also think that a $1000+ video card is a necessity 
when it really is not. 
 
So before going any further into a discussion on 3D trees, a little background on scene efficiency 
is needed.  The following is an excerpt from an upcoming Insider topic on scene efficiency. 
 
Excerpt  
 
Parametric vs. Editable objects 
 
Parametric based objects are objects whose structure and appearance are dictated by 
parameters.  Editable objects, such as the Editable Mesh and Editable Poly, are objects whose 
structure and appearance are dictated by the x, y, z values of location, orientation, and scale of 
the individual subobjects that make up the objects.  Parametric objects require very little data to 
store their existence, and therefore, have a very small impact on a scene’s file size.  The 
following discussion illustrates the important parts.  Even when you apply modifiers and create 
compound objects out of parametric objects, the data for the object(s) is still stored 
parametrically.    
 
If you save an empty scene with no objects in it, you will find that the file size is approximately 
140KB (all of which is used to store system and file attributes).  If you drop in a Generic Oak 
(from the 3ds Max Foliage feature), with the object selected you can press the keyboard shortcut 
7 to see that the tree contains approximately 25,000 faces.  If you save the scene again, you will 
see that the file size has only increased to approximately 160KB.  The reason for the small 
increase is that 3ds Max only has to store a small amount of data to represent this tree; such as 
x, y, z values, height, color, material IDs, etc.  Now if you collapse this same tree into an editable 
mesh or poly and save the scene again, you will see that the file size has sky-rocketed about ten 
times to approximately 1.6MB.  The reason is that this object’s geometry is no longer dictated by 
a small set of parameters, but rather by hundreds of thousands of values for the subobjects that 
make up the editable object.   
 
Collapsing an object to an editable mesh or poly should not be confused with simply adding the 
Edit Mesh or Edit Poly modifier.  The differences between the two couldn’t be more significant 
and will be discussed later in an upcoming Insider article.  For now, an understanding of the 
previous two paragraphs is all that it is needed to continue our discussion of 3D trees. 
 
Now clearly the Foliage feature in 3ds Max leaves a lot to be desired in terms of quality 
vegetation, but the concept of keeping vegetation parametric based rather than collapsing to an 
editable object is just as important for the many plugins that can be used to create vegetation. 
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Instance vs. Copy 
If you do have to use vegetation in editable form, ensure that duplicates are made as instances 
rather than copies.  A forest of 3D instanced trees will have only a minor effect on file size but the 
same forest of copied trees can result in ridiculous file sizes of several hundred megabytes. 
 
End of Excerpt  
 
 
Level of Detail 
 
It’s always important to determine as early as possible where the final rendered views are going 
to be.  By knowing this, you can determine the level of detail you will need from each view, and 
therefore, each tree.  When creating vegetation, it’s critically important that you don’t use an 
excessive amount of indiscernible detail because doing so can quickly lead to excessive render 
times and memory consumption.  To illustrate this, let’s look at the Generic Oak again.   
 
As mentioned before, with the default values, the generic oak object contains approximately 
25,000 faces, but if you disable just the branches of this object, the face count drops to 
approximately 7,000.  Unless the view of a tree is very close-up, the viewer would most likely not 
even see a lack of branches.  Depending on the structure of the tree used, deleting branches 
might not be a good idea, but the concept is still valid - reduce faces whenever possible.  Many 
plugins don’t setup vegetation for such streamlined efficiency, but rather for top-notch quality.  
Therefore, you usually have to work to make your vegetation streamlined.   
 
The Almighty V-Ray Proxy 
 
Since V-Ray is a favorite within the architectural visualization community, a short discussion on 
the benefits of a particularly useful V-Ray feature in the creation of vegetation is warranted. 
 
One of the very best features in V-Ray is the Proxy object.  This feature works much like an XRef, 
storing the data for an object in a separate file, thereby, keeping your file sizes to a minimum.  
When you create a proxy, you are left with a facsimile display of the original object which is less 
of a burden to display, and therefore, allows for easier and quicker viewport navigation.  But the 
real benefit of the V-Ray proxy lies in the way it allows you to conserve memory.  Using proxies, 
you can render an entire forest of 3D trees without having to worry about running out of memory. 
 
To create a proxy, select the object(s) you want to convert, right-click inside the active viewport 
and select V-Ray mesh export from the quad menu.  When the VRay mesh export dialog box 
appears, select the location you want the proxy file to be stored, give the proxy a name, and 
select the Automatically create proxies option.  The Export as a single file option causes all 
the select objects to be created a one single proxy object in one file.     
 
An important thing to remember when creating proxies is that you can’t create a proxy of a group.  
Only individual objects can be made proxies, so if you want to create a proxy of a group of 
objects, you will have to attach the objects together and use Multi/Sub-objects for the material. 
 
When you render with VRay, you’ll notice that an image is created one bucket at a time as 
opposed to the scanline renderer which renders an entire horizontal segment at once.  When 
VRay processes a bucket, it loads all the objects inside the extents of the bucket and when it’s 
finished with the bucket, all of the objects (or proxies) within the bucket are purged from memory.  
So in the example of a forest of trees, it only has to process at one time a small portion of the 
forest.   
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Summary 
Hopefully this article shed some light on the importance of creating efficient vegetation and some 
of the ways to create realistic looking vegetation without going beyond the capabilities of your 
computer.  When done correctly, vegetation can be a simple element to create and not a 
menacing threat to your project’s success.  These were just some of the many ways to implement 
vegetation efficiently and effectively.  In upcoming articles, we will delve further into practical 
production tips for creating 3D trees.  Your ability to find others is limited only by your imagination. 




