r Fi i 3
: <;\e' Ed:' Code View Plots Session Build Debug Tools Help Ses %
(R i |
‘chlcagoFood.R — Environment  History Gt
& ® 5 Sourceon Save O / <~ ¢ & Run o9 Source - # ) 2 \mport Dataset~ 4 3
1 url <- “http://dota.cityofchicogo.org/op'\/views/hjn-s?eS/rows.csv?c '\G\-oba\\:_nv'uonmemv ]
2 data <- read.csv(url, header = TRUE) # takes a minute...
| l I O 3 names(data) <- rolower(names(data)) pate
4 datal <- subset(data,
S
6
7
: .
9

risk %in% cC'Risk 1 (High) URisk 2 (Medium)®, data
datalsrisk <-

118607 obs. of A7 var ooles
drop\eve\s(_doto‘ﬁr'xsk) datal

5 obs. of 17 varidoles
datal <- datall1:509, ] files Plots Packages Help Viewer
library(leaflet)

i #® Zoom | & Export~ Q
leaﬂet(dotal) %>%

10 addTiles() %>%

11 addMarkers(lat = latitude, \ng = ~\ongitude)

R Script
11:33 (Top Level) crip

Console dat ‘ oo . =C
> datal <- subset(data, risk %ink c("Risk 1 (High) Risk 2 (Medium) ™ , R1S
k 3 (Low)“)) |

datalSrisk <- drop\eve\s(dotol&r\sk)

> : . : '
> - \ 18
> datal <- datal[1:59,) | X -
> library(leaflet)

> leoflet(dotal) %>%
&

+

g

TilesO) %>% |
chjicciiM:Jrkers(lot _ ~latitude, ng = ~\ong\tude)
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Processing on Large Clusters




“Fast and general engine for large-scale data processing”

Fast: Los datos estan en memoria.

General: E£jecucion automatica de codigo en paralelo.

Spark MLIib

Streamingll (machine
learning)

Apache Spark

text_file = sparkitexthile("hdfs//..")

text_file.flatMap(lambda line: |

Imnd
Ied

b(lambda word: (wo

rd,

))

uceByKey(lambda a, b: a+b)

—

ine.split())

€)studio



Blg data vs Big compute!?
VWu Feng - Professor Virginia lech
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Import
l Visualise

-

Tidy — Transform ) — Communicate

g R for Data
Science Model

Understand




“Una interface in R para Apache Spark’” mpor |

l Visualise

Tidy — Transform ) — Communicate

S arkl r # copy mtcars into spark A\,Moole:
p y mtcars_tbl <- copy_to(sc, mtcars) Understand

# transform our data set, and then partition into 'training', 'test’
ML Extensions partitions <- mtcars_tbl %>%

filterChp >= 100) %>%

mutate(cyl8 = cyl == 8) %>%

sdf _partition(training = 0.5, test = 0.5, seed = 1099)

Apache Spark

# fit a linear model to the training dataset
fit <- partitions$training %>%
ml_linear_regression(response

"mpg", features = c("wt", "cyl"))

@Studio’



* Analisis (SQL), machine learning o paquetes de Spark en

S

Cluster Existente

(La Informacion no cabe en un ordenador y esta disponible en

HDFS, etc.)

Tiempo de Procesamiento

(Mis modelos son (muy) lentos y necesito acelerarlos.)

parkly 0.5, streaming y algoritmos

hersonalizados en un futuro.

€)studio
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Data Center Cloud Computing

P
amazon uewEec2 e

i%: — | | s
&Y Google Cloud Dataproc |

RRRRRR

<4>

% MESOS HBRASE G I

' Google
T ——mr————

cloudera
Y T o

Hortonworks

Q BM Bluemix™

crosoft -= Microsoft Azurei
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Cluster Manager
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amazon |FC2

(1) Crear un Cluster en EMR con RStudio
(2) Conectarse por SSH y R en consola

(3) Instalar y Configurar FoxyProxy

. (4) Monitoreo en Yarn, Spark y Ganglia

Arezon EVR (5) Usando RStudio en EMR




GO gle emr sparklyr ) Q

All Maps News Shopping Videos More Settings Tools

About 32,900 results (0.97 seconds)

Did you mean: emr sparkr

Running sparklyr — RStudio's R Interface to Spark on Amazon EMR ...
https://aws.amazon.com/.../running-sparklyr-rstudios-r-interface-to-spark-on-amazon-... v
Oct 18, 2016 - Tom Zeng is a Solutions Architect for Amazon EMR. The recently released sparklyr
package by RStudio has made processing bigdatainRa....

You've visited this page 4 times. Last visit: 12/9/16

EMR - AWS Console Running sparklyr - RStudio’s

C @ htps://aws.amazon.com/blogs/big-data/running-sparklyr-rstudios-r-interface-to-spark-on-amazon-emr/

L
waramazon Products ~ Solutions Pricing Software Support More ~
W webservices

AWS Big Data Blog

Running sparklyr — RStudio’s R Interface to Spark on Amazon EMR

Permalink | @ Comments

Tom Zeng is a Solutions Architect for Amazon EMR

The recently released sparkiyr package by RStudio has made processing big data in R a lot easier. sparklyr is an R interface to Spark that
allows users to use Spark as the backend for dplyr, one of the most popular data manipulation packages. sparklyr provides interfaces to
Spark packages and also allows users to query data in Spark using SQL and develop extensions for the full Spark API.

Amazon EMR is a popufar, hosted big data processing service on AWS that provides the latest version of Spark and other Hadoop
ecosystem applications, such as Hive, Pig, Tez, and Presto,

Running RStudio and sparkiyr on EMR s simple; the following AWS CLI command launches a 6-node (1 master node and 5 worker
nodes) EMR 5.0 cluster with Spark, RStudio, and sparklyr pre-installed and ready to use:

Bash

aws emr create-cluster applications Name=Hadoop Name=Spark Name=Hive Name=Pig Name=Tez Name=Gangl

--release-label emr-5.0.0 --name "EMR 5.0 RStudio + sparklyr” --service-role EMR_DefaultRole \
instance-groups InstanceGroupType~MASTER,InstanceCount=1,InstanceType~nm3 . 2xlarge \

InstanceGroupType=CORE, InstanceCount=5, InstanceType=m3.2xlarge bootstrap-actions \

Path=s3://awssupportdatasvcs.com/bootstrap-actions/rstudio-sparkr-emrd-proc/rstudio_sparkr_emrd.sh,

Args=["--rstudio”,"--sparkr"”,"“--rexamples” ., "--plyrar" , “--rhdfs" "--sparklyr®] .\

Name="Install RStudio’ ec2-attributes InstanceProfile=EMR_EC2 DefaultRole, KeyName=<Your Key> \
configurations *[{*Classification®:"spark", “Properties”:{"maximizeResourceAllocation”:"true*}})’
region us-east-1

Users who are not familiar with the AWS CLI can launch an EMR cluster from the AWS Management Console by specifying the following
bootstrap action and arguments:

Bash

s3://awssupportdatasvcs.com/bootstrap-actions/rstudio-sparkr-emrd-proc/rstudio_sparkr_emrd._sh

Search

Amazon EMR

Amazon Redshift

AWS Lambda

Amazon Kinesis

Amazon DynamoDB

AWS loT

Amazon Machine Learning
Amazon Elasticsearch Service

Amazon Data Pipeline

Data Warehousing
Serveriess computing
Streaming analytics
NoSQL

Internet of Things (loT)




CREAR

« @ MIps | CONOM et amAT0N COT apred

Create Cluster - Quick OptionS ae w sswnces epsons

General Configuration
Chuster name Wy thater
v loggeg O

B fokder 53 irws s 14010 18 tent Srasiemaeronce BB

Software configuration
Vender @ Amaacn  Magh
Nelesse e a0 8o
Appiications @ Core Madoop Madoop 2.7.3 win Gangle 372,

Hve 210, e 2100, Mehout 0,122, Pg 0860,
ot Tee 084

Hblane: Ml 12 3 with Gangla 37 2. Hadoop
273, M 200, Mum 3500, Prosis 470, ard
2ockeepee 34N

Proste: Prosto §.152 3 with Hadoop 2 7.3 HOFS
o Hove 2.1.0 Metawiore

Soarkc Soak 202 on Macoop 2. 7.3 YARN wes
Gargla 372 vt Zegomin 062

Hardware configuration
ience hpe  mdvege
Number of imtances 3 (¥ master and 2 com nodes)

T E LY

Software Configuration

N EMR

Vendor @ Amazon MapR

Release emr-5.2.0

O
O

Hadoop 2.7.3
Flink 1.1.3

Pig 0.16.0
ZooKeeper 3.4.8
Hue 3.10.0

Spark 2.0.2

GRGRBRCROAS

Zeppelin 0.6.2
Ganglia 3.7.2
Hive 2.1.0
Sqoop 1.4.6
Phoenix 4.7.0
HCatalog 2.1.0

B o

Tez0.8.4
HBase 1.2.3
Presto 0.152.3
Mahout 0.12.2
Oozie 4.2.0




CREAR U

Hardware Configuration &

If you need more than 20 EC2 instances, complete this form.

Network  Launch into EC2-Classic O Create a VPC €)

EC2 availability zone  No preference

R r—

Master " m3.xlarge B 1
80 GiB

Master - 1 & Add EBS volumes

Core _m3xlarge QB:

Core-2 &

80 GiB
Add EBS volumes

Task ~m3. go.
as x m3.xlarge 80 GiB

Task - 3 / Add EBS volumes

S

EN EMR



Add Bootstrap Action X

Bootstrap action type Custom action

Name RStudio

Script location s3://awssupportdatasvcs.com/bootstrap-actions/rstudio-spa B

Optional arguments | --rstudio --sparkr --rexamples --plyrmr --rhdfs --
sparklyr

s3://awssupportdatasvcs.com/bootstrap-actions/rstudio-sparkr-emr4-proc/rstudio_sparkr_emr4.sh
--rstudio --sparkr --rexamples --plyrmr --rhdfs --sparklyr --shiny
@Studio’




EMR - AWS Conscle " EMR - AWS Conscle ¥

« * & hitps.//conSole aws. amazon.com t ‘ r ) t-1#8chister-list T O ® o 0 € - & nhitps.//console.aws.amazon.com/olast ‘ ; reg t-1#chister-list v O ® o 0
Javier Arturo Porras Luraschi ~ N. Virghia ~ Support ~ Javier Arturo Porras Luraschi « N. Virghnia ~ Support ~
Amazon MR Bl AmazonEMR B
| Cluster kst Filter: As cunters B 4 clusters (all lcaded) c | Cluster ist Filter: As cunters B 4 clusters (all lcaded) c
Security configurations Name 0 Status Creation time (UTC-8) Elapsed time Normalized Security configurations Name ] Status Creation time (UTC-8) Elapsed time Normalized
instance hours instance hours
VPC subnets VPC subnets
Helo » O Mychuster F1GTEFNB1GEXTS Bootstrapping 2016-11-28 10:37 (UTC-8) 12 mirwtes 0 Help » @ Mycluster j-1GTBFNB1GEXT3 :',"f'_'"q o 2016-11-28 10:37 (UTC-8) 15 mirwtes 8
LUster ready
a - Terminated with emors 24E -
P o sparklyr-repeo FIQYFEMKMNOGT ey 2016-11-28 10:00 (UTC-8) 30 mirvtes 2 - a "
Step tabure » e sparklyrrepeo [-BOYFEMKMNOST ff:‘.:‘__‘:’ with emors 2016-11-28 10:09 (UTC-8) 30 minutes 2
» sparklyr-test FAVWEATPOGOOKE - 2016-11-28 09:22 (UTC-8) 49 mirutes 2 Terminated
: » sparklyr-test FIWFATPOGOOKS R 2016-11-28 00:22 (UTC-8) 49 mirutes 2
» sparkdyr-pert [-24JW926CTOK3 - 2016-11-26 11,06 (UTC-8) 33 mireses 8 ———r
» sparkdyr-per! 24IWH26CTOK3 g _’ ' 2016-11-26 11:06 (UTC-8) 33 minutes 8
@ Foedback Q@ English Privacy Pollcy  Terms of Use @ Feedback Q English Privacy Polcy  Terms of Use

€)studio



O] ® keys — hadoop@ip-10-61-145-44.~ — ssh -i sparkster.pem hadoop@ec2-54-...

®  ® keys— hadoop®@ip-10-61-145-44:~ — ssh -i sparkster.pem hadoop@ec2-54-...

)

Amazon Linux AMI

I« /
N |

https://aws.amazon.com/amazon-linux-ami/2016.09-release-notes/
5 package(s) needed for security, out of 9 available
Run "sudo yum update" to apply all updates.

EEEEEEEEEEEEEEEEEEEE MMMMMMMM MMMMMMMM RRRRRRRRRRRRRRR

IS isESEsiRiIE MEs2s22 2 CHAHHH R L
EE:::::EEEEEEEEE:::E M::::::::M M:::::i:i:M R:::::RRRRRR:::::R
EZIIE EEEEE MEz2222212M MEI2ISIZEIEM BR R R 'R
Elf2LE L H M SJHHHEH R R R :R
E:::::EEEEEEEEEE M:::::MM:::M M M M:::::M R RRRRRR:::::R
SHHHHHHHHEH I = M:::::M M:::M M M:::::M Ritisiiiiii:RR
E:::::EEEEEEEEEE M:::::M M:::::M M:::::M R:::RRRRRR::::R
E::::E M::::i:M M:::M M:i:::i:M R:::R R::::R
E::::E EEEEE M:::::M MMM M:::::M R:::R R::::R
EE:::::EEEEEEEE::::E M:::::M M:::::M R:::R R::::R
ErssssosssrrssstsstE MM M:::::M RR::::R R::::R
EEEEEEEEEEEEEEEEEEEE MMMMMMM MMMMMMM RRRRRRR RRRRRR

[hadoop@ip-10-61-145-44 ~1$ B

R version 3.2.2 (2015-08-14) -- "Fire Safety"
Copyright (C) 2015 The R Foundation for Statistical Computing
Platform: x86_64-redhat-linux-gnu (64-bit)

R is free software and comes with ABSOLUTELY NO WARRANTY.
You are welcome to redistribute it under certain conditions.
Type 'license()' or 'licence()' for distribution details.

Natural language support but running in an English locale

R is a collaborative project with many contributors.
Type 'contributors()' for more information and
'citation()' on how to cite R or R packages in publications.

Type 'demo()' for some demos, 'help()' for on-1line help, or
'help.start()' for an HTML browser interface to help.
Type 'q()' to quit R.

> library(sparklyr)

Warning messages:

1: replacing previous import by ‘magrittr::%>%’' when loading ‘sparklyr’

2: replacing previous import by ‘tibble::data_frame’ when loading ‘sparklyr’

> I

@Studid
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MONITOF

€ e saaie 80 e Q Sewer (@)D 01041108 sk andive g .1 8000y e B Qs € e sazie20800 1 s C B Qs - R =
All Applications o J1GTSFNBIGEXT3 Cluster Report at Mon, 28 Nov 2016 20:08:51 +0000 | Gt frewn Ot
+ Cluster Chuster Metncs ' Wt hour e Ahe ey week  mosth  year Of from Fw B G e Phymcal View
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P Copatty Schadd S0 Shanarya, vCamuct> : Completed Jobs (28) o g0 ol i
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Console -/
> library(dplyr)

‘ S > library(sparklyr)
Sign in to RStudio ;“:.‘:0"'_. ': """""" e > sc <- spark_connect(master = "yarn-client")

> src_tbls(sc)
R version 3.2.2 (2015-88-14) -- “Fire Sofety” = CMI‘OCtGl‘(‘) o
T . o tace, 1o
Plotfors: XB6.64-redot-linm-gu (64-41t) The following columns have been renamed:
mmd R 16 free softmers ond comes with ARSOLUTELY NO RARRANTY, - 'Sepa'l.l.ength' = 'Sepol_l.ength' (n)
Type lceme)" or lcence): for Sistrinution details. - 'Sepal.Width' => 'Sepal_Width' (#2)
Neturel longuage suppert but rumning in os English locsle - 'Petal.lLength’ => 'Petal_Length' (#3)

, - 'Petal .Width' => 'Petal_Width' (#4)
7 i . : Soce query
@ Stay signed in R is o collboretive project with mamy comtributors | | o (27 x 5

- PELMRISN0)" on Bom 00 €lte & or R packans {n Mbiicotions. Veemer Database: spark connection master=yarn-client app=sparklyr local=FALSE
Sign In 2. ! : o -

| Type ‘emo()" for some demos, ‘Melp()' for on-line help, or
| "help.stort()” for on WML browser interfoce to help.

Type 'al)’ to quAt R. r s I Sepal_Length Sepal_Width Petal_Length Petal_Width Species
N Nov 28, 2016, 3041 AM <dbl> <dbl> <dbl> <chr>
S 0.2 setosa

9.2 setosa

0.2 setosa
9.2 setosa
9.2 setosa
0.4 setosa
9.3 setosa
0.2 setosa
0.2 setosa
9.1 setosa

W W W W W w W
OSSO NOWV
P e
NManaNSUWE D

VQSQGNGWOWNOI'
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- Certificacion Cloudera
- Mejores Conexiones

- Nuevas Funciones:
- n_distinct
- sdf_quantile
- ft_tokenizer

- Tt_regex_tokenizer

- na.action
- dim, nrow and Ncos

- dplyr do
- Livy (experimental)

Console Find in Files R Markdown

~ [RStudio/sparklyr

> library(sparklyr)

> sC <- spark_connect(master = "https://sparklyr.azurehdinsight.net/livy/", method = "livy", config = config)
> src_tbls(sc)

[1] "hivesampletable"

> tbl(sc, "hivesampletable")

Source: query [5.979e+04 x 11]

Database: spark connection master=https://sparklyr.azurehdinsight.net/livy/ app= local=FALSE

clientid querytime market deviceplatform devicemake devicemodel state country querydwelltime
<chr> <chr> <chr> <chr> <chr> <chr> <chr> <chr> <dbl>
1 8 18:54:20 en-US Android Samsung SCH-150@ California United States 13.920401
2 23 19:19:44 en-US Android HTC Incredible Pennsylvania United States NaN
3 23 19:19:46 en-US Android HTC Incredible Pennsylvania United States 1.475742
4 23 19:19:47 en-US Android HTC Incredible Pennsylvania United States 0.245968
5 28 01:37:50 en-US Android Motorola Droid X Colorado United States 20.309534
6 28 00:53:31 en-US Android Motorola Droid X Colorado United States 16.298167
7 28 ©00:53:50 en-US Android Motorola Droid X Colorado United States 1.771523
8 28 16:44:21 en-US Android Motorola Droid X Utah United States 11.675599
9 28 16:43:41 en-US Android Motorola Droid X Utah United States 36.944689
10 28 01:37:19 en-US Android Motorola Droid X Colorado United States 28.981142
# ... with 5.978e+04 more rows, and 2 more variables: sessionid <dbl>, sessionpagevieworder <dbl>

> copy_to(sc, iris)
Source: query [150 x 5]
Database: spark connection master=https://sparklyr.azurehdinsight.net/1livy/ app= local=FALSE

Sepal_Length Sepal_Width Petal_Length Petal_Width Species

<dbl>
5.1

SV A WN =
L R e
S~ 00N NW

<dbl>
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<dbl>
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e
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<dbl>
0.2

o000 e
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<chr>
setosa
setosa
setosa
setosa
setosa
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https://github.com/rstudio/sparklyr/issues/

javier@rstudio.com - @javierluraschi
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