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Professor Miller Puckette, Chair
Do any of the recent innovations in machine learning appear applicable to music and/or able to
make sense of musical corpi? Could tools for image-based machine learning be applied to audio,
and what new considerations arise when trying to apply them? How might one best condition
audio inputs for machine learning?
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Ph.D. Qualifying Exam Question II
for Christopher Donahue
Submitted by
Professor Shlomo Dubnov
Learning non-sequential data models, such as images, is often done today using generative
models such as variational autoencoders or by means of adversarial sampling.

1. Explain how generative adversarial networks are alleviating the need to produce a latent space
representation or engineer a loss function, and why this could be advantageous and in what
situations? In your discussion please explain why simple autoencoders are insufficient and how
variational and conditional methods may help in modeling variations in the data.

2. Describe methods that extend this to sequential data such as speech or music. Can you suggest
ways to “guide” or control sequential generative models by conditioning the output on a
symbolic input? Consider applications such as text-to-speech or music meta-creation,
sound-to-sound translation or transducers for music accompaniment, and try to design an
experiment for a use case of your choice.
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Ph.D. Qualifying Exam Question III
for Christopher Donahue
Submitted by
Professor Thomas Erbe
Please present an overview of different statistical techniques exist that yield efficient codes for
audio. For what kind of acoustic phenomena is each technique most effective? How do sparse
and dense methods differ and when are they appropriate? How do the ideas of edge detection in
image processing relate to audio analysis?

Compare the basis functions recovered by these methods to those from well known transforms
such as DFT and DWT. What kind of analysis are statistical methods useful for and where might
they fail? Posit some critiques and possible extensions of these methods. For instance, are
statistical techniques applicable to audio synthesis?

Finally, how are these techniques related to your research interests using neural networks?
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Chapter 1

Question III: Statistical
transforms for audio
The samples of a digital audio signal are similar to pixels in an image; they represent an
encoding of some measured quantity. In audio, samples are measurements of pressure
recorded at fixed time intervals. A pixel in an image represents a measurement of
light intensity across three color channels at some spatial interval. However, while a
human can observe, interpret and perhaps even directly manipulate digitally-sampled
images, such abilities are unlikely when visually inspecting raw audio. A human might
be able to reach some conclusions about rhythm or prosody by visually observing the
amplitude envelope of a music or speech signal, but will not be able to make informed
remarks on timbre or produce a transcript.
While visual inspection may be fruitless, clearly our ears are capable of such tasks.
Our auditory processing system is capable of decomposing rich mixtures of signals,
isolating certain sources and ignoring others. Simultaneously, this same system can
abstract the collective harmonics of an instrument as coming from a single source and
track that collection as the fundamental pitch changes. While some of these phenomena
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are likely possible due to higher-level auditory processing, we imagine that a lowlevel transform must occur earlier on to enable these sorts of complex, downstream
inferences.
A large body of work outlines numerous explicit transforms, engineered to have
desirable properties. These transforms, such as the discrete Fourier transform (DFT)
and the discrete wavelet transform (DWT), are designed to be general purpose, projecting data into a vector space with useful properties. Often it is the case that we
wish to study a specific ensemble of signals, where we have reason to believe that
all of the signals within the ensemble are samples of a particular natural process or
distribution. In this case, we might desire more principled transforms, where we seek
an optimal transform by measurable metrics such as preservation of information or
statistical independence.
A transform is characterized by a basis: a set of basis functions. These basis
functions are always the same length as the slices of audio we are examining. Where
appropriate, we refer to this constant as the window length. A basis function can be
thought of as the reverse of a finite impulse response filter and a transform as applying
a collection of parallel filters to a signal.
Most prescribed transforms, such as the DFT and DWT, use mathematicallycomplete bases from which any signal can be expressed as a weighted sum of the
individual basis functions. In these cases, the number of basis functions must be equal
to the dimensionality of the input data. If we desire data reduction, we might seek
an undercomplete representation, where we have a smaller number of basis functions
that capture most of what we want to know about our data. We might also strive for
an overcomplete representation if we think our data contains a large number of sparse
events such as individual words in speech. Especially in the context of undercomplete
or overcomplete representations, these basis functions can be thought of as codes, and
their transform as a function that encodes slices of audio.
In this chapter, we examine the prior work on transforms as relevant to audio, high-
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lighting the advantages and disadvantages of each and identifying situations where each
might be appropriate. These methods are not simply interchangeable, and there are
scenarios where each is more appropriate than the others. We begin with a review and
comparison of explicit and more principled approaches, establishing consistent notation for all methods. Following this, we cover prior work on applying these concepts
to audio. The majority of the previous literature is limited to analysis-based applications of these methods, though we also discuss concerns for resynthesis where relevant.
Finally, we make some observations about shortcomings of these methods and propose
some ideas for further investigation of this topic.

1.1

Transforms

Let x = (x1 , x2 , . . . , xM )| be a column vector of M samples of an audio signal at evenly
spaced time intervals. We seek s = (s1 , s2 , . . . , sN )| , the result of x projected by an
N -dimensional transform to a different domain with desirable properties. To simplify
our discussion, we will only consider linear transforms of the form

s = Wx.

(1.1)

Here, W is an N × M matrix, and the N rows of W are the basis functions of
the transform. We refer to the transform W as undercomplete if N < M , complete if
N = M and overcomplete if N > M . If the transform is invertible, a requirement for
any application where resynthesis is desired, then we require a corresponding M × N
matrix A such that

x = As.

(1.2)

If W is orthonormal, then the inverse transform A is simply W| . Equation 1.2
can also be thought of as the generative form (Chapter 3) of Equation 1.1, producing
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Figure 1.1: First four (real-valued) basis
functions of the DFT

Figure 1.2: First four basis functions of
the type-II DCT

samples of x using generative model A defined over some latent space s.

1.1.1

Explicit methods

Explicit methods prescribe transforms which extract useful information from a broad
class of signals. The canonical example of such a transform is the discrete Fourier
transform (DFT) [Bracewell, 1986]. The DFT can be understood by a myriad of perspectives and perhaps the most popular is as a method for “converting” signals between
the time and frequency domains. From the perspective that we are considering, the
DFT is an orthonormal and complete (N = M ) transform consisting of complex sinusoidal basis functions (Figure 1.1). A related transform, the discrete cosine transform
(DCT), is defined over real-valued data but with different boundary conditions (Figure
1.2). The DFT basis functions act as the sharpest possible band pass filters, measuring
the amplitude and phase of x at linearly-spaced frequencies. The Fourier transform
can be computed in O(N log N ) time using a recursive formulation [Cooley and Tukey,
1965], and is therefore rarely computed in the O(N 2 ) vector form of Equation 1.1.
The importance of the DFT cannot be overstated. It is fundamental to signal
processing and the list of applications to audio analysis and resynthesis is too long to
enumerate. Despite this pedigree, it may not always be the most desirable transform
in every scenario. Within a window, the DFT does not explicitly reveal the position
9

Figure 1.3: Wavelet (ψ) and scaling (φ)
functions for the Haar wavelet [Haar,
1910]

Figure 1.4: Fifth-order cascade approximation of wavelet (ψ) and scaling (φ) functions for the Daubechies
wavelet [Daubechies, 1988] with 8 taps

of events in time. To capture changes over time using the DFT, we must repeatedly
apply it at different windows of time, commonly referred to as the short-time Fourier
transform (STFT) [Allen and Rabiner, 1977]. If we have reason to believe that our
signal has phenomena that require high temporal resolution, other transforms may be
more efficient than short-time application of the DFT.
The discrete wavelet transform (DWT) is a recursive algorithm for filtering a signal
by shifted and scaled copies (children) of a mother wavelet function, some filter with
useful properties. Rather than prescribing a specific transform, the DWT defines a
family of useful transforms efficiently computed by recursive, perfect-reconstruction
filterbanks. Observing the first few basis functions produced by the transform (as we
do for the DFT in Figure 1.1) is less informative for the DWT. Instead, in Figures 1.3
and 1.4, we show the wavelet and scaling functions for two canonical wavelet transforms,
the Haar [Haar, 1910] and Daubechies [Daubechies, 1988] wavelets.
The DWT provides a trade-off between resolution in time and frequency; resultant basis functions are distributed evenly across both domains. Such a transform
may be more useful, for instance, in analyzing percussive recordings, characterized by
broadband spectra and precise timing information.
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1.1.2

Principled methods

In some cases, we might wish to find efficient transforms for a given ensemble of sounds,
rather than ones that characterize a broader class. Let’s represent such an ensemble
as a M × K matrix X, where each column Xi is a length-M audio slice. The resultant
linear transform S = WX, analogous to the vector form of Equation 1.1, now produces
an N × K matrix: the entire ensemble rotated into the transform vector space. We
might wish to design the transform W such that columns of S in the resultant vector
space have desirable properties. In this section, we motivate prior work describing
particular properties that may be useful for audio representations.
As most of these principled methods are statistical approaches, we will consider
slices Xi as a multivariate random variable and X to be K i.i.d. samples from some
unknown distribution P (Xi ). All of the techniques outlined here assume that ensemble
X has zero mean. Accordingly, we typically preprocess the ensemble by setting

X = X0 − E[X0 ],

(1.3)

where X0 is the original, non-centered ensemble. Care must be exercised here;
depending on how slices Xi were generated, the expected value at each of the M
time steps may differ. A reasonable choice for the scenario where slices are randomly
selected from larger sounds is to subtract the mean of the entire ensemble across all
time steps. In the case of audio recordings of the natural world, E[X0 ] should be equal
to 0 given a sufficiently long source, as any other value would indicate an ambient
pressure. However, it is often the case that a digital recording system can be prone to
some amount of direct current, hence such a preprocessing step may still be necessary.

Principle Component Analysis
It is often the case that our data X is higher dimensional than we would like. One
reason might be that our intended application, such as clustering, is known to perform
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poorly on high-dimensional data. We may also simply wish to compress our data. We
might wager that our high-dimensional data varies most significantly along only a few
axes and seek a lower-dimensional but faithful representation. Formally, we would like
to find a function f ∈ F : RM 7→ RN where typically N << M , and a corresponding
PK
1
i
i 2
inverse g ∈ G : RN 7→ RM , satisfying minf ∈F ,g∈G K
i=1 ||g(f (X )) − X ||2 . For
simplicity, we will only consider functions f of the form from Equation 1.1. Accordingly,
we seek a transform W and inverse transform A such that the mean squared error
between AWX and X is minimized.
In principle component analysis (PCA) [Kendall, 1975, Jolliffe, 1986], we seek an
invertible, linear transformation (where N ≤ M ) such that resultant principle components Si retain the maximum amount of variance across all Xi . PCA has an intuitive
recursive definition [Hyvärinen, 1999] for finding the directions of these principle components wj ∈ RM (the basis functions):

w1 = arg min E[(w| x)2 ]
||w||=1

|

wj = arg min E[(w (x −
||w||=1

j−1
X

wi w|i x))2 ].

i=1

The recursive definition demonstrates that resultant directions are in descending
order of explained variance and we would typically choose a transform matrix W =
{w1 , w2 , . . . , wN } (consisting of the first N directions). Jolliffe [1986] shows that the
solution to this recursive formulation (and thus the optimal transform) is comprised
of the eigenvectors of the N largest eigenvalues of covariance matrix C = E[XX| ]. As
W is comprised of eigenvectors, it is an orthonormal basis hence W−1 = W| . This
yields a convenient inverse transform A = W| .
If we choose N = M (a complete representation), PCA produces a simple rotation
of the data to a different orthogonal basis. In practice, PCA is more commonly used to
find faithful undercomplete representations with minimum reconstruction error. But
12

what value of N should we choose? Common practice dictates the choice of N based
on a threshold percentage of explained variance [Ng et al., 2015]. Given the eigenvalues
λj of C, the percentage of explained variance is:
PN

j=1

λj

j=1

λj

%V ar(X) = 100 · PM

(1.4)

We might aspire for our representation to explain, for example, 90% of the variance
in our dataset. Accordingly, we would choose a value of N that produces %V ar(X) ∼ 90.
PCA is an example of a second-order method. If random variable Xi is Gaussian,
its distribution is fully-specified by covariance matrix C hence this should be the only
information considered. PCA has a closed form and therefore cheaper to compute
than other second order methods, such as factor analysis [Harman, 1960, Kendall,
1975], which estimate parameters for noise-factored versions of the generative model of
Equation 1.2 using maximum likelihood. As a second-order method, there are realistic
scenarios for which PCA is expressive (Figure 1.5b), but also some where the results
mask important information (Figure 1.5a). Bell and Sejnowski [1995] demonstrate
that natural audio ensembles are super-Gaussian hence PCA cannot capture all of the
statistical redundancy in our data.
Regardless, PCA can be useful for audio analysis. Principle components may be easier to process than high-dimensional data for downstream applications; PCA “whitening” is a common preprocessing technique in machine learning where high-dimensional
data is projected to its first few principle components followed by scaling each component to have unit variance. It is possible that variance captured by lesser principle
components may be due to noise, and accordingly PCA may remove noise from the
original data. Projection to two or three dimensions can be a useful (though occasionally misleading) method for visualizing high-dimensional data.
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(a) Data varies most significantly along a
clear axis and direction of first principle
component captures a signifciant amount
of data variance

(b) Data is separated into two parallel
clusters; direction of first principle component is vertical and projection removes
clustering

Figure 1.5: Illustration of appropriate and inappropriate two-dimensional scenarios for
second-order methods [Hyvärinen, 1999]
Sparse Coding
Imagine an ensemble of audio slices consisting of a speaker saying individual dictionary
words. We might consider an overcomplete representation consisting of basis functions
corresponding to words from the same speaker and dictionary. Here, the correlation
between a word slice and the corresponding code from the dictionary will be high
(a nearest neighbor approach), but this will only be the case as often as that word
appears.
PCA is appropriate for capturing the structure of data that can be effectively characterized by Gaussian distributions. Natural data may contain many higher-order
forms of statistical structure that may not be well-captured by orthogonal components [Olshausen and Field, 1996]. With second-order methods, we are generally looking to achieve some sort of data reduction or compression by decorrelating random
variables (Figure 1.6a). From an information retrieval perspective however, such transforms tell us little about the content of our data. We might instead desire a transform
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(a) Dense codes (typically undercomplete)
faithfully represent data with minimum
number of units

(b) Sparse codes (typically complete or
overcomplete) represent data with minimum number of active units

Figure 1.6: Illustration of difference between dense (like PCA) and sparse coding [Field,
1994]
that identifies higher-order features of our data: events in the data that occur rarely.
Depending on the type of data we have, often this implies searching for an overcomplete representation comprised of basis functions that characterize clusters in the input
vector space rather than principle directions of variance.
Given that subsequent methods take inspiration from neurophysiology, most of the
literature refers to these transforms as computed by a layer of neurons. A neuron’s
response is the inner product of its code or basis function and an input slice, and the
response of a layer is identical to Equation 1.1. Accordingly, all linear transforms in
this chapter can be thought of as a one-layer neural network with linear activation,
though this perspective may not always be useful. A neuron is active when its response
is above some threshold.
In sparse coding [Field, 1994], a form of redundancy reduction [Barlow, 1959, 1989],
we seek an overcomplete transform where a small number of neurons are activated at
the same time, and any given neuron is rarely active (Figure 1.6b). The outputs of
such a transform may be statistically independent from one another. For this reason,
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wavelet transforms are thought to be effective because the response histograms for
these neurons are sparse [Field, 1994]. Olshausen and Field [1996] suggest an explicit
algorithm for sparse coding by optimizing a generative model (matrix form of Equation
1.2) with a regularization term to enforce sparsity. Specifically, they recommend the
following optimization problem for arbitrary slice Xi :

min
i

S ,A

||Xi − ASi ||22

+ λ

N
X

||Si ||1 .

(1.5)

i=1

|

{z

}

Reconstruction P enalty

|

{z

}

Sparsity P enalty

They minimize this cost function with stochastic gradient descent. In practice,
we can use minibatches of slices rather than a single slice per update to get a better
gradient estimate. The parameter λ controls the relative importance of code sparsity
to reconstruction error. Ng et al. [2015] note that the sparsity penalty can be cheated
by scaling down the magnitudes of S and scaling up those of A. Accordingly, they
recommend a constrained version of Equation 1.5 where ||Ai ||22 ≤ C, ∀i = 1, . . . , N .
Ng et al. [2015] also present a probabilistic interpretation of sparse coding from the
perspective of generative modeling, minimizing the KL divergence between the distribution of natural observations P ? (Xi ) and the conditional distribution parametrized by
the transform P (Xi | Si , Ai ). They constrain prior P (S) to have high kurtosis, probability density aggregated at a sharp peak, to enforce sparsity. They show that, under
certain conditions, the probabilistic view yields the same formulation as in Equation
1.5.
Olshausen and Field [1996] demonstrate that sparse coding produces a set of basis functions more consistent with contemporary understandings of the visual cortex.
Recovered codes have higher degrees of statistical independence amongst outputs. For
toy image problems, sparse coding recovers components reflective of the processes used
to generate the datasets (Figure 1.7a). For sparsely-activated pixels, sparse coding
recovers basis functions containing single pixels (Figure 1.7b). For images with sparse
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(a) “Sparse pixels”; each pixel independently activated according to exponential
distribution P (x) = e−|x| /Z

(b) “Sparse gratings”; sparse pixels in the
frequency domain (sparse bands), transformed to spatial domain

Figure 1.7: Basis functions recovered for toy datasets [Olshausen and Field, 1996]; for
each dataset, bases reflect the sparse components from which the images were composed
(single pixels or single bands)
spectra, sparse coding recovers sinusoidal band-pass filters. Analogous toy problems
in the audio domain would be slices composed of sparse impulses or sparse frequency
spectra, and we would expect results to be similar.
Unfortunately, because sparse coding optimizes the generative form and produces
a noninvertible matrix A, no closed-form solution exists for forward transform W.
Instead, encodings for new data examples must be obtained via optimization, limiting
the test-time usefulness of the transform.

Independent Component Analysis
From sparse coding, we believe sparsity to be an important characteristic of feature
learning. However, the overcomplete basis functions of sparse coding are, by definition, linearly dependent (which may not always be desirable). Additionally, generative
bases A resulting from sparse coding are non-invertible, limiting the usefulness of the
transform. In independent component analysis (ICA) [Jutten and Herault, 1991], we
seek an orthonormal transform that maintains the notion of sparsity from sparse coding. Like sparse coding, ICA is a higher-order linear method and does not presume the
data to be Gaussian; it can be thought of as a higher-order generalization of PCA [Bell
and Sejnowski, 1995]. Random variables y1 , y2 , . . . , yN are statistically independent if
their joint probability density function can be factorized as the product of the marginal
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densities: P (y1 , y2 , . . . , yN ) = P1 (y1 )P2 (y2 ) . . . PN (yN ). ICA seeks transformations W
such that components S maximize some function that quantifies statistical independence.
Unlike PCA, the term ICA describes not just one but a family of techniques with
similar methodology. ICA is always posed as an optimization problem with a cost function enforcing an orthonormal basis and sparsity as a result of statistical independence.
No known closed form solution exists for these constraints; optimization is required.
The requirement of an orthonormal basis for ICA precludes an overcomplete representation; usually we seek complete and occasionally undercomplete transforms. We are
free to model the problem in the feed-forward (Equation 1.1) or generative (Equation
1.2) form, with comforting knowledge that the inverse of the resultant transform will
always be invertible.
The ICA optimization problem most closely related to sparse coding (Equation 1.5)
is:

min ||WXi ||1
W

s.t. WW| = I

(1.6)

for arbitrary slice Xi . When optimizing with stochastic gradient descent, we can
use minibatches of slices to get a better gradient estimate. We must intersperse steps of
gradient descent with steps that project W into the space of orthonormal transforms.
1

This is usually achieved by setting W ←− (WW| )− 2 W [Ng et al., 2015]. Components
of ICA yield no order, though we can induce an ordering reminiscent of PCA by
calculating the contribution of the directions of the independent components to the
variances of X.
In the domain of audio, ICA is a useful tool for blind source separation (Figure 1.8).
It is often the case that we wish to analyze a recording which is a simple mix of source
sounds. Using ICA, we may be able to recover those source sounds to a high degree
of specificity if they were statistically independent to begin with. Concretely, imagine
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(a) Linear mixtures of canonical waveforms

(b) Canonical waveforms recovered by ICA

Figure 1.8: ICA is useful for scenarios where we have reason to believe that our audio
signals are linear mixtures of statistically independent sources [Hyvärinen, 1999]
that we are handed a mixed recording of the output of a legacy drum machine playing
a programmed drum pattern. We might wish to program a different pattern using the
same sounds. We could use ICA to recover the individual drum channels by setting
N equal to the number of drums in the recording [Puckette, 2016]. Subsequently, we
could reprogram a different drum pattern using any sampling sequencer.

1.2

Application of principled methods to audio

Attias [1997] suggests that natural sound ensembles are highly-redundant; they occupy a very small subspace in the space of all possible sounds. In this section we
examine case studies that apply statistically-principled transforms (Section 1.1.2) to
learn representations reducing the redundancy in ensembles of related sound.

1.2.1

Vocoding with PCA

Zahorian and Rothenberg [1981] experiment with PCA as a method for speech compression, an example of vocoding. They analyze 20ms Hamming-windowed slices of
10kHz audio transformed to the frequency domain with the DFT (N = 256). PCA
should produce equivalent results in the frequency or time domain, as the DFT is an
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Figure 1.9: Analysis and resynthesis methods for PCA vocoding [Zahorian and Rothenberg, 1981]

(a) First

(b) Second

(c) Third

(d) Fourth

Figure 1.10: Directions of first four principle components for two different speakers,
illustrating congruence [Zahorian and Rothenberg, 1981]
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(a) Speech

(b) Rock music

(c) Gaussian white noise

Figure 1.11: Probability density functions for three different signal ensembles. 1.11a
and 1.11b have kurtosis greater than 0 and are therefore super-Gaussian [Bell and
Sejnowski, 1995]
orthogonal transform. However they elect to perform analysis in the frequency domain
to experiment with several perceptually-informed, nonlinear frequency and amplitude
scales (Figure 1.9). They show that principle components extracted from two individual
speakers are largely congruent (Figure 1.10). They perform resynthesis of a separate
test corpus encoded by small numbers of principal components (3-5) and demonstrate
intelligibility of speech as recognized by untrained human listeners. Results using 10
principal components are comparable to other text-to-speech methods of the era such
as linear predictive coding.

1.2.2

ICA for blind source separation and deconvolution

Bell and Sejnowski [1996] derive a version of non-linear verison of ICA, commonly
referred to as Infomax, based on the principle of entropy maximization. They optimize
the weights of a single-layer neural network (Equation 1.1 with bias term and tanh
nonlinearity) to maximize the mutual information of network output S and input X:
I(S, X) = H(S) − H(S | X), where H is entropy.

1

They address the cocktail party

problem (Figure 1.12a): separation of a linear mixture of independent speakers, and
blind deconvolution (Figure 1.13a): removing an unknown filter from a signal. For
the cocktail party problem, they remark that second-order methods are insufficient
for speech signals as they are clearly non-Gaussian (Figure 1.11). They posit that
1 Update

rule given as Equation 36 in [Hyvärinen, 1999]
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(a) Problem definition

(b) Example solution. Components visually correspond to sources (unordered)

Figure 1.12: Cocktail party problem addressed with ICA [Bell and Sejnowski, 1995]
the two problems are similar: in the cocktail party problem, a source is corrupted by
the superposition of other sources; in blind deconvolution, a source is corrupted by
time-delayed versions of itself.
For their experiments with the cocktail party problem, they discover the inversion
of a mixing matrix A ∼ Uniform([−1, 1]M ×N ) applied to 8KHz audio sources. They
use mini-batches of random 200-sample audio slices from the mixtures (M = 200). For
N = 5 speech sources, they report reaching a satisfactory unmixed solution after 20
training epochs (Figure 1.12b).
For blind deconvolution, they use similar hyper-parameters. In (Figure 1.13b (ad)), they show that attempting to deconvolve a speech signal that has not been corrupted yields a whitening filter that flattens the amplitude spectrum; this corresponds
to maximizing the information throughput of the channel. They also show promising
results for inverting filters representing a single echo and a series of decaying echoes.
Their results demonstrate the practicality of ICA for both blind source separation
and deconvolution. Inspired by this work, many researchers subsequently investigated
the problem of blind source separation using ICA with different domains and prob-
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(a) Problem definition

(b) Example solution. (a,e,i) corrupting filters, (b,f,j) ideal inverses, (c,g,k)
learned inverses, (d,h,l) inverted filters

Figure 1.13: Blind deconvolution addressed with ICA [Bell and Sejnowski, 1995]
lem formulations [Cichocki and Yang, 1996, Cardoso, 1997, Jang and Lee, 2003, Choi
et al., 2005]. More recently, ICA has fallen out of favor for blind source separation to
non-negative matrix factorization [Choi et al., 2005, Cichocki et al., 2006], a related
nonlinear method of recovering independent components.

1.2.3

Unsupervised representation learning for sound ensembles

Sections 1.2.1 and 1.2.2 cover applications where PCA and ICA are appropriate to the
tasks of speech coding and source separation. But what we can do to learn representative transforms for an ensemble of sounds with no particular downstream task in
mind?

Bell and Sejnowski

Using their aforementioned formulation of ICA from [Bell and

Sejnowski, 1995], Bell and Sejnowski [1996] venture to address unsupervised representation learning for audio. They remark that second-order methods, such as PCA,
ignore the phase structure of signals, “which contain all the informative temporal and
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(a) Example input slices

(b) Left: Directions of two randomly-selected PCA components, Right: Directions of
two randomly-selected ICA components

Figure 1.14: Basis functions from PCA and ICA for a high-redundancy sound ensemble [Bell and Sejnowski, 1996]
spatial coincidences which we think of as features”. These “features” they mention are
areas of interest such as an edge in an image or a transient in a sound waveform.
As a representative signal, they analyze time-domain recordings of a fingernail tapping on a tooth, presumably because such a signal is broadband, has short transients
and can be filtered to a particular frequency by shaping the mouth (Figure 1.14a).
They use random slices of M = 100 samples from 8kHz audio for training, recovering
N = 100 basis functions with both PCA and ICA. They note that resultant independent components resemble the sounds themselves, localized in time and frequency and
having similar temporal envelopes, bandwidths and center frequencies to the sources
(Figure 1.14b). In contrast to this, principal components reflect none of the phase
information in the signal, and are largely sinusoidal band pass filters.

Lewicki and Sejnowski

Lewicki and Sejnowski [2000] use independent component
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(a) Inharmonic environmental

(b) Animal vocalizations

(c) Human speech

Figure 1.15: Directions of independent components for three different sound ensembles [Lewicki, 2002]
analysis to discover sparse coding schemes for ensembles of natural sounds and measure the efficiency of their predictive distributions. Figure 1.15 shows a representative
subset of 8ms filters recovered by independent component analysis for three different
sound ensembles [Lewicki, 2002] For inharmonic environmental sounds (Figure 1.15a),
recovered filters resemble that of a wavelet transform localized in both frequency and
time. Filters recovered for animal vocalizations (Figure 1.15b) resemble sinusoidal
band-pass filters with little amplitude modulation reminiscent of the Fourier transform. Their learned representation for speech, which contains both resonant formants
and broadband plosives and sibilants, lies somewhere in between (Figure 1.15c).
They note that results are dependent on the size of the analysis window; for domains where phenomena occur at time scales smaller than the analysis window (such as
snapping twigs or rustling bushes in the inharmonic environmental sounds), statistical
regularities are more localized in time. For other ensembles, such as animal vocalizations, they remark that resultant filters are not localized in time as regularities occur on
a much larger timescale. They posit that 8ms covers relevant time scale for a “broad
range of auditory nerve fibers” and also captures most of the short-range temporal
correlations in the sound ensembles as revealed by auto correlation. They note that
representative codes should not be separated from the ensemble of signals that they
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(a) Top: DFT, Bottom: DWT

(b) Animal vocalizations

(c) Inharmonic environmental

(d) Human speech

Figure 1.16: Time-frequency localization analysis of explicit and principled transforms [Lewicki, 2002]
were learned to encode. Accordingly, they perform independent component analysis on
combined ensembles, demonstrating that directions of resultant components resemble
a more generalized Fourier-like representation.
To further analyze their learned representation, they extract centroids of the directions of independent components in both time and frequency and plot the results for
all ensembles (Figure 1.16). We find this analysis to be particularly revealing, clearly
demonstrating the learned tradeoffs in both domains and placing representations on a
loosely-defined spectrum between the DFT and DWT.

Jaitly and Hinton

Noting that deep belief networks have been demonstrated to

produce better representations than ICA, Jaitly and Hinton [2011] seek to learn representations for raw audio using stacked RBMs. They train an RBM with N = 120
hidden states to model M = 100 slices of speech (6.25ms at 16KHz ). The filters
they recover for speech (Figure 1.17a) are qualitatively similar to those recovered by
Lewicki [2002] (Figure 1.15c). They train a deep belief network to perform phoneme
recognition using their learned representation and domain-standard MFCC features,
demonstrating lower error rates with their learned transform. Unfortunately, they do
not directly compare to filters recovered by ICA. Furthermore, their approach is inef-
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(a) Time domain

(b) Frequency domain

Figure 1.17: Frequency and time domain of speech basis functions learned by an
RBM [Jaitly and Hinton, 2011]
ficient for generation as the RBM directly models joint distribution P (S, X) and must
be sampled by Monte Carlo methods to generate samples of posterior P (X | S).
We cover a few additional applications of raw audio representation learning [Hamel
and Eck, 2010, Sainath et al., 2015] applied to the supervised learning setting in Chapter 2.

1.3

Future directions

We have presented evidence that suggest the superiority of principled transforms over
engineered representations for information retrieval from sound ensembles. One critique of these methods is that they all depend upon fixed-length slices of audio. The
choice of window length is crucial to such analysis; Bell and Sejnowski [1996] and
Lewicki [2002] note that resultant transforms will not be localized in time if statistical
phenomena occur at a time scale larger than the analysis window. The transforms we
have covered can only be used in the variable-length setting by short-time application
(as in the STFT). Unlike for the Fourier transform, the filters of principled transforms
may be localized in time, making the choice of short-time hop size more dependent
upon the representation. We propose future work to investigate the possibility of
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variable-length transforms and the dependency of short-time hop size for fixed-length
methods.
Our primary motivation for the use of PCA and ICA over more expressive overcomplete representations is the immediate ability to apply the inverse transform for audio
synthesis. However, these methods do not reason about changes in transform domain
S over time, necessary to generate new audio sequences. Given a fixed transform,
we propose to model a short-time encoded ensemble of signals with an autoregressive model: P (St | S1 , S2 , . . . , St−1 ). Motivated by Chapter 3, we propose the use of
convolutional GANs to model this posterior distribution, yielding a latent space for
synthesis capable of generating variable-length sequences. For short-time resynthesis,
we have a further question we must answer: do overlap-add and overlap-save hold for
any complete, orthonormal transform or is there something special about the DFT?
Finally, we would like to derive some method of evaluating principled transforms
without measuring their performance on a supervised task. For undercomplete representations, such an evaluation might consist of measuring the ability of the transform
to faithfully encode a holdout test ensemble using mean squared reconstruction error.
This compressive ability could be weighted against the sparsity of the transform space
to further measure the reduction of redundancy. In future work, we would like to
formalize such an unsupervised evaluation.

1.4

Conclusions

We have presented an overview of several statistical techniques for finding efficient
transforms for raw audio. When presented with ensembles of related sounds, these
methods produce transforms that are specific to that domain and distinct from explicit
methods such as the DFT. Crucial to our explanation is the importance of higher-order
methods such as sparse coding and ICA, demonstrated to capture much more interesting features of natural audio ensembles than second-order methods such as PCA.
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PCA and ICA are particularly useful to resynthesis for musical purposes as they produce invertible bases, though intelligent generation of valid feature trajectories through
time remains elusive. Transforms covered here can be thought of as single-layer linear
neural networks, and more-informed representations may be crucial to performance on
downstream information retrieval applications with deep neural networks.

29

Chapter 2

Question I: Audio signal
processing with neural
networks
The dominance of deep learning on the task of image recognition [Krizhevsky et al.,
2012] has led to a renaissance for neural networks. This success was driven by multiple factors: 1) advent of convolutional neural networks (CNNs) [LeCun et al., 1989],
2) layer-wise pretraining of neural networks [Hinton et al., 2006] to combat vanishing
gradients [Hochreiter, 1991], and 3) increased computational power from parallel processing on GPUs [Raina et al., 2009]. As a result of more principled random weight
initialization [Glorot et al., 2011], methods for stabilizing output distributions of layers [Ioffe and Szegedy, 2015], and architectural improvements [He et al., 2016], deep
learning systems are increasingly trained end-to-end, replacing all components of cumbersome, expert-engineered systems.
Deep learning has led to significant improvements in digital audio signal processing, notably in the domain of speech recognition [Hinton et al., 2012, Amodei et al.,
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2016] (Section 2.1.1). Performance on musical information retrieval tasks such as music autotagging, pitch detection and choreography is also promising (Section 2.1.2).
Recently, CNNs have synthesized remarkably realistic audio samples (Section 2.1.3).
In this chapter, we cover these prior applications of deep learning to audio signal processing. We illuminate a hitherto uncelebrated connection between CNNs and filter
banks in Section 2.2, proposing a shared framework with mutual benefit. In Section
2.3, we discuss the primary challenges of translating innovations from image processing
literature to audio signal processing, asking if the dimensions of time and space can be
treated as equals.

2.1

Prior work

We present a selection of case studies for the application of neural networks to audio.
Our primary interests consist of two large and diverse classes of audio signals: speech
and music.

2.1.1

Speech recognition

Speech recognition is a canonical application for experimentation with neural network
architectures designed for the larger class of “sequence learning” problems. In one
of the earliest applications of neural networks to speech recognition, Waibel et al.
[1989] train a time delay neural network, a feed-forward simplification of recurrent
neural networks (RNNs), to recognize phonemes. They transform 12kHz raw audio
by a filterbank containing 16 filters with center frequencies spaced evenly on a Melscale [Stevens et al., 1937]. They implement this transform using a Hamming-windowed
short-time Fourier transform with window size of N = 256 (21ms) and stride of 10ms.
To better align with human perception, they scale amplitudes logarithmically. For
each 10ms timestep, they concatenate 7 frames of past and future context yielding
150ms frames centered at each point in time. They normalize each 15-frame slice by
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Figure 2.1: Early time-delay neural network acoustic model for speech recognition [Waibel et al., 1989]
subtracting the mean. Their network ingests 3 of these frames at a time, yielding
an input representation size of 3 × 15 × 16 or 720 coefficients (Figure 2.1). Such a
feature representation became ubiquitous in machine learning research for both speech
recognition and music information retrieval, despite contemporary arguments [Bengio,
1993]. On the task of phoneme recognition, their three-layer RNN yields high accuracy
when trained to discriminate between three distinct phonemes.
This early approach is an example of an acoustic model, typically used alongside an
associated language model in speech recognition systems. This dichotomy proves to be
effective; an acoustic model classifies sequences of phonemes in audio recordings and a
language model predicts plausible words or sentences from these phoneme sequences.
Such a system allows for independent research on both sides of the problem. Difficulties
with training RNNs, along with the success of hybrid Gaussian mixture model/hidden
markov model (GMM-HMM) [Juang et al., 1986] systems, led to dwindling interest on
the application of neural networks to speech recognition.
More recently, deep belief networks [Hinton et al., 2006] are found to outperform
GMMs as acoustic models creating hybrid DBN-HMM systems [Mohamed et al., 2012,
Hinton et al., 2012]. As suggested earlier by LeCun et al. [1995], convolution neu-
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Figure 2.2: Architecture of the Deep Speech 2 system used for English and Mandarin
large-vocabulary speech recognition [Amodei et al., 2016]
ral networks yield more effective acoustic models than standard feedforward neural
networks [Abdel-Hamid et al., 2012, Sainath et al., 2013]. With architectural improvements (notably the LSTM [Hochreiter and Schmidhuber, 1997]), RNNs are shown to
produce effective end-to-end models replacing both acoustic and language models of
hybrid speech recognition systems [Graves et al., 2013]. A key component of this endto-end approach is connectionist temporal classification (CTC) [Graves et al., 2006], a
dynamic time-warping method for modeling a conditional probability distribution over
all possible output sequences.
Modern large-vocabulary speech recognition architectures consist of a convolutional
frontend, several recurrent layers to aggregate information across larger time slices and
sequencing via CTC (Figure 2.2). Amodei et al. [2016] train such an architecture to
ingest power spectrograms from the DFT. They report state-of-the-art performance on
a slew of benchmark speech recognition tasks.
Inspired by the trend in computer vision to abandon preprocessing, some groups
are concurrently experimenting with 1D-convolutional front ends to ingest raw audio
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Figure 2.3: Recovered transforms from different training data [Sainath et al., 2015]
samples [Sainath et al., 2015]. They find improved performance over standard Melfrequency cepstral coefficients (MFCCs), noting that learned representations contain
more filters below 1kHz (Figure 2.3), a band understood to predominantly contribute
to speech intelligibility. They also note the emergence of interesting broadband filters
which may serve to more efficiently represent sibilants and plosives.

2.1.2

Music information retrieval

Music information retrieval (MIR) is a challenging research field as, unlike in speech
recognition, labels for standardized tasks such as genre classification and tagging are
often highly subjective. Additionally, “music” encompasses a much wider range of
signals than speech. Regardless, deep learning has shown promise for MIR tasks. We
address some examples of prior work in MIR for recorded audio which we consider to
be well-principled.

Genre classification

Hamel and Eck [2010] demonstrate the ability of deep belief

networks (DBN) [Hinton et al., 2006] to learn effective representations for musical audio. For 22kHz music, they train a three-layer DBN on the 513 coefficients comprising
the amplitude spectrum of the DFT with window length N = 1024. Using t-SNE
(Figure 2.4), they demonstrate that the 50-dimensional features learned by the DBN
may produce more favorable separation compared to engineered representations such
as MFCCs.
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(a) Legend

(b) DFT

(c) MFCC

(d) DBN

Figure 2.4: t-SNE visualizations of separation by engineered (DFT, MFCC) and unsupervised (DBN) feature representations for music audio [Hamel and Eck, 2010]
They provide further evidence of the strength of their learned feature representation
by training a non-linear support vector machine to perform genre classification using
different feature representations. The SVM trained on the DBN features achieved an
accuracy of 84.3%, compared to 79.0% for the same SVM trained on the MFCCs.
While most of the MIR literature chooses to embrace engineered representations such
as MFCCs or chroma features, we appreciate this paper’s attention to the matter of
choosing a low-level audio representation. However, we lament their neglect of phase
for reasons discussed in Chapter 1.

Transcription

Labels for other musically-related tasks such as pitch detection, chord

recognition and transcription may be less subjective than those for genre classification.
The task of chord recognition consists of identifying an implied chord from a recorded
sequence of tones with the possible presence of nonchord tones and no guarantee of
simultaneity. This problem exhibits significant class imbalance as major and minor
chords occur significantly more often in typical pop music datasets than more esoteric chords. To combat this, problem difficulty is often reduced by reducing the
number of classes to twenty-five: 12 major, 12 minor and one catch-all for “other”
chords. Humphrey and Bello [2012] train a CNN to recognize chords across five-second
constant-Q transformed spectrograms with a feature rate of 40Hz . Their network yields
state of the art accuracy on this task and also appears to be robust to transposition,
though their engineered feature representation and problem simplification leave much
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Figure 2.5: Pipeline for producing Dance Dance Revolution step charts from an acoustic
model paired with a choreography model [Donahue et al., 2017]
to be desired.
So far we have focused only on audio applications and ignored symbolic representations of music. For tasks such as transcription, human experts give importance to
not just what they hear in an audio signal but what they expect to hear based on
their understanding of music theory. Accordingly, a symbolic understanding of music may be crucial for making more-informed judgments in automatic transcription,
analogous to the popular acoustic and language model dichotomy found in speech
recognition. Boulanger-Lewandowski et al. [2012] demonstrate that an RNN-based
musical “language model”, trained to maximize the likelihood of piano roll encodings
for ground truth music datasets, paired with a frame-level “acoustic model” classifier
yields dramatic improvements in polyphonic transcription accuracy over the acoustic
model alone. In our previous work [Donahue et al., 2017], we show that a similar
pipeline consisting of an acoustic model and a choreography language model produces
convincing step charts for the Dance Dance Revolution videogame (Figure 2.5).
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Figure 2.6: Dilated, causal convolutions of the WaveNet model [Oord et al., 2016]

2.1.3

Autoregressive generation

The proliferation of engineered feature representations in machine learning for audio
may be evidence of a more fundamental issue in extracting information from audio
signals. Correlations across audio data may exist across prohibitively large windows
of time, increasing the complexity of discovering meaningful transforms. The receptive
fields of CNN filters, the length of time in the input signal which the filter effectively
observes, increase exponentially with depth as a result of typical decimation after each
layer. However, in addition to increasing the effective length of filter receptive fields,
decimation also removes meaningful temporal resolution. Dilated convolutions, originally proposed as an algorithm for implementing the discrete wavelet transform [Dutilleux, 1989], scale filter receptive field by time-scaling filters rather than by decimating
inputs. Yu and Koltun [2015] propose dilated convolutions for dense prediction tasks
in image processing, such as segmentation, where both spatial resolution and filter
receptive fields are important.
Oord et al. [2016] use dilated convolutions to train an autoregressive model of
raw audio (Figure 2.6), in which a distribution over future samples is determined
by previous samples. This task is clearly a dense prediction task, as the temporal
resolution of the predicted signal is the same as that of the input. For efficiency, they
use this model to estimate a distribution over only 256 possible sample values (8-bit
audio) at each time step. Given the low bit-depth of their model, generated samples
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Figure 2.7: Four-channel filter bank (Source: https://en.wikipedia.org/wiki/
Filter_bank)
are notably noisy. However, the samples appear to be remarkably coherent and reflect
long term structure for both music and speech.

2.2

1

Connections to filter banks

The connection between CNNs and filter banks is obvious but rarely-mentioned. In
Figure 2.7 we show an example of a four-channel polyphase filter bank. The term
polyphase implies that each band of the filter bank has a different phase and, if configured properly, can retain all of the information in the source signal. Indeed, if
Hn (z) = z 1−n and Fn (z) = z n−4 (simple delays), the filterbank in Figure 2.7 is equivalent to filter z −3 , as it simply splits then interleaves blocks of four samples with delay.
An equivalent convolutional neural network is one-dimensional with filter kernels of
length 4 and a stride of 4. Filter kernels are unit impulses with different offsets.
Much of the literature surrounding filter banks involves restricting the design of
finite impulse response (FIR) filters H(z), such that there are closed-form inverse filters
F (z) that lead to perfect reconstruction of inputs (allowing for delay and amplitude
scaling). For a filterbank with N bands, this amounts to designing some characteristic
bandpass filter H1 (z) with bandwidth 1/N , and choosing shifted/scaled copies of H2 (z)
1 https://deepmind.com/blog/wavenet-generative-model-raw-audio
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(a) Efficient filterbank implementation

(b) Resultant response of frequency bands

Figure 2.8: Discrete wavelet transform (Source: https://en.wikipedia.org/wiki/
Discrete_wavelet_transform)
that cover the rest of the spectrum. Such a structure is equivalent to a one-layer
convolutional autoencoder [Masci et al., 2011], though weights for autoencoders are
typically learned rather than explicit as the goal is compression (N < M , using the
notation from Chapter 1).
Further research in filter banks involves the use of infinite impulse response (IIR)
filters for H and F . Analogous structures (usually referred to as convolutional recurrent neural networks) have been preposed in machine learning literature [Keren and
Schuller, 2016]. However, these structures appear to needlessly convolute the notions
of CNNs and RNNs and fail to draw the connection to IIR filter banks.
The discrete wavelet transform is efficiently implemented by a recursive filterbank
(Figure 2.8a). Here, G and H are low- and high-pass filters which logarithmically
subdivide the frequency response of the bands (Figure 2.8b). The resultant bands are
reminiscent of the logarithmic frequency perception of the human auditory system. An
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analogous CNN could prove to be useful for audio signal processing, encouraging the
discovery of perceptually-informed filters.
Deep neural networks are known to be difficult to interpret [Lipton, 2016]. Zeiler
and Fergus [2014] suggests optimizing the weights of a “deconvolutional” neural network to project high-dimensional feature maps back to pixel space as a method for
inspecting responses to a particular image. What if we would simply like to inspect
the response of an individual neuron (convolutional filter)? Network interpretability
may be increased by simply testing the response of individual filters to a unit impulse
and inspecting the resultant impulse response function (feature maps), a well-known
technique in acoustics for analysis of black-box systems.
In summary, we propose four fundamental perspectives and extensions for convolutional neural networks in connection to filter banks:
1. A connection between FIR filter banks and classical CNNs
2. Further investigation of IIR CNNs for modeling time series data
3. CNN architecture inspired by the recursive filterbank of the discrete Wavelet
transform
4. Interpretability of deep CNN and RNNs by means of impulse response analysis

2.3

From computer vision to audition

The quantity of image processing applications of deep learning far exceeds that of
audio. Novel architectures and methods usually trickle down from vision to audition.
There are a variety of reasons for this, but a consequence has been the hasty application
of these approaches to audio tasks, usually by proxy of image-like audio spectrograms.
One of the promises of deep learning is the discovery of hierarchical feature representations that may prove to be more effective than expert-engineered solutions. For
the field of computer vision, this promise led to the abandonment of engineered feature
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representations in favor of learning representations from raw pixels. The same has not
held true for audio; only recently has even a small portion of research in computer
audition used raw-audio input.
One issue is that trends and dependencies exist across much larger receptive fields
for audio at common sample rates than for images at common resolutions. It may be
the case that this is primary obstacle for immediate application of image processing
techniques to fixed-length audio. As recent examples of supporting evidence, Pascual
et al. [2017] were able to reproduce for audio enhancement the results of Isola et al.
[2016] for related tasks in image translation simply by increasing filter receptive fields
by an order of magnitude. Oord et al. [2016] learned long-term representations of raw
audio by using dilated convolutions of enormous depth, vastly increasing filter receptive
fields while preserving temporal resolution. Sainath et al. [2015] learned effective rawaudio representations by learning the weights of a short-time transform, stacking results
into two-dimensional representations for further processing. It is possible that as image
resolution increases, necessitating larger filter receptive fields, such techniques will
become indispensable to both domains.
While dependencies may exist across long periods of time in natural audio recordings, it is clear that local correlations are also strong. One computationally-efficient
strategy (as modern hardware is optimized for two-dimensional convolution) for capturing both short and long-term dependencies in audio may be to naively reshape blocks
of audio from one dimension to two. In this two-dimensional representation, horizontal
convolution is equivalent to ordinary one-dimensional convolution, while vertical convolution is equivalent to a dilated one-dimesional convolution. As a concrete example,
64 samples of audio could be reshaped to an 8 × 8 grid. A 3 × 3 convolution now
corresponds to a local convolution of a sample and its neighbors across columns, and
a dilated convolution with a dilation factor of 8 across rows.
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2.4

Conclusions

We have examined prior work in digital audio signal processing using machine learning,
with an emphasis on the tasks of automatic speech recognition and music information
retreival. Identifying the potential for mutual benefit, we propose future work to
formalize a connection between CNNs and filterbanks. We examine a few case studies
revealing that convolutional neural networks are as fundamental and applicable to
raw audio as they are for images. This should come as no surprise, as filters have
always been crucial to audio signal processing. It appears to us to be only a matter
of technological coincidence that digital sampling rates for modern image and audio
recording systems must be handled differently by learning algorithms.
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Chapter 3

Question II: Generative
modeling of audio and music
Successful applications of deep learning have historically emerged from discriminative
tasks, such as mapping high-dimensional inputs to class labels. Recently, two powerful techniques have emerged for generative modeling using neural networks. Kingma
and Welling [2014] propose variational auto-encoders (VAEs), a stochastic extension
to auto-encoders which yields a generative decoder. Goodfellow et al. [2014] propose
generative adversarial networks (GANs), a technique leveraging the discriminative capabilities of neural networks as a means for training a generative model. Both models
seek to learn a function, or generative model, mapping vectors in a low-dimensional latent space to samples from a higher-dimensional space which match the characteristics
of the training data. Resultant functions, usually parametrized by a neural network,
have been shown to synthesize artificial but believable samples reflecting high-level
characteristics of the training data.
Latent spaces, mapped to high-dimensional samples by trained generative models, might have desirable properties for downstream tasks. Say, for example, that we
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(a) Two-dimensional observations

(b) Example energy function characterizing observation manifold

Figure 3.1: Energy-based view of manifold learning [LeCun, 2017]
wish to interpolate between recordings of two speakers saying the same sentence. If
we naively compute this interpolation on the high-dimensional recordings, summing
a linear combination of both speakers, interim results may be unintelligible and the
midpoint will simply be an equal-amplitude mix of both speakers. If we instead compute this linear interpolation over a latent space, feeding results to a generative model
trained to synthesize speech, we hope that interim results will be intelligible and sound
like a single speaker with style somewhere in between the first and the second.
More broadly, in generative modeling (a type of unsupervised learning) we aspire
to discover dependencies between dimensions in some high-dimensional space. If the
data has any structure, we expect that observations lie on a manifold, occupying some
unknown shape and volume. In Figure 3.1a, we see all possible two-dimensional observations of some hidden process. Clearly, knowledge of Y 1 gives some information about
Y 2 and vice versa, but simple regression may remove noise crucial to the perceptual
plausibility of the observations.
One intuitive strategy for characterizing the manifold might be to learn an energy
function that assigns low values to data on the manifold, and higher values elsewhere
(shown for two dimensions in Figure 3.1b). A challenge of an energy-based approach is
that, in order to learn the shape of the manifold, we must provide contrastive examples
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that push energy up in regions where observations are unlikely to lie. However, we
must know the shape of the manifold in order to be sure that we are generating useful
contrastive examples, creating a circular dependency.
Concretely, consider the set of all successive four-note melodies from the soprano
lines of Bach’s cantatas, normalized along the soprano tessitura. Each of these submelodies can be thought of as a vector in a discretized [0, 1]4 space. We first observe
that we cannot be sure if this set contains all possible four-note melodies Bach would
have written had he composed additional cantatas. We also observe that this set
is likely to differ significantly from the corresponding set extracted from the twelvetone music of Schoenberg. How can we characterize the shape of the manifold upon
which vectors from Bach cantatas might lie in a manner that avoids injecting expert
knowledge or enumerating transition probabilities between notes?
In this chapter, we begin by highlighting the differences between two promising
approaches for stochastic manifold learning using neural networks in Section 3.1. Of
these two, we motivate our preference for generative adversarial networks. In Section
3.2, we describe possible applications of GANs to audio and music, citing relevant
examples from image generation literature and the few existing applications to our
domain. Finally, in Section 3.3 we discuss some future applications of GANs in the
domains of audio that seem plausible given analogous results in images.

3.1

Stochastic latent space modeling using neural
networks

Both VAEs and GANs observe some dataset (x1 , x2 , ..., xN ) ∈ X ; N observations
assumed to be i.i.d. samples from a continuous random process. Observations xi ∈
X are usually, in practice, vectors in some high-dimensional space (X ⊂ Rh ), often
constrained to the unit hypercube [−1, 1]h .
The VAE approach assumes that observations are actually samples from a condi45

tional probability distribution xi ∼ Pθ? (x | z), conditioned on a hidden continuous
random variable z. In practice, vectors z ∼ Pθ? (z) are vectors in a lower-dimensional
space; z i ∈ Rl where l << h. With this formulation, both the marginal Pθ? (x) and
posterior Pθ? (z ∼ x) are intractable. In lieu of direct calculation, VAEs seek to jointly
approximate Pθ? (z | x) by Qφ (z | x), a stochastic encoder, and Pθ? (x | z) by Pθ (x | z),
a stochastic decoder. The encoder is composed as an MLP whose outputs are interpreted as the mean and variance of a multivariate Gaussian distribution approximating
the variational posterior Qφ (z | xi ). A sample z (i,l) ∼ Qφ (z | xi ) is drawn from this
posterior, and an MLP decoder yields Pθ (xi | z (i,l) ), the reconstruction of xi . Samples
from the variational encoding posterior, Qφ (z | xi ), are used to minimize both the
KL-divergence from marginal Pθ (z). Samples from the variational decoding posterior,
Pθ (xi | z (i,l) ), are used to minimize negative log likelihood of real data xi .
Training deep generative models using maximum likelihood estimation and related
approaches, as performed by the aforementioned VAEs, requires approximating intractable probabilistic computations with sampling. Techniques for doing so are rigid
and constrain the class of models trainable with such approaches, discouraging extension. Noting this, Goodfellow et al. [2014] propose generative adversarial networks, an
approach that sidesteps such approximations.
While VAEs assume that the items from the real data distribution are samples of
Pθ? (x | z) conditioned on some hidden random process, GANs instead assume that
Pθ? (x) is characterized by a noisy prior PZ (z). GANs seek generative models G(z; θG )
where G : Z 7→ X . To find such a model, GANs leverage the known discriminative
capabilities of deep neural networks, pitting generator model G against discriminative
model D : X 7→ [0, 1]. Discriminator D is shown examples from training data xi ∈ X
as well as synthetic examples G(z i ) ∈ X . GANs train D to maximize the probability
of assigning a score of 1 to real examples and a score of 0 to fake examples, formulated
as a value function for a two-player minimax game:

46

min max V (G, D) = Ex∼Pr [log D(x)] + Ez∼Pz [log 1 − D(G(z))].
G

D

(3.1)

The GAN approach simultaneously addresses the aforementioned circular dependency; the discriminator learns the shape of the manifold, while the generator learns to
produce informative contrastive examples that are close to but likely not exactly on the
true manifold. Energy-based formulations of the GAN algorithm converge at a point
when the generator and discriminator reach a Nash equilibrium [Zhao et al., 2017]. As
a maximum-likelihood approach, converged VAEs will assign high probability to real
input data, but they also may assign high probability to blurry versions of real input
data. GANs attempt to avoid assigning high probability to images that have some
obvious inconsistency, such as being blurry, but may consequently avoid assigning high
probability to the actual training data.
GANs are primarily attractive due to the flexibility of the approach. Architectural
innovations from research in classification can be immediately used in the GAN context
without modification. The initial configuration in [Goodfellow et al., 2014] composed
the generator and the discriminator as multi-layer perceptrons, however Gulrajani et al.
[2017] demonstrate that the GAN approach can be used to train massive, 100-layer
ResNet [He et al., 2016] models from scratch.
As suggested by Goodfellow et al. [2014] and verified by Mirza and Osindero [2014],
we can augment GANs to factor out a known (labeled) source of variance from the
dataset. More formally, we can train a conditional generative model Pθ? (x | z, c) where
z captures all sources of variance except for that provided by c. Conditional GANs
(cGANs) have led to some of the more practical applications of GANs to date. This
flexibility is the primary reason for our interest in GANs and why we favor them over
other stochastic generative approaches.
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Figure 3.2: DCGAN generator [Radford et al., 2016]

3.2

GANs for generating audio and music

We begin our investigation of GANs for generating audio and music by highlighting
relevant strategies from the domain of image synthesis. Following this, we present a
discussion of sequential extensions to the adversarial framework, including prior work
in the domains of audio and music.

3.2.1

Relevant GAN strategies for generating images

The initial GAN paper [Goodfellow et al., 2014] uses MLPs for both the generator
and discriminator producing reasonable but uninspiring results. They also show results using a convolutional generator and discriminator, but the images are noisy and
incomprehensible. Radford et al. [2016] adopt three interim advancements in CNN architecture (Figure 3.2) leading to striking results (Figure 3.3): 1) strided convolutions
in favor of spatial pooling [Springenberg et al., 2014], 2) elimination of fully connected
layers, and 3) batch normalization [Ioffe and Szegedy, 2015]. The success of DCGAN
has led to the ubiquity of convolutional architectures for GANs.
Mirza and Osindero [2014] confirm that conditioning the generator and discriminator of GANs on a known source of variance (cGANs), demonstrated for digit labels
from a handwritten digit dataset, can remove this source of variance from the latent
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(a) Bedrooms

(b) Faces

(c) Album covers

Figure 3.3: Synthesized samples from DCGAN generators trained on various
datasets [Radford et al., 2016]
representation. Therefore, the latent space of such a conditioned generator can be
thought to capture the “style” of a given writer, all other sources of variance outside
of the intended digit. Odena [2016] propose a semi-supervised extension of GANs,
where the discriminator outputs either “fake” or a real class label. Odena et al. [2016]
also propose a combination of cGANs and the semi-supervised setting. All of these
techniques exploit labeled training information to enrich the representations and downstream usability of GANs by factoring out known sources of variance from the latent
space.
Isola et al. [2016] take the idea of cGANs a step further, using full-resolution images
as conditioning information. The architecture, dubbed pix2pix, is demonstrated on a
variety of image “translation” tasks, where an image from one domain is mapped to a
corresponding image in another domain. The pix2pix generator ingests the conditioning image and performs strided convolutions with increasing channel depth, downsampling the image by a factor of 2 at every layer. The end result is a 1024-dimensional
latent space where all spatial arrangement has been removed. The generator then iteratively upsamples this bottleneck representation, applying strided convolutions until
the resolution and channel depth is that of the desired output image. The authors note
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that for the tasks they consider, input and output images differ in surface appearance
but share underlying structure. Accordingly, they design their generator to be able
to shuttle low-level spatial information across the bottleneck (Figure 3.4a). The discriminator observes either a matched pair of images from the training data [c; x], or a
source image and the source translated by the generator [c; G(c)] (Figure 3.4b). For
image translation tasks with strong spatial correlation across the two domains, pix2pix
produces striking results (Figure 3.4c).

(a) pix2pix “U-Net” generator

(b) pix2pix discriminator

(c) Trained pix2pix samples

Figure 3.4: pix2pix GAN strategy [Isola et al., 2016]
While convolutional approaches are indeed sequential, computation requires fixed
windows. Consequently, they can only aggregate information within a single window.
However, convolutional approaches can be massively parallelized and computed over
extremely large windows. This advantage has recently led CNNs outperforming re-
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current neural networks (RNNs) on tasks where RNNs traditionally dominate, such
as machine translation [Gehring et al., 2017]. It seems possible that CNNs might
eclipse more explicitly sequential methods in the long run. Nonetheless, a handful of
papers have addressed the integration of sequential architectures such as RNNs into
the adversarial framework.

3.2.2

Sequential GANs

Denton et al. [2015] propose the earliest sequential extension of GANs. Their approach trains multiple generators and discriminators to act at different resolutions,
combining upsampled low-frequency information from low-resolution scales with the
higher-frequency information from high-resolution scales. The benefit of such an approach is to capture the global structure of an image at low-resolution, and “fill in
the details” to produce a high-resolution version. Such a strategy may prove to be
effective for audio where sample rates are typically high, necessitating larger receptive
fields for generation. Another take on this idea attempts to generate backgrounds
and foregrounds sequentially [Yang et al., 2017]. Im et al. [2016] propose a different
sequential approach, in which the optimization of image pixels towards some target
objective is unrolled in a generator. Their example performs the popular image style
transfer approach of [Gatys et al., 2016]. All of these approaches induce an arbitrary
“sequence” over multiple spatial scales in order to iteratively generate images with
cohesive structure. They use sequencing as a proxy for generating higher-quality static
samples, rather than for learning to generate sequential data.
Few papers address generative modeling of truly sequential data using GANs. Observing this, it was our intuition that the GAN approach had trouble training RNNs
due to some manifestation of the vanishing gradients problem. However, Yu et al.
[2017] state that this is not the case. Rather, they state that the difficulty comes from
two sources: 1) GANs are designed to work on continuous data and gradient-based
updating of a generator has little meaning for discrete tokens, and 2) GANs are unable
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Figure 3.5: SeqGAN reinforcement learning strategy [Yu et al., 2017]
to assign a score to a partially-complete sequence. In lieu of typical RNN sequence
model, Yu et al. [2017] propose treating the problem of generating sequences as a sequential decision-making process using reinforcement learning (Figure 3.5). Here, a
state is a sequence in progress, an action is producing the next token, and a reward
signal is provided by the discriminator. Accordingly, the generator is a continuous
stochastic policy, and they use Monte Carlo search to approximate the reward for taking a particular action. For text generation, they demonstrate that their algorithm
outperforms an LSTM autoregressive model trained via maximum likelihood. For music generation, they train on monophonic melodies from the Nottingham dataset of
folk songs, reporting improved performance over the LSTM on both a discrete-pitch
and continuous-pitch version of the task.
This early approach, combining reinforcement learning with GANs in the discrete
setting, is under continuous iteration by the research community and may be premature
for more application-oriented research. As such, in subsequent sections we will focus
on continuous representations for our intended applications.

3.2.3

GANs for audio

When I began investigating adversarial networks for audio synthesis, there was no
existing prior work on this topic. Noting the particular success and applicability of
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Figure 3.6: Text-to-speech using 1D pix2pix. Top: Input phoneme encoding, Middle:
pix2pix generator output, Bottom: Ground truth
the pix2pix technique, I ventured to address similar tasks in the audio domain. The
architecture I designed was nearly identical to that of pix2pix, except that I replaced
the 2D strided convolutions with 1D strided convolutions, increased the filter widths
from 5 to 11. Instead of ingesting 256x256 pixel images, I used 16,384 raw-audio
samples at a sample rate of 16kHz . To accommodate this longer axis, I chose to stride
convolutions by 4 instead of 2 to increase decimation per layer.
Using this setup, I tried a handful of problems I deemed to be well-adapted to
the pix2pix strategy. Among these initial experiments, I experienced promising early
results for text to speech. I selected random 16384-sample snippets from TIMIT [Garofolo et al., 1993], a speech dataset with phonemes annotated at the sample level. As the
simplest possible encoding, I chose to represent each phoneme as a different amplitude
level, analogous to the colored labels in the facade generation experiment from [Isola
et al., 2016]. The resultant waveforms sounded like “robotic” speech, not unlike results
from early digital speech synthesis approaches. The outputs were not by themselves
intelligible, though they became slightly recognizable when played in context of the
target audio. Sample waveforms are displayed in Figure 3.6.
Among other applications, I found early results for speech enhancement to particu-

53

Figure 3.7: Speech enhancement using 1D pix2pix. Top: Corrupted speech, Middle:
pix2pix generator output, Bottom: Ground truth
larly promising. By corrupting clean speech snippets with multi-variate Gaussian FIR
filters of random length and applying random amounts of gain, I created a corrupted
dataset with matched pairs of input and output data. I then trained the 1D pix2pix
model to blindly invert corruption. The model learned to perform this task convincingly (Figure 3.7). Before I could summarize these results, a nearly identical version
of this model (trained to denoise instead of decorrupt) was published by Pascual et al.
[2017]. Their approach is similar to the one I used, except that they used 2-strided
convolutions and twice as many layers, with filter lengths of 31.
I continued to investigate GANs for speech, reverting to an even simpler version
of the problem. I found it curious that, despite the overwhelming application of fully
unsupervised GANs to images, I could find no such examples for speech. Using the
same architecture of the decoder I used for my 1D pix2pix experiments, I attempted
to synthesize raw-audio speech from a latent space representation using GANs. These
early results were again encouraging (Figure 3.8), yielding still-robotic vocal timbres
but with a hint of speaker diversity.

1

As expected, no intelligible phrases or words

arose out of the latent space representation. The problem formulation I chose relied
1 https://drive.google.com/open?id=0B39A_Ur1O27Ed0o5cnpKTUhJLWc
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Figure 3.8: Unsupervised speech snippets from 1D convolutional generator trained on
TIMIT

Figure 3.9: Cross-domain representation learning of images and audio [Chen et al.,
2017]. Top: Images synthesized from instrument audio, Bottom: Audio spectrograms
synthesized from performance images
on the latent space to capture not only the style of the result, but the verbal content.
In Section 3.3.2, I outline a version of this experiment decomposing the variance from
known symbolic utterances from the rest of the latent space.
One other paper addresses generation of audio using GANs. Chen et al. [2017]
propose a model to discover cross-domain representations for images and sounds. In
their sound-to-image generator, they encode spectrogram representations of audio as
conditioning information concatenated with a latent vector. This representation is
upsampled with strided convolutions to the dimensionality of an image. Their discriminator sees images from the ground truth as well as the conditioning sound vector
in order to determine if the example is real or fake. They also propose an analogous
image-to-sound architecture. Results from both are shown in Figure 3.9.

3.2.4

GANs for music

Mogren [2016] sidesteps the incompability of GANs and discrete data by modeling music as continuous 4-tuples of (tone length, frequency, velocity and ∆-time). Polyphony
is encoded in this representation by setting ∆-time equal to zero. They use a bidi-
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Figure 3.10: Excerpt from C-RNN-GAN strategy [Mogren, 2016]
rectional RNN discriminator and a unidirectional generator, allowing for generation
by simple greedy sampling. Unfortunately, they do not mention how many steps of
unrolling they use for backpropagation through time. They employ a strategy called
freezing [Salimans et al., 2016], pausing updates to the discriminator or generator when
one eclipses the performance of the other. They train on unspecified “classical music”
MIDI data. To evaluate their approach, they compare rough statistics from the training data to a corpus of music produced by their generative model. They find that
while statistics such as amount of polyphony, scale consistency, subsequence repetition
and dynamic frequency range are consistent between the real data and generated output, an informal listening test demonstrates that generated output is not yet musically
coherent (Figure 3.10).

3.3
3.3.1

2

Proposed experiments
Audio super-resolution

Convolutional neural networks are demonstrated to outperform traditional sparse coding approaches for image super-resolution [Dong et al., 2016]. Shi et al. [2016] propose
an alternative “efficient sub-pixel convolutional neural network” (ESPCN) architecture
(Figure 3.11). When upsampling by a factor of L, a layer of ESPCN interleaves the
2 http://mogren.one/publications/2016/c-rnn-gan/
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Figure 3.11:
ESPCN upsampling
layer [Shi et al., 2016]

Figure 3.12: Demonstration of issue with MSE-based approaches [Ledig
et al., 2016]

samples of L2 feature maps from the previous layer. A shrewd observer might recognize this as a polyphase representation [Smith, 2011], an indispensable technique in
multi-rate signal processing.
The analogous problem in audio is usually referred to as bandwidth extension [Ekstrand, 2002]. Neural network-based approaches have been proposed for speech [Li
and Lee, 2015], but with unconvincing performance using simple models. Recently,
Kuleshov et al. [2017] propose a modified version of the pix2pix [Isola et al., 2016]
“U-Net” generator, using larger filter widths and the ESPCN polyphase architecture.
They train this network to minimize the L2 distance between snippets of original source
audio and decimated copies upsampled by their method.
We make a few observations about their approach. First, they needlessly upsample (to 16kHz ) the downsampled (4kHz ) audio in order to “fit” the problem to the
pix2pix framework. There is no reason to perform this upsampling before ultimately
downsampling once more. Second, they use an MSE approach to train their network.
Ledig et al. [2016] posit that MSE-based solutions often produce overly-smooth results
(Figure 3.12), placing high likelihood on averaged (low-frequency) solutions. Third,
when creating the training data from full-rate signals, the authors note that downsampling without first low-passing ultimately leads to better results for their superresolution model. Initially, this may look to betray intuition from signal processing.
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However, upon closer inspection it may in fact produce an easier task for a learningbased approach, especially for an MSE-trained model. Absence of low-pass filtration,
frequencies above the resultant Nyquist are aliased into base band when downsampling. In some sense, this means that the out-of-band information is still retained but
conflated with the information originally in the base band. MSE may be more capable
of separating the blended high-frequency information than to reimagine it.
With these observations in mind, we propose an experiment to perform audio superresolution using GANs. We will initially try an asymmetrical version of the architecture
from [Kuleshov et al., 2017], eliminating needless upsampling. Our main goal is to
test whether or not aliasing downsampling outperforms non-aliasing downsampling in
the GAN context. We find it difficult to predict which approach will yield better
performance, though analogous approaches in image super-resolution [Ledig et al.,
2016] use non-aliased downsampling.

3.3.2

Conditional speech synthesis

Mirza and Osindero [2014] propose conditional GANs (cGANs) to disentangle known
factors of variation from the latent space of GANs. We propose applying cGANs to
the task of text-to-speech, similar to that proposed in Figure 3.6 but without requiring
sample-level phoneme labels.
First, we pretrain an RNN sequence-to-sequence model [Sutskever et al., 2014] on
phoneme sequences from the TIMIT dataset. We use this model as a variable-length
autoencoder; an encoder RNN is trained to create dense, fixed-length embeddings from
the variable-length phoneme sequences and a decoder RNN is trained to reconstruct
the input sequence from the embedding. This encoder/decoder act as an RNN language
model which we pair with a convolutional acoustic model (Section 2.1.1).
To generate realistic audio sequences, we propose a semi-supervised DCGAN [Odena,
2016]. The semi-supervised setting makes the discriminator’s job more difficult; it must
guess not only “real” or “fake” but detect the actual phonemes or “fake”. We use both
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Figure 3.13: Proposed architecture for applying cGAN to text-to-speech
halves of the sequence-to-sequence encoder; the (fixed-weight) encoder is used to generate a fixed-length conditional embedding for the DCGAN generator, and the decoder
is used to decode an acoustic embedding produced by the discriminator 3.13 with an
additional phoneme token representing “fake” (Figure 3.13). We propose a modified
version of connectionist temporal classification [Graves et al., 2006] for updating the
generator and the discriminator in this sequential, semi-supervised setting.
By pairing a pretrained language model with an acoustic model, we simplify the
generator’s job by disentangling speech content from its latent space. Our hope is that
the generator will learn to use its latent space to represent speech style and prosody
and generate more speaker diversity than we saw in our previous experiments (Section
3.2.3).

3.4

Conclusions

We have motivated the use of GANs as our preferred technique for generative modeling based on their ability to capture dependencies in the training data, their emphasis
on generating realistic examples in contrast to comparable maximum-likelihood approaches, and their ease of use and flexibility. As GANs are a relatively new technique,
only introduced in 2014, we have managed in this question to outline all published
applications for audio and music in addition to some of our own unpublished work.
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We note that methodology for modeling discrete sequential data using GANs is still
in infancy, limiting applications for symbolic music. For the time being, we favor applications that can be addressed with fixed-window convolutional approaches. Finally,
we have proposed two reasonable applications of GANs to audio signal processing for
the high-impact problems of audio super-resolution and text-to-speech.
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