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AGENDA 

 
Research presentations, posters and demos will occur on the second day of our annual meeting - October 19thth. The meeting 
will be held in the Paul G. Allen Center for Computer Science & Engineering. 

 

Wednesday, October 19 - Research Overviews, Talks, Demonstrations, and Posters 

This day will begin with a state-of-the-department overview that includes initiatives and research begun over the past year. 
The bulk of the day will consist research talks (in parallel tracks), a working lunch, time for industry feedback sessions, and 
will wrap up with an open house reception and lab tours with poster presentations and demonstrations. The day will allow our 
affiliates to meet many of our students at the talks and demonstration/poster sessions. 
 
Seattle’s Madrona Venture Partners has awarded the Madrona Prize for the past nine years to students participating in UW 
CSE’s Open House whose research work shows the greatest potential for commercialization. The People’s Choice Award, for 
which attendees vote for their favorite projects, will also be awarded. Please join us at the open house for this year's award 
winners. 
 

10:00 - 
10:30am Coffee and Registration Paul G. Allen Center, Gates Commons, Room 691 

10:30 - 
11:10am 

Welcome and Overview  
Ed Lazowska and Hank Levy 
+ various faculty on research 
areas 

Paul G. Allen Center, Gates Commons, Room 691 

11:15am - 
12:20pm Break-out topics: Session I Paul G. Allen Center, Rooms 305, 403, and 691 

12:25 - 1:30pm Lunch + Keynote Talk  Paul G. Allen Center, Microsoft Atrium 
1:30 - 2:35pm Break-out topics: Session II Paul G. Allen Center, Rooms 305, 403, and 691 
2:40 - 3:45pm Break-out topics: Session III Paul G. Allen Center, Rooms 305, 403, and 691 
3:50 - 4:55pm Break-out topics: Session IV Paul G. Allen Center, Rooms 305, 403, and 691 

5:00 - 7:45pm Open House: Reception and lab 
tours (with posters and demos) 

Paul G. Allen Center, Microsoft Atrium and 
various labs throughout the building 

7:15 - 7:45pm Program Paul G. Allen Center, Microsoft Atrium 

  

 

 
Session I 

• Accessibility(CSE 305) 
o 11:15-11:20: Introduction and Overview, Richard Ladner 
o 11:20-11:40: Equitable pedestrian wayfinding, Anat Caspi  
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As pedestrians, we each experience the built environment differently. Our physical abilities 
greatly impact our access to the world and resources around us. Equitable pedestrian wayfinding 
is crucial for a barrier-free city, where people with different abilities can independently access 
customized, relevant, and up-to-date routing information. Pedestrians present heterogeneous 
information requirements consisting of static and transient information ranging from elevation 
changes to curb ramps to transient sidewalk surface conditions. However, such data, including the 
location of sidewalks, are generally unavailable in a user-consumable format. Moreover, existing 
routing solutions primarily optimize for distance, offering routes with steep inclines that are 
unusable by many manual wheelchair users. A data model for equitable pedestrian wayfinding 
must flexibly support an annotated pedestrian network: a connected graph model that can be 
visualized and populated with data to parametrize a personalizable cost function. In this talk, we 
will present a set of capabilities (some existing, some in progress) that enable ability-based 
pedestrian routing. 
The Taskar Center for Accessible Technology (TCAT) at the University of Washington 
Department of Computer Science & Engineering develops and deploys technologies that increase 
independence and improve quality of life for individuals with motor and speech impairments.  

o 11:40-12:00: Making K-12 CS Education Accessible, Richard Ladner and Lauren Milne  
In this talk we give the background on the Computer Science for All Initiative proposed by the 
White House in January 2016. We review the demographics and needs of students with 
disabilities in K-12 and present a summary of current accessible tools and curricula for these 
children. We then present our research on making block languages accessible on touch screens 
for children in K-5.  

o 12:00-12:20: An ASL to English Dictionary the Improves with use, Richard Ladner 
Students learning American Sign Language (ASL) have trouble searching for the meaning of 
unfamiliar signs. ASL signs can be differentiated by a small set of simple features including hand 
shape, orientation, location, and movement. In a feature-based ASL-to-English dictionary, users 
search for a sign by providing a query, which is a set of observed features. Because there is 
natural variability in the way signs are executed, and observations are error-prone, an approach 
other than exact matching of features is needed. We propose ASL-Search, an ASL-to-English 
dictionary that adapts to users' queries to improve search over time.  
 

• Computing for Development (CSE 403) 
o 11:15-11:20: Introduction and Overview, Richard Anderson  
o 11:20-11:40: Security of Mobile Apps for Financial Services, Fahad Pervaiz 

Digital money drives modern economies, and the global adoption of mobile phones has enabled a 
wide range of digital financial services in the developing world. Where there is money, there 
must be security, yet prior work on mobile money has identified discouraging vulnerabilities in 
the current ecosystem. Our work explores how real are these problems through large scale 
analysis of existing financial apps. Furthermore, we conducted series of interviews with 
developers and designers in Africa and South America to have better understanding of their 
security practices.  

o 11:40-12:00: Crowdsourcing text transcription in developing countries, Aditya Vashistha  
Speech transcription is an expensive service, with high turnaround time for audio files containing 
languages spoken in developing countries and regional accents of well-represented languages like 
English. We present Respeak — a voice-based, crowd-powered system that capitalizes on the 
strengths of crowdsourcing and automatic speech recognition (instead of typing) to transcribe 
such audio files. We created Respeak and optimized its design through a series of cognitive 
experiments. We deployed it with 25 college students in India who completed 5464 micro-
transcription tasks, transcribing 55 minutes of widely-varied audio content, and collectively 
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earning USD 46 as mobile airtime. The system aligned the transcript generated by five randomly 
selected users to transcribe audio files with a word error rate (WER) of 10.6%. The cost of speech 
transcription was 0.83 USD/minute with a turnaround time of 39.8 hours, substantially less than 
industry standards. Our findings suggest that Respeak improves the quality of speech 
transcription while enhancing the earning potential of low-income populations in resource-
constrained settings.  

o 12:00-12:20: Community Cellular, Kurtis Heimerl  
Despite the narrative of ubiquitous cellular coverage throughout the world, hundreds of millions 
of people still remain outside the range of traditional networks. The reason for this is primarily 
economic; incumbents cannot profitably serve the most rural parts of the world. Our solution for 
this is a new network architecture called a Community Cellular Network (CCN). CCNs are 
owned and operated by local agents who are able to more efficiently operate and maintain 
infrastructure in their communities. We describe and example CCN system and our current and 
future deployments of CCNs.  
 

• Totally Cool Research in Vision and Graphics (CSE 691) 
o 11:15-11:20: Introduction and Overview, Brian Curless 
o 11:20-11:40: Dreambit, Ira Kemelmacher-Schlizerman  

I'll describe and demo the Dreambit system that lets one imagine how they may look with 
different hairstyles, hair colors, hats, etc. just from a single photo.  

o 11:40-12:00: Realistic Editing of Indoor Spaces, Edward Zhang 
Many compelling virtual and augmented reality experiences involve photorealistic rerendering of 
real-world scenes. However, the most exciting VR/AR applications also involve changing the 
scene (adding virtual objects, removing real objects or changing the properties of existing 
objects). While existing capture systems can give highly photorealistic results, they cannot 
support these meaningful scene edits. We present a system that takes as input an RGBD video 
sequence of an indoor scene, and creates a complete description of an "empty room" scene model. 
This scene model enables realistic scene edits, allowing us to not only render the room devoid of 
all clutter, but also to add furniture, change material properties, and even to relight the scene, all 
with realistic global illumination effects.  

o 12:00-12:20: Making Object Detection Useful, Joseph Redmon  
Object detection algorithms are increasingly accurate but also increasingly computationally 
expensive. We focus on making object detection useful by looking at two main questions: "how 
can we make detection more efficient by design?" and "how can we take existing algorithms and 
scale them down even further?". Two years ago, object detection took 20 seconds per image on a 
2,500 core GPU. Now, we can do it in 30 milliseconds on a desktop CPU. This opens up a range 
of applications for object detection on mobile devices and low-power, embedded systems.  
 
 

Session II 
 

• Systems, Architecture, and Networking (SANE) Session 1 (CSE 305) 
o 1:30-1:35: Introduction and Overview, Xi Wang 
o 1:35-1:55: Diamond: Automating Data Management and Storage for Wide-area, Reactive 

Applications, Irene Zhang 
Users of today's popular wide-area apps (e.g., Twitter, Google Docs, and Words with Friends) no 
longer save and reload when updating shared data; instead, these applications are reactive, 
providing the illusion of continuous synchronization across mobile devices and the cloud. 
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Achieving this illusion poses a complex distributed data management problem for programmers. 
This talk presents the first reactive data management service, called Diamond, which provides 
persistent cloud storage, reliable synchronization between storage and mobile devices, and 
automated execution of application code in response to shared data updates. We demonstrate that 
Diamond greatly simplifies the design of reactive applications, strengthens distributed data 
sharing guarantees, and supports automated reactivity with low performance overhead.  

o 1:55-2:15: Just Say NO to Paxos Overhead: Replacing Consensus with Network Ordering, 
Jialin Li  
Distributed applications use replication, implemented by protocols like Paxos, to ensure data 
availability and transparently mask server failures. This paper presents a new approach to 
achieving replication in the data center without the performance cost of traditional methods. Our 
work carefully divides replication responsibility between the network and protocol layers. The 
network orders requests but does not ensure reliable delivery -- using a new primitive we call 
ordered unreliable multicast (OUM). Implementing this primitive can be achieved with near-zero-
cost in the data center. Our new replication protocol, Network-Ordered Paxos (NOPaxos), 
exploits network ordering to provide strongly consistent replication without coordination. The 
resulting system not only outperforms both latency- and throughput-optimized protocols on their 
respective metrics, but also yields throughput within 2% and latency within 16 us of an 
unreplicated system -- providing replication without the performance cost.  

o 2:15-2:35: Push-Button verification of File Systems via Crash Refinement, Helgi 
Sigurbjarnarson 
The file system is an essential operating system component for persisting data on storage devices. 
Writing bug-free file systems is non-trivial, as they must correctly implement and maintain 
complex on-disk data structures even in the presence of system crashes and reorderings of disk 
operations. This talk presents Yggdrasil, a toolkit for writing file systems with push-button 
verification: Yggdrasil requires no manual annotations or proofs about the implementation code, 
and it produces a counterexample if there is a bug. Yggdrasil achieves this automation through a 
novel definition of file system correctness called crash refinement, which requires the set of 
possible disk states produced by an implementation (including states produced by crashes) to be a 
subset of those allowed by the specification. Crash refinement is amenable to fully automated 
satisfiability modulo theories (SMT) reasoning, and enables developers to implement file systems 
in a modular way for verification. With Yggdrasil, we have implemented and verified the Yxv6 
journaling file system, the Ycp file copy utility, and the Ylog persistent log. Our experience 
shows that the ease of proof and counterexample-based debugging support make Yggdrasil 
practical for building reliable storage applications.  
 

• Programming Languages (PLSE) Session 1 (CSE 403) 
o 1:30-1:35: Introduction and Overview, Ras Bodik 
o 1:35-1:55: Data Structure Synthesis, Calvin Loncaric 

Many applications require specialized data structures not found in the standard libraries, but 
implementing new data structures by hand is tedious and error-prone. This paper presents a novel 
approach for synthesizing efficient implementations of complex collection data structures from 
high-level specifications that describe the desired retrieval operations. Our approach handles a 
wider range of data structures than previous work, including structures that maintain an order 
among their elements or have complex retrieval methods. We have prototyped our approach in a 
data structure synthesizer called Cozy. Four large, real-world case studies compare structures 
generated by Cozy against handwritten implementations in terms of correctness and performance. 
Structures synthesized by Cozy match the performance of handwritten data structures while 
avoiding human error.  
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o 1:55-2:15: Programming by Demonstration for Web Scraping, Sarah Chasins 

Although more and more data is available on the web every day, existing tools for non-coders are 
not sufficient to scrape many of the large and complicated datasets represented online. We are 
building a new tool that combines existing work on wrapper induction and our own work on 
robust record and replay to help non-programmers build custom scraping scripts. We use PBD 
techniques to produce draft programs based on a user's demonstration of how to scrape the first 
row of a dataset. These draft programs can already collect datasets that no previous end-user tool 
could scrape. Next, we plan to express these programs in an accessible visual language that 
allows non-programmers to read and edit their scripts. We hope this will empower users to 
produce an even wider array of customized web automation scripts.  

o 2:15-2:35: Synthesizing Structurally Rich SQL Queries from Input-Output Examples, 
Chenglong Wang 
Relational databases have a wide range of users in different fields, and many of them are non-
professional programmers who constantly suffer from querying databases using SQL queries. In 
order to help end-users to formulate SQL queries, we propose a programming-by-example system 
for SQL that synthesizes SQL queries from input-output examples provided by end-users. Our 
system is developed based on a efficient synthesis algorithm using abstract enumerative search, 
which scales well to solve over hundred real world benchmarks collected from online help forum 
Stack Overflow.  
 

• Innovations in Mobile Systems (CSE 691) 
o 1:30-1:35: Introduction and Overview, Shyam Gollakota 
o 1:35-1:50: Bringing Internet Connectivity to Implanted Devices, Vikram Iyer  

We introduce inter-technology backscatter, a novel approach that transforms wireless 
transmissions from one technology to another, on the air. Specifically, we show for the first time 
that Bluetooth transmissions can be used to create Wi-Fi and ZigBee-compatible signals using 
backscatter communication. Since Bluetooth, Wi-Fi and ZigBee radios are widely available, this 
approach enables a backscatter design that works using only commodity devices. We build 
prototype backscatter hardware using an FPGA and experiment with various Wi-Fi, Bluetooth 
and ZigBee devices. Our experiments show we can create 2–11 Mbps Wi-Fi standards-compliant 
signals by backscattering Bluetooth transmissions. To show the generality of our approach, we 
also demonstrate generation of standards-compliant ZigBee signals by backscattering Bluetooth 
transmissions. Finally, we build proof-of-concepts for previously infeasible applications 
including the first contact lens form-factor antenna prototype and an implantable neural recording 
interface that communicate directly with commodity devices such as smartphones and watches, 
thus enabling the vision of Internet connected implanted devices.  

o 1:50-2:05: Next big leap in backscatter communication, Vamsi Talla 
This talk overturns the conventional wisdom that backscatter is limited to short-ranges and 
presents the first wide-area backscatter communication system.  

o 2:05-2:20: Sending passwords over the human body, Merhdad Hessar  
We show for the first time that commodity devices can be used to generate wireless data 
transmissions that are confined to the human body. Specifically, we show that commodity input 
devices such as fingerprint sensors and touchpads can be used to transmit information to only 
wireless receivers that are in contact with the body. We characterize the propagation of the 
resulting transmissions across the whole body and run experiments with ten subjects to 
demonstrate that our approach generalizes across different body types and postures. We also 
evaluate our communication system in the presence of interference from other wearable devices 
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such as smartwatches and nearby metallic surfaces. Finally, by modulating the operations of these 
input devices, we demonstrate bit rates of up to 50 bits per second over the human body.  

o 2:20-2:35: Fine grained finger tracking using active sonar, Rajalakshmi Nandakumar 
FingerIO is a novel fine-grained finger tracking solution that transforms any space around off-
the-shelf smartphones or smartwatches into an interactive surfaces. FingerIO does not require 
instrumenting the finger with sensors and works even in the presence of occlusions between the 
finger and the device. We achieve this by transforming the device into an active sonar system that 
transmits inaudible sound signals and tracks the echoes of the finger at its microphones. To 
achieve subcentimeter level tracking accuracies, we present an innovative approach that uses a 
modulation technique common in wireless communication called Orthogonal Frequency Division 
Multiplexing (OFDM). Our evaluation shows that FingerIO can achieve 2-D finger tracking with 
an average accuracy of 8 mm using the built-in microphones and speaker of an Android 
smartphone. It also tracks subtle finger motion around the device, when the phone is inside a 
pocket. Finally, we prototype a smart watch form-factor FingerIO device and show that it can 
extend the interaction space to a 0.5 X 0.25 m2 region on either side of the device and work even 
when it is fully occluded from the finger.  
 
 

Session III 
 

• Deep Learning in NLP, Vision and Robotics 1 (CSE 305) 
o 2:40-2:45: Introduction and Overview, Luke Zettlemoyer 
o 2:45-2:55: Situation Recognition: Structured Prediction with Deep Networks, Mark Yatskar  

We introduce situation recognition, the problem of producing a concise summary of the situation 
an image depicts including: (1) the main activity (e.g., clipping), (2) the participating actors, 
objects, substances, and locations (e.g., man, shears, sheep, wool, and field) and most importantly 
(3) the roles these participants play in the activity (e.g., the man is clipping, the shears are his 
tool, the wool is being clipped from the sheep, and the clipping is in a field). We also propose 
structured prediction models that can be used to show, in activity-centric images, situation-driven 
prediction of objects and activities outperforms independent object and activity recognition. 
Furthermore, we show how compositional models can be used tackle problems of structured 
sparsity inherent in representations of situations.  

o 2:55-3:05: Learning to be Obama, Supasorn Suwajanakorn  
We all very well know President Obama -- how he looks, how he talks, how he sounds like. But 
what makes up his persona? Can we teach a computer someone's persona and ultimately replicate 
that person with a lively 3D model that acts just like them? In this talk, I will demonstrate our 
first effort toward that goal and a novel system capable of visually generating Obama's speech 
given only raw audio. Unlike others, our lip-sync technique does not require any hand-crafted 
animation, speech recognition, traditional mouth motion modeling, or a driver video sequence 
and operates purely from audio input using recurrent neural network trained on 20 hours of 
Obama weekly addresses.  

o 3:05-3:25: Summarizing Source Code using a Neural Attention Model, Srini Iyer  
High quality source code is often paired with high level summaries of the computation it 
performs, for example in code documentation or in descriptions posted in online forums. Such 
summaries are extremely useful for applications such as code search but are expensive to 
manually author, hence only done for a small fraction of all code that is produced. In this paper, 
we present the first completely data-driven approach for generating high level summaries of 
source code. Our model, CODE-NN , uses Long Short Term Memory (LSTM) networks with 
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attention to produce sentences that describe C# code snippets and SQL queries. CODE-NN is 
trained on a new corpus that is automatically collected from StackOverflow, which we release. 
Experiments demonstrate strong performance on two tasks: (1) code summarization, where we 
establish the first end-to-end learning results and outperform strong baselines, and (2) code 
retrieval, where our learned model improves the state of the art on a recently introduced C# 
benchmark by a large margin.  

o 3:25-3:35: Self-supervised Learning of Dense Visual Descriptors, Tanner Schmidt  
Robust estimation of correspondences between image pixels is an important problem in robotics, 
with applications in tracking, mapping, and recognition of objects, environments, and other 
agents. Correspondence estimation has long been the domain of hand-engineered features, but 
more recently deep learning techniques have provided powerful tools for learning features from 
raw data. The drawback of the latter approach is that a vast amount of (labelled, typically) 
training data is required for learning. We advocate a new approach to learning dense image 
correspondences in which we harness the power of a strong 3D generative model to automatically 
label correspondences in video data. A fully-convolutional network is trained using a contrastive 
loss to produce viewpoint- and lighting-invariant features. As a proof of concept, we collected 
two datasets: the first depicts the upper torso and head of the same person in widely varied 
settings, and the second depicts an office as seen on multiple days with objects re-arranged 
within. Our datasets focus on re-visitation of the same objects and environments, and we show 
that by training the CNN only from local tracking data, our learned visual descriptor generalizes 
towards identifying non-labelled correspondences across videos. We furthermore show that our 
approach to descriptor learning can be used to achieve state-of-the-art single-frame localization 
results on the MSR 7-scenes dataset without using any training labels identifying 
correspondences between the separate videos of the same scenes in the dataset.  

o 3:35-3:45: Modeling Scene Dynamics using Deep Neural Networks, Arunkumar Byravan  
The ability to predict how an environment changes based on forces applied to it is fundamental 
for a robot to achieve specific goals. For instance, in order to arrange a table, a robot has to reason 
about where and how to push objects, which requires some understanding of physics. Research 
has shown that humans learn mental models of physics right from a young age, enabling them to 
robustly perform complex real world tasks. In this work, we use deep learning to model this 
concept of "physical intuition", learning a model to predict scene dynamics based on applied 
actions. Given an input scene and an action, our model identifies objects in the scene and predicts 
a rigid body motion for each salient object. We present results on multiple simulated scenarios 
and preliminary results on a robot pushing task which show that our method produces meaningful 
and interpretable results while outperforming deep flow-based baselines.  
 
 

• Programming Languages (PLSE) Session 2 (CSE 403) 
o 2:40-2:45: Introduction and Overview, Dan Grossman  
o 2:45-3:05: Ouroboros Secure Kernel Extensibility for Linux, Jared Roesch and Luke Nelson  

Modern operating systems increasingly utilize embedded languages to give user space more 
control over kernel behavior. For example, Linux has recently introduced an extended BPF 
(eBPF) interpreter, sometimes known as "the universal in-kernel virtual machine," which allows 
user-space applications to control packet filtering, conduct performance analysis, and specify 
security policies. This added functionality also increases the surface area for attacks on the kernel 
by malicious applications: a number of bugs have been found in eBPF, the consequences of 
which range from kernel crashes to whole-system compromises. This work presents Ouroboros, a 
formally verified eBPF interpreter that eliminates many security risks associated with in-kernel 
interpreters.  
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o 3:05-3:25: Disciplined Locking: No More Data Races, Michael D. Ernst  
A locking discipline prevents certain concurrency errors by indicating which locks must be held 
when a given operation occurs. For instance, a lock may protect accesses to a shared resource, 
preventing race conditions that can result in corrupted data. The @GuardedBy annotation (from 
Java Concurrency In Practice) is a common way to express a locking discipline in a Java. This 
talk will show that in the presence of aliasing (two references to the same object), it does not 
prevent concurrency errors. We introduce a value-based interpretation that is consistent with the 
JVM and prevents concurrency errors. We also present a tool that verifies @GuardedBy 
annotations, giving you a practical way to prevent concurrency errors in your code.  

o 3:25-3:45: Getting Memory Consistency Right, James Bornholt  
If you’ve ever written low-level concurrent code, you might have run into the issue of memory 
consistency: hardware (or compilers) reordering your memory operations to do things you don’t 
expect. Relaxed memory consistency is unintuitive, subtle, varies between platforms, and is often 
undocumented or underspecified. These perils engender bugs in fundamental systems code like 
kernels and compilers. To bring some clarity to this problem, we’ve been working on a tool called 
MemSynth that automatically synthesizes specifications for relaxed memory consistency models. 
MemSynth starts from simple concrete examples of relaxed behavior and builds them up to a full, 
formal specification, which can then be used to verify the correctness of, or make repairs to, 
concurrent code. MemSynth can synthesize specifications for the x86 and PowerPC architectures 
in under 30 seconds, and can automatically probe these specifications for unresolved ambiguities.  
 

• Human Computer Interaction and Self-Tracking (CSE 691) 
o 2:40-2:45: Introduction and Overview, James Fogarty 
o 2:45-2:57: Crumbs: Lightweight Daily Food Challenges to Promote Engagement and 

Mindfulness, Daniel Epstein 
Many people struggle with efforts to make healthy behavior changes, such as healthy eating. 
Several existing approaches promote healthy eating, but present high barriers and yield limited 
engagement. As a lightweight alternative approach to promoting mindful eating, we introduce and 
examine crumbs: daily food challenges completed by consuming one food that meets the 
challenge. We examine crumbs through developing and deploying the iPhone application 
Food4Thought. In a 3-week field study with 61 participants, crumbs supported engagement and 
mindfulness while offering opportunities to learn about food. Our 2x2 study compared nutrition 
versus non-nutrition crumbs coupled with social versus non-social features. Nutrition crumbs 
often felt more purposeful to participants, but non-nutrition crumbs increased mindfulness more 
than nutrition crumbs.  

o 2:57-3:09: Supporting Patient-Provider Collaboration to Identify Individual Triggers using 
Food/Symptom Journals, Jessica Schroeder  
Although patient-generated health data has the potential to help healthcare providers improve 
diagnoses and personalize treatment recommendations, the patient and provider often struggle to 
interpret the data once it has been collected. Using the example of irritable bowel syndrome, we 
created two interactive visualizations to help patients and providers collaboratively investigate a 
patient’s food and symptom data and identify symptom triggers. We then examined the 
visualizations in interviews with pairs of patients and providers. We found that collaboratively 
reviewing such visualizations can help patients and providers better explain their experiences and 
recommendations, and can foster mutual trust in their relationship.  

o 3:09-3:21: TummyTrials: Using Self-Experimentation to Detect Individualized Food Triggers, 
Ravi Karkar  
Diagnostic self-tracking, the recording of personal information to diagnose or manage a health 
condition, is a common practice, especially for people with chronic conditions. However, people 

https://homes.cs.washington.edu/%7Emernst/
https://homes.cs.washington.edu/%7Ebornholt/
https://homes.cs.washington.edu/%7Ejfogarty/
http://www.depstein.net/
https://homes.cs.washington.edu/%7Ejesscs/
http://ravikarkar.com/


 
 

often lack knowledge and skills needed to design and conduct scientifically rigorous experiments, 
and current tools provide little support. To address these shortcomings and explore opportunities 
for diagnostic self tracking, we designed, developed, and evaluated a mobile app that applies a 
self experimentation framework to support patients suffering from irritable bowel syndrome 
(IBS) in identifying their personal food triggers. TummyTrials aids a person in designing, 
executing, and analyzing self experiments to evaluate whether a specific food triggers their 
symptoms. We examined the feasibility of this approach in a field study with 15 IBS patients, 
finding that participants could use the tool to reliably undergo a self-experiment. However, we 
also discovered an underlying tension between scientific validity and the lived experience of self 
experimentation. We discuss challenges of applying clinical research methods in everyday life, 
motivating a need for the design of self experimentation systems to balance rigor with the 
uncertainties of everyday life.  

o 3:21-3:33: Making Sense of Sleep Sensors, Ruth Ravichandran  
Sleep is difficult for people to track manually because it is an unconscious activity. The ability to 
sense sleep has lowered the barriers to track an important aspect of our health. Although sleep 
sensing is widely available, its usefulness and potential to promote healthy sleep behaviors has 
not been fully realized. To understand how to improve sleep sensing devices, we surveyed 87 and 
interviewed 12 people who currently use or have previously used sleep sensors, interviewed 5 
sleep medical experts, and conducted an in-depth qualitative analysis of 6986 reviews of the most 
popular commercial sleep sensing technologies. We found that the feedback provided by current 
sleep sensing technologies affects users’ perception of their sleep and creates goals that come in 
tension with aspects of health experts recommend that are modifiable behaviors key to improving 
sleep. Our research provides design guidelines to improve the feedback of sleep sensing 
technologies that bridges the gap between expert goals and user goals to help effect positive 
change for sleep.  

o 3:33-3:45: From Personal Informatics to Family Informatics: Understanding Family Practices 
around Health Monitoring, Laura Pina  
In families composed of parents and children, the health of parents and children is often 
interrelated: the health of children can have an impact on the health of parents, and vice versa. 
However, the design of health tracking technologies typically focuses on individual self-tracking 
and self management, not yet addressing family health in a unified way. To examine 
opportunities for family-centered health informatics, we interviewed 14 typically healthy 
families, interviewed 10 families with a child with a chronic condition, and conducted three 
participatory design sessions with children aged 7 to 11. Although we identified similarities 
between family centered tracking and personal self-tracking, we also found families want to: (1) 
identify ripple effects between family members; (2) consider both caregivers and children as 
trackers to support distributing the burdens of tracking across family members; and (3) identify 
and pursue health guidelines that consider the state of their family (e.g., specific health guidelines 
for families that include with a child with a chronic condition). We contribute to expanding the 
design lens from self tracking to family-centered health tracking.  
 
 
 

Session IV 
 

• Deep Learning in NLP, Vision and Robotics 2 (CSE 305) 
o 3:50-3:55: Introduction and Overview, Dieter Fox  

 

http://homes.cs.washington.edu/%7Elpina/
https://homes.cs.washington.edu/%7Efox/


 
 

o 3:55-4:10: Where did that thing go? Deep Object Tracking In Video, Daniel Gordon  
Tracking is a crucial part of many computer vision and robotics applications. Sometimes the 
objects are known beforehand; this is especially true in robotics settings in a controlled lab 
environment. However, sometimes the objects are unknown. We propose two real-time systems 
that use deep neural networks to track known and unknown objects in videos. These approaches 
work better than previously proposed deep methods, achieving the best known results on object 
tracking in Imagenet Video, while still operating at 30-75 frames per second. Furthermore, we 
explore the effects of occlusion, a known stumbling point of many tracking systems, on our 
method and compare favorably in our new "simulated flying objects" benchmark.  

o 4:10-4:25: Submodular sum-product networks for scene understanding, Abram Friesen  
Scene understanding is a challenging problem requiring the simultaneous detection, 
segmentation, and recognition of all objects in a scene. While advances in deep learning have 
greatly improved accuracy in each of these tasks, modern approaches to scene understanding are 
unable to understand and reason about high-level relationships among objects, such as 
constituency and subcategorization. Such approaches are akin to trying to understand natural 
language using only part-of-speech tagging, instead of inferring a parse tree from a probabilistic 
context-free grammar (PCFG). Unfortunately, parsing images using a direct application of 
PCFGs is highly intractable. In this paper, we define submodular sum-product networks (SSPNs), 
which are sum-product networks where the weight of each sum node is given by a conditional 
random field with submodular potentials. By combining submodularity, which permits efficient 
image segmentation, with sum-product networks, a class of tractable deep probabilistic models 
that subsumes PCFGs, we are able to define an efficient and convergent inference algorithm for 
finding the (approximate) best parse of an image. Using this algorithm, we show that SSPNs can 
be learned discriminatively from data and when combined with modern convnet-based features 
the whole system can be trained end-to-end. Empirically, SSPNs achieve promising results on 
multiple semantic segmentation tasks, which we attribute to their ability to represent and reason 
about the high-level structure of objects in the scene.  

o 4:25-4:40: Towards Perceiving and Manipulating Liquids using Deep Learning, Connor 
Schenck  
Liquids are ubiquitous in human environments, yet little research has been done on how robots 
can interact with and reason about liquids from grounded sensory data. In this work, we combine 
the recent successes of deep learning with this relatively unexplored topic in order to see if robots 
can robustly perceive and manipulate liquids. We investigate two primary research questions: "Is 
it possible for robots to perceive and reason about liquids?" and "Can a robot use this in a control 
task involving liquids?" We show that not only can robots perceive and reason about liquids, but 
that they can also use these perceptions to solve a pouring task with even a relatively simplistic 
controller. Our work clearly shows that robots can robustly perceive and manipulate liquids in 
real, human environments.  

o 4:40-4:55: Global Neural CCG Parsing with Optimality Guarantees, Kenton Lee  
We introduce the first global recursive neural parsing model with optimality guarantees during 
decoding. To support global features, we give up dynamic programs and instead search directly in 
the space of all possible subtrees. Although this space is exponentially large in the sentence 
length, we show it is possible to learn an efficient A* parser. We augment existing parsing 
models, which have informative bounds on the outside score, with a global model that has loose 
bounds but only needs to model non-local phenomena. The global model is trained with a novel 
objective that encourages the parser to search both efficiently and accurately. The approach is 
applied to CCG parsing, improving state-of-the-art accuracy by 0.4 F1. The parser finds the 
optimal parse for 99.9% of held-out sentences, exploring on average only 190 subtrees.  
 

http://homes.cs.washington.edu/%7Exkcd/
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• Systems, Architecture and Networking (SANE) Session 2 (CSE 403) 
o 3:50-3:55: Introduction and Overview, Arvind Krishnamurthy 
o 3:55-4:15: IncBricks: Enabling In-network Computations with a Programmable Network 

Middlebox, Ming Liu 
The emergence of programmable network devices and the increasing data traffic of datacenters 
motivate our in-network computation idea. By offloading computing operations onto intermediate 
networking devices (e.g., switches, middleboxes), one can (1) serve network requests on the fly 
with low latency; (2) reduce datacenter traffic and mitigate network congestion; (3) save energy 
by running servers in a low-power mode. However, since (1) existing switch technology doesn’t 
provide general computing capabilities, and (2) commodity datacenter networks are complex 
(e.g., hierarchical fat-tree topologies, multipath communication), enabling in-network 
computation inside a datacenter is challenging. In this talk, we present IncBricks, a hardware-
software co- designed system that allows doing in-network computations on a programmable 
networking middlebox. As a Memcached accelerator, our prototype lowers GET latency by over 
25% and doubles throughput for 64 byte values in a common cluster configuration. When doing 
computation on cached values, IncBricks provides 3 times more throughput and a third of the 
latency of client-side computation.  

o 4:15-4:35: High Performance Packet Processing with FlexNIC, Antoine Kaufmann  
The recent surge of network I/O performance has put enormous pressure on memory and software 
I/O processing subsystems. We argue that the primary reason for high memory and processing 
overheads is the inefficient use of these resources by current commodity network interface cards 
(NICs). We propose FlexNIC, a flexible network DMA interface that can be used by operating 
systems and applications alike to reduce packet processing overheads. FlexNIC allows services to 
install packet processing rules into the NIC, which then executes simple operations on packets 
while exchanging them with host memory. Thus, our proposal moves some of the packet 
processing traditionally done in software to the NIC, where it can be done flexibly and at high 
speed. We quantify the potential benefits of FlexNIC by emulating the proposed FlexNIC 
functionality with existing hardware or in software. We show that significant gains in application 
performance are possible, in terms of both latency and throughput, for several widely used 
applications, including a key-value store, a stream processing system, and an intrusion detection 
system.  

o 4:35-4:55: In-camera processing hardware for computer vision and virtual reality, Amrita 
Mazumdar  
Cameras are becoming the universal sensor, supporting sophisticated vision and machine-learning 
algorithms and critical for many modern applications. Camera systems are increasingly mobile 
and latency-driven, expected to deliver live virtual reality video or perform complex image 
classification without draining battery life. In this talk, we discuss two camera system designs that 
push the extremes of energy and performance scaling, and explore the tradeoffs between the 
computation and communication. One system is designed to detect and authenticate faces, 
operating solely on energy harvested from RFID readers. The other processes video from a 16-
camera rig to produce real-time 3D-360 virtual reality video. We evaluate a wide range of 
hardware acceleration strategies, from GPUs to FPGAs and ASIC designs, and consider the space 
of design points both inside the camera node and in the cloud. Exploring when it is most efficient 
to process in-camera or offload computation allows us to design camera systems that achieve 
100x lower-power face authentication and 10x faster virtual reality content generation than 
conventional architectures.  
 
 
 

http://www.cs.washington.edu/people/faculty/arvind
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• Physiological Sensing for Health and Input (CSE 691) 
o 3:50-3:55: Introduction and Overview, Shwetak Patel  
o 3:55-4:15: HemaApp: Noninvasive Blood Screening of Hemoglobin using Smartphone 

Cameras, Edward Wang  
HemaApp is a smartphone application that noninvasively monitors blood hemoglobin 
concentration using the smartphone’s camera and various lighting sources. Hemoglobin 
measurement is a standard clinical tool commonly used for screening anemia and assessing a 
patient’s response to iron supplement treatments. Given a light source shining through a patient’s 
finger, we perform a chromatic analysis, analyzing the color of their blood to estimate 
hemoglobin level. We evaluate HemaApp on 31 patients ranging from 6 – 77 years of age, 
yielding a 0.82 rank order correlation with the gold standard blood test. In screening for anemia, 
HemaApp achieve a sensitivity and precision of 85.7% and 76.5%. Both the regression and 
classification performance compares favorably with our control, an FDA-approved noninvasive 
hemoglobin measurement device. We also evaluate and discuss the effect of using different kinds 
of lighting sources.  

o 4:15-4:35: Ocular Symptom Detection using Smartphones, Alex Mariakakis  
Medical specialists often make clinical judgments through observation. Those judgments can be 
coarse-grained or highly qualitative. Furthermore, there can be disagreements between multiple 
specialists observing the exact same patient. By applying computer vision and machine learning 
to videos captured from a smartphone camera, we can automate and systematize such 
observations for specialists and non-experts without the need to purchase specialized equipment. 
This talk will highlight two ongoing projects that screen for different conditions of the eye with 
minimal instrumentation. The first project estimates jaundice in the sclera and can be used as a 
screening tool for conditions like pancreatic cancer. The second project measures the pupil's 
response to a light stimulus, a test that is used as a proxy for assessing significant head trauma.  

o 4:35-4:45: EyeContact: Scleral Coil Eye Tracking for Virtual Reality, Eric Whitmire  
Eye tracking is a technology of growing importance for mobile and wearable systems, 
particularly for newly emerging virtual and augmented reality applications (VR and AR). Current 
eye tracking solutions for wearable AR and VR headsets rely on optical tracking and achieve a 
typical accuracy of 0.5° to 1°. We investigate a high temporal and spatial resolution eye tracking 
system based on magnetic tracking using scleral search coils. This technique has historically 
relied on large generator coils several meters in diameter or requires a restraint for the user’s 
head. We propose a wearable scleral search coil tracking system that allows the user to walk 
around, and eliminates the need for a head restraint or room-sized coils. Our technique involves a 
unique placement of generator coils as well as a new calibration approach that accounts for the 
less uniform magnetic field created by the smaller coils. Using this technique, we can estimate the 
orientation of the eye with a mean calibrated accuracy of 0.094°.  

  

http://abstract.cs.washington.edu/%7Eshwetak/
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Keynote Address 
Tuesday, October 20, 2015: 1:00 p.m. 
Paul G. Allen Center, Microsoft Atrium 

 

Ras Bodik, Professor  
UW Computer Science & Engineering 

 
The Future of Software 

Abstract 
The most exciting hardware of the future will be too complex for human 
programmers. (Just think about having to work around the failures of large-scale 
data centers or the wimpy compute capabilities of sensors powered by energy 
harvesting.) It's inevitable that machines will program themselves but software can't 
appear out of thin air, so human programmers must at least seed the programming 
process. I will present the UW vision of the dialogue between the programmer and 
her machine, and show promising results in operating systems, numerics, and big-
data analytics. (Three more results will be presented in the 1:30pm session in 
CSE403.) 
 
Speaker Bio 
Ras Bodik joins the world-class Programming Languages & Software Engineering 
Group at University of Washington as a Professor after spending more than a decade on the faculty at University 
of California, Berkeley. 
 
Ras is widely known for his groundbreaking work in programming languages, compilations, and program 
synthesis, and their application to a broad range of disciplines, including parallel programming, human-computer 
interaction, and systems biology. His research focuses on making it easier to write computer programs by 
developing novel programming languages and tools that allow people to obtain a complete program from 
incomplete instructions. To this end, Ras pioneered the use of algorithmic program synthesis, a technique for 
computer-aided construction of software based on sketches (partial programs) and constraint solving. His work 
has led to the development of novel compilers for low-power computing, parallel layout engines for Web 
browsers, and new tools for generating explanatory hypotheses from biological experiments and for simplifying 
the creation of data visualizations. 
 
Ras is a regular contributor to the top conferences in programming languages, software engineering and computer 
architecture. He has earned a number of awards for teaching and research, including an NSF CAREER Award, an 
ACM SIGPLAN Doctoral Dissertation Award, two IEEE MICRO Top Picks in Computer Architecture, and Best 
Paper at PLDI. He is a co-founder of SNAPL, the Summit on Advances in Programming Languages. With his 
students, he developed an undergraduate course Make Your Language! that teaches foundations of languages and 
compilation by teaching design of domain-specific languages. 
 
Before arriving at UC Berkeley, Ras was an assistant professor at the University of Wisconsin-Madison and an 
academic visitor at IBM’s T.J. Watson Research Center in New York. He earned his Master's and Ph.D. in 
Computer Science from the University of Pittsburgh and a diploma in Computer Engineering from the Technical 
University of Košice, Slovakia. 
  

http://www.washington.edu/home/maps/southcentral.html?CSE


 
 

Poster and Demo Session 

Wednesday, October 19: 5:45-7:00pm 
Various locations throughout the Paul G. Allen Center 

Madrona Prize and People's Choice Award presentation, 7:15-7:45 p.m. 
Microsoft Atrium 

 
(Last updated 18 October 2016) 

 
Seattle's Madrona Venture Partners has awarded the Madrona Prize for the past nine years to students 
participating in UW CSE's Open House whose research work shows the greatest potential for commercialization. 
The People's Choice Award, for which attendees vote for their favorite projects, will also be awarded. Please join 
us at 7:15 p.m. for this year's prize presentation. 
 
Please check the following link for the most up-to-date list of posters: 

http://tinyurl.com/CSEposters2016 
 

  Robotics (014) 
1 Applying End-User Robot-Programming Tools to Computer Science Outreach 

 Vivek Paramasivam, Sarah Elliott, Justin Huang, Maya Cakmak 
2 Code3: A system for end-to-end programming of mobile manipulator robots for novices 

and experts 
 Justin Huang and Maya Cakmak 

3 Efficient Programming of Manipulation Tasks by Demonstration and Adaptation 
 Sarah Elliott, Russell Toris, Maya Cakmak 

4 Situated Tangible Robot Programming 
 Yasaman S. Sefidgar, Prerna Agarwal, Maya Cakmak 
  
  Graphics, Vision, Animation, and Games for Learning (291) 

5 Crowdsourcing Neuron Reconstruction through a Game 
 Zuoming Shi 

6 Emptying, Refurnishing, and Relighting Indoor Spaces 
 Edward Zhang 

7 Head Reconstruction from Internet Photos 
 Shu Liang 

8 IM2CAD 
 Hamid Izadinia, Qi Shan, Steve Seitz 

9 Learning to be Obama 
 Supasorn Suwajanakorn 

10 Real-Time Depth Refinement for Specular Objects 
 Roy Or-El 

11 Reasoning about Sizes of Objects 
 Hessam Bagherinezhad 

12 Situation Recognition: Visual Semantic Role Labeling 
 Mark Yatskar 



 
 

13 Visual Debugging Techniques for Reactive Data Visualization 
 Jane Hoffswell, Arvind Satyanarayan, Jeffrey Heer 

14 When the white coats leave : Unsupervised decoding of long-term, naturalistic human 
neural recordings with automated video and audio annotations 

 Nancy Xin Ru Wang, Jeff Ojemann, Ali Farhadi, Bing Brunton, Rajesh Rao 
  
  HCI, Accessibility (2nd floor landing) 

15 Alt-Right Narratives of Crisis Events, Communities and Botnets Spreading Misinformation 
 A Conrad Nied, Leo Stewart, Emma Spiro, Kate Starbird 

16 CoughSense: Cought Monitor for Personal Illness and Public Health Tracking 
 Elliot Saba, Tien-Jui Lee, Margaret Rosenfeld, Shwetak Patel 

17 Examining Unlock Journaling with Diaries and Reminders for In Situ Self-Report in Health 
and Wellness 

 Xiaoyi Zhang, Laura R. Pina, James Fogarty 
18 mWACh - Mobile Women  Adolescent and Child Health 

 Trevor Perrier, Brian De Renzi, Jennifer Unger, Elizabeth Harrington,  Grace John-Stewart, 
John Kinuthia, Richard Anderson  

19 Personal informatics in everyday life 
 Daniel Epstein, James Fogarty, Sean Munson 

20 Supporting Patient-Provider Collaboration to Identify Individual Triggers using Food and 
Symptom Journals 

 Jessica Schroeder, Jane Hoffswell, Chia-Fang Chung, James Fogarty, Sean Munson, Jasmine 
Zia 

21 Teaching Coding to Learning Disabled Children with Kokopelli's World 
 Rob Thompson, Steve Tanimoto 

22 TummyTrials: Using Self-Experimentation to Detect Individualized Food Triggers 

 

Ravi Karkar, Jessica Schroeder, Daniel Epstein, Laura Pina, Jeffrey Scofield, James Fogarty, 
Julie Kientz, Sean Munson, Roger Vilardaga, Jasmine Zia 

  
  Database Systems Lab (405) 

23 Casper: Using Verified Lifting for Spark 
 Maaz Ahmad, Alvin Cheung 

24 Comparing systems for analyzing big neuroscience imaging data 
 Parmita Mehta, Sven Dorkenwald, Dongfang Zhao, Tomer Kaftan, Magda Balazinska, Alvin 

Cheung & Ariel Rokem 
25 Cosette: An Automated SQL Solver 

 Shumo Chu, Chenglong Wang, Konstantin Weitz, Alvin Cheung and Dan Suciu 
26 Deep Curation: Unsupervised Curation of Biological Repositories 

 Maxim Grechkin, Hoifung Poon, Bill Howe 
27 Elastic Memory Management for Cloud Data Analytics 

 Jingjing Wang 
  
  



 
 

28 Gaussian Mixture Models Use-Case: In-Memory Analysis with Myria 
 Ryan Maas, Jeremy Hyrkas, Olivia Telford, Jake VanderPlas, Magdalena Balazinska, Andrew 

Connolly    
29 Graphulo: native linear algebra in a NoSQL DB 

 Dylan Hutchison, Vijay Gadepally, Jeremy Kepner, and Bill Howe 
30 PipeGen: Data Pipe Generator for Hybrid Analytics 

 Brandon Haynes, Alvin Cheung, & Magdalena Balazinska 
31 PerfEnforce: Data Analytics with Performance Guarantees 

 Jennifer Ortiz, Brendan Lee, Magdalena Balazinska 
32 Ocean genomic analysis with Myria 

 Dylan Hutchison, Shrainik Jain, Bill Howe, and David Maier 
33 Viska: Enabling Interactive Analysis of Performance Measurements 

 Helga Gudmundsdottir, Babak Salimi, Magdalena Balazinska, Dan R. K. Ports, Dan Suciu 
  
  VR and Robotics (409) 

34 Virtual Reality for Bootstrapping Deep Reinforcement Learning in Robotics 
 Vikash Kumar, Aravind Rajeswaran 
  
  Programming Languages Software Engineering (4th floor landing) 

35 Automatic Trigger Generation for End User Written Rules for Home Automation 
 Chandrakana Nandi, Michael D. Ernst 

36 Combining Bug Detection and Test Case Generation 
 Martin Kellogg 

37 Data Structure Synthesis 
 Calvin Loncaric and Michael D. Ernst 

38 Evaluating and Improving Fault Localization Techniques 
 Spencer Pearson, José Campos, René Just, Gordon Fraser, Rui Abreu, Michael Ernst, Deric 

Pang, and Benjamin Keller. 
39 Hardware-Model Co-Design for Energy Efficient Deep Learning 

 Thierry Moreau, Tianqi Chen, Luis Ceze 
40 Ouroboros: Bootstrapping a Formally Verified In-Kernel Interpreter 

 Jared Roesch, Luke Nelson, Xi Wang, Zachary Tatlock 
41 Programming by Examples for Industrial Data Wrangling 

 Alex Polozov, Sumit Gulwani, and the Microsoft PROSE team 
42 Proof Automation for Verified Peephole Optimizations 

 Daryl Zuniga, Eric Mullen, Zach Tatlock, Dan Grossman 
43 Schedule Synthesis with Symbolic Traces 

 Nate Yazdani 
44 Staccato: A Bug-Finder for Dynamic Configuration Updates 

 John Toman, Dan Grossman 
45 Verdi: Implementing and Formally Verifying Distributed Systems 

 James R. Wilcox 
  



 
 

46 Verifying Multiplier Circuits 
 Paul Beame and Vincent Liew 
  
  AI / Natural Language Processing / Machine Learning (5th floor landing) 

47 A Theme-Rewriting Approach for Generating Algebra Word Problems 
 Rik Koncel-Kedziorski, Ioannis Konstas, Luke Zettlemoyer, and Hannaneh Hajishirzi  

48 Constraint Graphs For Parallel Bayesian Network Structure Learning 
 Jacob Schreiber 

49 Event Extraction on the Frontiers of Labeled Data 
 James Ferguson, Colin Lockard, Hannaneh Hajishirzi, Dan Weld 

50 Explainable machine learning for relation extraction 
 Gagan Bansal, Dan Weld 

51 Fake Profile Identification: Making Social Networks Safer 
 Michael Fire, Dima Kagan, Aviad Elishar , and Yuval Elovici 

52 Hierarchical Character-Word Models for Language Identification 
 Aaron Jaech, George Mulcaire, Shobhit Hathi, Mari Ostendorf, and Noah Smith 

53 Interpretable machine learning in the operating room 
 Scott Lundberg, Bala Nair, Jerry Kim, and Su-In Lee 

54 Learning Novel Ideas from Natural Language with Help from the Crowd 
 Christopher H. Lin, Mausam, Daniel S. Weld 

55 Self-improving Crowdsourcing 
 Jonathan Bragg, Mausam, Dan Weld 

56 Summarizing Source Code using a Neural Attention Model 
 Srini Iyer 
  
  Systems, Networking, and Architecture (591) 

57 A Shared-Nothing Server-Side Web Architecture 
 Raymond Cheng (U.Washington), William Scott (U.Washington), Paul Ellenbogen (Princeton), 

Jon Howell (Google), Franziska Roesner (U.Washington), Arvind Krishnamurthy 
(U.Washington), Thomas Anderson (U.Washington) 

58 Confidante: Usable Encrypted Email -- A Case Study with Journalists and Lawyers 
 Adam Lerner, Eric Zeng, Franziska Roesner 

59 Coordination-Free Consistent Transactions using Network Multi-Sequencing 
 Jialin Li, Ellis Michael, and Dan R. K. Ports 

60 Diamond: Automating Data Management and Storage for Wide-area, Reactive 
Applications 

 Irene Zhang, Niel Lebeck, Pedro Fonseca, Brandon Holt, Raymond Cheng, Ariadna Norberg, 
Arvind Krishnamurthy, Henry M. Levy 

61 Efficient Key-Value-Quality Storage for JPEG Images 
 Eddie Yan, Kaiyuan Zhang, Xi Wang, Karin Strauss, Luis Ceze 

62 GPU Profiling of GPGPU Applications 
 Emily Furst, Mark Oskin 

  



 
 

63 High Performance Packet Processing with FlexNIC 
 Antoine Kaufmann, Simon Peter (UT Austin), Naveen Kr. Sharma, Thomas Anderson, Arvind 

Krishnamurthy 
64 In-camera processing hardware for computer vision and virtual reality 

 Amrita Mazumdar, Armin Alaghi, Luis Ceze, Mark Oskin 
65 IncBricks: Enabling In-network Computations with a Programmable Network Middlebox 

 Ming Liu, Liang Luo, Jacob Nelson (MSR), Arvind Krishnamurthy, Luis Ceze 
66 Just Say NO to Paxos Overhead: Replacing Consensus with Network Ordering 

 Jialin Li, Ellis Michael, Naveen Kr. Sharma, Adriana Szekeres, Dan R. K. Ports 
67 Model-Hardware Co-Design for Energy Optimal Deep Learning 

 Thierry Moreau, Tianqi Chen, Meghan Cowan, Luis Ceze 
68 Near Data Processing for Similarity Search 

 Vincent T. Lee, Carlo C. Del Mundo, Amrita Mazumdar, Armin Alaghi, Mark Oskin, Luis Ceze 
  
  Sensing, Innovations in Mobile Systems (691) 

69 Bringing Internet Connectivity to Implanted Devices 
 Vikram Iyer 

70 Exploration of perceptual resolution while modulating various stimulation parameters 
towards development of a low latency artificial sensory feedback system via ICMS 

 David Bjanes, Chet Moritz 
71 EyeContact: Scleral Coil Eye Tracking for Virtual Reality 

 Eric Whitmire, Laura Trutoiu, Robert Cavin, David Perek, Brian Scally, James O. Phillips, 
Shwetak Patel 

72 Fine grained finger tracking using active sonar 
 Rajalakshmi Nandakumar 

73 HemaApp: Noninvasive Blood Screening of Hemoglobin using a Smartphone Camera 
 Edward Wang, William Li, Doug Hawkins, Terry Gernsheimer, Colette Norby-Slycord, Shwetak 

Patel 
74 ID-Match: A Hybrid Computer Vision and RFID System for Recognizing Individuals in 

Groups 
 Hanchuan Li, Peijin Zhang, Samer Al Moubayed, Shwetak Patel, Alanson P. Sample 

75 Next big leap in backscatter communication 
 Vamsi Talla 

76 Ocular Symptom Detection using Smartphones 
 Alex Mariakakis, Megan Anne Banks, Jacob Baudin, James Taylor, Anthony Law, Joanne Wen, 

Shwetak Patel 
77 OsteoApp: Smartphone Screening of Osteoporosis 

 Josh Fromm, Alex Mariakakis, Morelle Arian 
78 Sending passwords over the  human body 

 Merhdad Hessar 
79 The UbiComp Lab Health Poster 

 UbiComp Lab 
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Network Access for Allen Center Visitors 

 

How Do I Connect to the UW Wireless Network? 

The UW's network is named "University of Washington" and is the one you should use when on a UW campus. 
You may see other networks listed, but they are not supported by UW Information Technology and may be 
unsafe to use. 

Logging In 

No login is required to use UW's wireless service unless you want to connect to services or sites outside the UW. 

• If you use your browser to connect to a non-UW Web site, you automatically will be prompted to enter 
your UW NetID and password. 

• If you are using a non-Web service (e.g., a secure terminal or file transfer tool) to communicate outside 
the UW, you must FIRST run a browser and view a Web page outside the UW to bring up the 
authentication page. 

UW NetID:  event0217 
Password:  NQ79:PF42:CE24 

 

Once you have successfully logged in (authenticated) you will be able to use services outside the UW for up to 
12 hours without having to re-authenticate. 

 
 
  



 
 

University of Washington Computer Science & Engineering  
Recruiting Policy for Employers 

All employment professionals recruiting Computer Science & Engineering students through the CSE department 
and other on-campus recruiting channels, such as the UW Career Center and other established College or 
University programs, are required to work within a framework of professionally accepted recruiting, 
interviewing and selection techniques as stipulated in the NACE Principles for Professional Conduct. 

To provide students with sufficient time to complete their employment search and make well informed 
decisions, we ask employers to abide by the deadlines outlined below. Failure to follow these policies may be 
detrimental to our students and may result in limiting employer access to departmental recruiting activities. 

Students shall be given a minimum of 2 weeks to decide whether to accept a full time offer or 
internship offer, or until the following deadlines, whichever is later. Exploding offers and special 
incentives such as diminishing bonuses or location preferences should not be used to encourage early 
acceptance of an offer. Signing bonuses should be honored whenever a student accepts an offer.  

Full-time offers to previous summer interns 

o For full-time offers extended to previous summer interns, students have until November 30 to make a 
decision. 

New offers for full-time or interns 

o Students extended offers during Autumn quarter have until November 30 to make a decision. 
o Students extended offers during Winter break have until February 15 to make a decision. 
o Students extended offers during Winter quarter have until February 15 to make a decision. 
o Students extended offers during Spring quarter have until April 15 to make a decision. 

Internship offers extended to previous summer interns 

o For new internship offers extended to previous summer interns, students have until February 15 to 
make a decision. 

Employers should be prepared to respond to status inquiries from students within one week of each interview, 
whether conducted on campus, off campus, or over the phone, for both full-time and internship positions. 

**Please note that the time periods above start at the receipt of a written offer for employment to the student. 

 

 

http://www.naceweb.org/principles/
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