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Abstract 

 
Brain-computer interfacing (BCI) is an emerging technology which allows a user to control 

devices directly using brain signals. A majority of research groups focus on using non-invasive 

EEG, which collects electrical signals from the scalp, as opposed to invasive techniques such as 
ECoG, which yields better signal quality but requires invasive neurosurgery. The prospect of 

BCIs has attracted many research groups to develop and improve these devices. However, 
despite current endeavors to push non-invasive BCIs into practical use, they remain at the 

research stage. Most efforts have been aimed at improving the classification of brain signals by 
using various machine learning techniques. The two projects detailed here address this problem 
from a different perspective. The first project improves the overall design of the BCI system by 
implementing a hierarchical learning approach, allowing for a sys tem that is both flexible and 

usable. The second project aims to improve the signal quality before reaching feature 

extraction and classification, using source imaging to more accurately re-create brain activity. In 
the future, we hope to combine these two into one complete working system, possibly to 

finally push non-invasive BCIs into practical use for patients  with severe motor disabilities. 

 
 
 
 
 
 
 
 
 
 
 
 
 



Background 

  

 Brain-computer interfacing (BCI) is an emerging technology which allows a user to 
control a device with only brain signals (that is, without motor output). Since the first human 

brain signal recordings were done by Hans Berger (a German psychiatrist) in 1929 [1], a variety 
of new brain recording technologies have been developed, providing researchers with tools to 

study the actively working brain, as well as use them to control devices through BCIs. For the 
purposes of this thesis, I will briefly describe the techniques which I will reference later.  

 Electroencephalogram (EEG): The measuring of electrical potential differences by 
placing electrodes on the scalp. This is a non-invasive technique, and is currently the most 

widely used for research because it is low risk for subjects, low cost for labs, and portable; 
these reasons also make an EEG BCI the most practical. However, the signal quality of EEG is the 
poorest among the different techniques available, due to the interfering skull and skin layers 

between the electrode and the brain current sources generating electrical activity. 
 Electrocorticogram (ECoG): Similar to EEG, as it also records the electrical potential 

differences with electrodes, except these electrodes are placed directly on the brain surface 
(cortex). This is an invasive technique, and hence is not practical for healthy s ubject, and can 

only be done in patients suffering from intractable epileptic seizures requiring surgery. In these 
patients, ECoG electrodes are placed also for the medical purpose of localizing the epileptic 

center (for surgical planning). The benefit of ECoG for research is that, without the interfering 
skull and skin, the signal quality is significantly improved over EEG. 
 Magnetic Resonance Imaging (MRI): Records the changes in blood flow and 
oxygenation in brain regions, where regions with increased blood flow and reduced 
oxygenation (and hence higher metabolism) indicate areas of high activity. This is called the 
blood oxygenation level dependence response (BOLD response). fMRI (functional MRI - 
performing a task during MRI to measure activity) is non-invasive, but is not practically feasible 
because MRI equipment is expensive and not portable. Also, the temporal resolution is very low; 
there is a significant delay between time of brain activity and a measureable metabolic effect.  
 Current state of non-invasive EEG BCIs: Most of this thesis will focus on using 

non-invasive EEG for BCI control, which is used by a majority of research groups because of its 
practicalities (described above). Particularly, BCI technology holds potential as a means of 
control for devices tailored to individuals with significant motor impairment. For these 
‘locked-in’ patients, they do not have the option of using other more robust technology such as 
voice detection or eye movements to indicate decisions. Some examples of BCI devices that 
have been developed include a P300 speller [2] which allows users to spell words and 
communicate and wheelchair operation [3]. However, the fundamental problem of low 
signal-to-noise in EEG BCIs still prevents widespread practical use. The low signal-to-noise ratio 
in EEG is due to the low conductance and insulating effects of the skull, which greatly distorts 

and attenuates the signal that reaches the scalp electrodes. Consequently, accurate 
classification of signals becomes slow and difficult, and there is a tradeoff between accuracy 

and speed. In addition, the signal distortion causes EEG to have low spatial resolution; activity is 
generally widely distributed, and it is hard to pinpoint a precise, focal brain activation region. 

Therefore, many EEG-based BCIs rely on broad and general activity, limiting the degree of 



control available to the user.  

 The two projects detailed in this thesis aims to solve the problem of EEG BCI using two 
approaches. In one project, I test the feasibility of using a hierarchical system which allows the 

BCI system to learn user demonstrated skills by abstracting lower level control details into 
high-level commands. The second project aims to directly address the low signal-to-noise ratio 

of EEG by applying mathematical and physics modeling to map potential differences measured 
by electrodes to actual active brain regions, reducing noise in the EEG signal. By improving both 

the signal quality received and the design of the interface to allow more expressive control, we 
strive to achieve a new level of performance with BCI devices. 

 

Hierarchical Learning Brain-Computer Interface 
 
Introduction 
  
 The inherent problem of low signal-to-noise in EEG BCI (detailed in background above) 
forces tradeoffs between system flexibility and usability. Systems that use low-level control for 
tasks give users the flexibility to define behaviors more freely. However, due to the slow 
classification of user choices, using low-level control can be tedious and difficult for performing 
tasks requiring focused attention for long periods of time. Systems using high-level commands 
which semi-autonomously perform tasks have the benefit of being easy to use, but limit the 
user to perform only the tasks which are pre-programmed. 

 The motivation behind a hierarchical approach is to combine the flexibility of low-level 
control with the usability of high-level commands. The hierarchical learning system works by 
allowing users to teach the BCI system specific tasks through demonstration us ing low-level 
control. Once the task is learned, the user can directly call the high-level command, bypassing 
the tedious and slow low-level control. This approach is particularly effective because for a 
practical BCI system, there will often be a specific set of tasks the user is interested in 
performing multiple times. Eventually, high-level commands can be chained together to create 
new actions, hence a hierarchical learning system. 
 

Methods 
 

 There are three main components to the hierarchical BCI system (HBCI): The EEG 
detection mechanism, the robot simulation for user feedback, and the menu system with visual 

stimuli. 
 EEG detection mechanism: Using GugerTech amplifiers and electrodes, EEG signal is 
collected from one occipital lobe location (Oz) from the subject, with ground and reference on 
the forehead. Data is processed to extract features for the Steady State Visual Evoked Potential 

(SSVEP). This visual BCI paradigm works by presenting flashing stimuli at different frequencies. 
When the user focuses on one particular stimulus, EEG signals collected from the occipital lobe 
(visual area) oscillate at the same frequency. That is, the power in the frequency band of the 
EEG signal is highest for the frequency that the user is focusing on. From past studies, SSVEP 



has been shown to provide reliable detection of brain signals, suitable for initial tests of our 

hierarchical system. 
 Data processing begins with a low-pass filter at 60Hz to remove power line noise (the 

higher frequencies are not relevant, since all of our flashing stimuli are below 30Hz). For every 
0.5 seconds worth of data, we perform a fast Fourier Transform to get the frequency 

components of the data, and then baseline frequency powers are divided out to normalize (see 
experiments section). These frequency components are stored in a buffer holding 8 samples, a 

total of the past 4 seconds worth of data. During classification time (see experiments section), 
data in the buffer is averaged for noise-cancelling, and resulting mean powers of frequencies 
1hz-50hz is used as an input feature vector to a trained support vector machine [4]. 
 The final classification is done with a support vector machine (SVM). Briefly, a SVM is a 
linear classifier which is trained using supervised learning (giving input data along with desired 
output). The input to a SVM is the feature vector; a vector of size n has n features. The goal of 
the SVM during training is to separate all the training samples consisting of a feature vector and 
label using maximum margin separator (greatest distance from data points) hyperplanes in n 

dimensions (where n is number of features). The number of hyperplanes is determined by the 
number of different classes for classification. Once these separating hyperplanes have been 
established from the training data, the SVM can be used to classify new data with the same 
input feature vector format. When given a feature vector, the trained SVM looks at the plotted 
data point and sees which partition the point falls  into, determining the classification choice. An 
example of a trained hyperplane can be seen in Figure 1 (in this case a line since features are 
two-dimensional, and there is one hyperplane to discriminate between two classes). 
 
 

       
 
  

  
 

 

Fig. 1. SVM hyperplanes (lines in 2D) obtained from training data and labels (bl ack – label 1, 

white – label 2) [9]. A) Three candidate hyperplanes. B) The maximum margin hyperplane 

chosen by the SVM.  



 In the case of SSVEP classification for this experiment, the feature vector is 

50-dimensional (the frequencies from 1hz-50hz) and the classes are given as 1-4 corresponding 
to 12hz, 15hz, 20hz, and rest class, respectively. 

 Menu system: The menu system presents the relevant options to the user. In addition, 
menu options are associated with flashing stimuli for user choice selection through the BCI. At 

any given time, there are three possible stimuli (and hence three options) available to the user 
flashing at 12hz, 15hz, and 20hz. Similar to other menus, it has a tree-like structure, where the 

choice the user picks leads to the corresponding next menu. Figure 2 shows the overall menu 
flow. 
 

             
 

 
  
 
 Robot simulation: The robot simulation used simulates the physics of an actual robot 
available in our lab: the Fujitsu HOAP-2. In this way, transitioning our system to the real-life 

robot is made easier. The navigation environment is shown from an overhead view to the user. 
There is an area with four rooms, separated by walls but with a 'door' hole leading from each 

room to the next. 
 Also included in the robot simulation is the learning framework. The learning framework 
determines how user actions in low-level control are mapped into high-level commands. Our 
learning framework involves logging robot position data in the 2D overhead domain every 0.5 
seconds as the user demonstrates a trajectory for the robot. A path is then drawn between 
each position data point and its next consecutive point, representing the direction the robot 

should navigate. A radial basis function [5] was used to extrapolate to unexplored points in the 
environment.   

Fig. 2. Menu system overview. Each box is a menu, and the arrows 

pointing away are options.  



                  
 

 
 
 
 The complete system can be seen in Figure 3. The overall workflow of the system is a 
closed loop. Starting from the menu system, display options relevant to the current state are 
presented to the user. The user focuses on the option he or she would like to choose, and the 
EEG detection mechanism makes a choice based on the EEG data. The menu system is then 
updated accordingly to the next menu, as well as the robot simulation. At this point, the user 
again focuses on a choice and repeats. 
 Experiments: A total of four subjects participated in our experiments. The BCI paradigm 

was set up such that there is a 4 second period of classification time (data was collected and 
used for classification; corresponds to the buffer size of frequency data) and a 5 second period 

of refractory time (data not used for classification). The total of 4 seconds classification time 
and 5 seconds refractory time is termed a trial; each run contains 20 trials (5 trials for each class) 

and is termed a block. In addition, there is a free block, where there is no set number of trials 
and the block runs until terminated by experimenter. The experimental procedure for each 
subject proceeded as follows. First, a baseline was collected; in this session, subjects were 
instructed not to attend to any stimuli, and hence their ‘baseline’ signal was established (this is 
used to normalize). Then, a set of three blocks were run to gather training data for the SVM. In 

these blocks, a user was given auditory instruction on which stimuli to attend to on each trial 
(one, two, three, or four – four being rest). With data from these labeled trials, a personal SVM 

was trained for each subject, and used to classify subsequent data samples throughout the 
experiment. Up to this point, it consists of only the EEG detection mechanism, along with 

flashing stimuli presented without the menu system.  
 Next, the rest of the system was added; in one on-going free block, the subject was 

given the task of navigating the robot from the lower left corner room in the environment to 
the lower right corner room. They were instructed to perform this task first with low-level 

commands, to teach the robot the task through demonstration. Then, subjects were asked to 
perform the task again in a free block, but this time using the learned high-level command from 
their previous demonstration. 

Fig. 3. Overview of working system. At top, the robot simulation 

feedback can be seen. Below, menu system with SSVEP flashing 

stimuli. Left, user with EEG cap. 



 

Results 
 
 Results of our first hierarchical learning BCI implementation are promising. Four users 

were able to successfully teach a navigation task using our system, and subsequently called the 
high-level command to execute the task. Table 1 shows comparisons between low-level control 

and high-level commands with regards to the number of selections needed to execute task and 
time required.  

 

 

 
 

    
 
 

 In general, we show that high-level commands were easier to execute, requiring less 
user selections and time. Looking at robot trajectory traces in Figure 4, we note that high-level 

commands are more accurate and efficient in completing the task, despite the fact that user 
demonstrations were noisy and highly variable. These results support our claim that using a 

hierarchical learning BCI can satisfy the dual goals of providing ease of use while still 
maintaining flexibility. 

 

Table 1. Results of high-level commands vs. low-level controls. High-level commands 

required less selections and less time. 



                
 
 
 
 

 
Discussion 
 
 Through this work, we have provided a proof-of-concept for the feasibility of using 
hierarchical learning in BCIs to solve fundamental problems with EEG BCI. In particular, the 
hierarchical learning BCI is effective in combining flexibility with usability. In other BCI systems, 

the tradeoff between flexibility and usability has been one of the limitations in terms of 
widespread practical use of BCIs; our hierarchical BCI system mitigates this problem, and brings 

BCIs one step closer to real-life applications.   
 Although successful, the current navigational domain is a well-studied and solvable in 

terms of robotics. The next goal is to extend the hierarchical learning implementation to 
perform more difficult tasks such as grasping and object manipulation. In addition, 
incorporating artificial intelligence and machine learning techniques is another promising 
direction to pursue for future hierarchical learning BCI implementations. Applying probabilistic 
methods to effectively deal with uncertainty may provide significant improvements in 
performance, and is an area that will be explored in future work. 

 

 
 

Fig. 4. Plot of user demonstration trajectory vs. robot learned trajectory. 

Robot learned trajectory is more efficient than the user demonstration.  



High-Gamma Source Localization in BCIs 
 

Introduction 
  
 When electrical signals are collected from an electrode on the scalp of a subject, the 
simple interpretation of the data is to assume the signal is a representation of the brain activity 
in the region directly under the electrode. Although this is a good initial interpretation, there is 

the problem that the signal reaching scalp electrodes is significantly attenuated and distorted 
by the low conductance of the skull. One would like to have a better model of the actual brain 

activity, which is ultimately what we are interested. 
 One method which may be a better approach to inferring the activity of the brain is 
source imaging. By taking the signals collected over many electrodes and using mathematical 
estimates and physical properties of electromagnetic wave propagation, the actual brain 
activity can be estimated. The methodology of the source imaging approach will be discussed 
further in the methods section.  
 In our particular BCI application, we propose to use source imaging methods to capture 

high-gamma signals (70-90Hz), using it to control a motor imagery based BCI. Our approach is 
guided by previous ECoG study [6], which found that power increases in the high-gamma 

spectrum (76Hz-100Hz in their study) have been noted during motor imagery tasks. Figure 5 
illustrates these results. ECoG research on high-gamma tells us that the signal is produced by 

the brain; our research question is to investigate whether this signal can be collected and 
filtered out effectively enough with scalp EEG for BCI control. By capturing a highly localized 

gamma response, we hope to develop a BCI that is more task-specific, and therefore less prone 
to errors of misclassifying. 

 

        
 

 
 
  

Fig. 5. ECoG results from [6] showing high-gamma (shaded orange) increase 

during motor imagery task with respect to resting state. The high gamma 

activity is also more focal than the low frequency activity. 



   

 Origin of electromagnetic brain signals: Measurable electrical potential differences in 
EEG and ECoG and magnetic fields in MEG are attributed to primary current running in the 

apical dendrites of large pyramidal cells (named for their shape) in the cortical surface of the 
brain [7]. The signal strength measured from a current falls off with a squared factor such that 

current sources from deep brain structures are usually disregarded, so only cortical neurons are 
considered. Figure 6 shows a stained image of neurons in rat cortex. Pyramidal cells can be seen 

labeled with an ‘H’. 
 

                  
 
 

 
 
 
Methods 
  
 Forward Modeling: Forward modeling is the process of determining the expected 
measured electrical potential given some activation of the underlying current sources. Since the 

propagation of electromagnetic waves is described by physics, the forward model can be solved 
using Maxwell equations [8]. However, to solve these equations for a given cortical surface, one 
needs information about the geometry of the cortical surface as well as the conductance 
properties of each layer (dura, skull, etc.). The conductance properties are usually 
approximated similarly across subjects; however, the geometric structure of the brain varies 

Fig. 6. Drawing by Ramon y Cajal in 1888 of stained neurons in the rat 

cortex. The top represents the cortical surface, and the bottom being the 

deeper regions of the brain. Pyramidal cells which are now believed to 

generate current sources are labeled ‘H’ in this drawing.  



widely, and for best results, a structural MRI is obtained for each subject. For our study, we use 

the standard Montreal Neurological Institute template brain (average brain gathered from 
structural MRI scans of many subjects) as an approximation, and warp the template to match 

subject head measurements.  
 For our forward model, we begin by placing the electrode cap on the subject, and map 

the 3D locations of 27 electrode positions distributed regularly over the scalp of the subject 
(with some emphasis on motor area). In this way, we obtain the electrode positions and the 

rough measurements of the user's head, using this to warp the template brain to match 
subject's head profile. Next, the forward model is calculated in MATLAB, providing us with a 
leadfield matrix of 27x10000, where each row corresponds to an electrode, and the column 
corresponds to the sources. The ith, jth element in the leadfield matrix represents  how much 
activity source j contributes to electrode i. An example of the activity profile of two electrodes 
is shown in Figure 7 (electrodes shown are over the left and right motor areas). 
 
 

     
 
  
 
 
 
 Inverse Estimate: Inverse estimate is essentially the opposite of forward modeling [8]. 
In the inverse estimate task, the goal is to use sensor data to estimate the actual active current 

sources in the brain. This presents a problem because there are 10000 current sources modeled 
in the brain, and only 27 electrodes to capture data. In this way, the inverse estimate problem 

is ill-posed; that is, there are many possible solutions for active current sources which would 
sufficiently account for the measured data. To constrain this estimate and decide on a solution, 

we optimize using an L2 minimum norm estimate. The solution is given by: 
 

             ||    ||
 
      )) 

 
Where qest is the optimized estimated brain source activity distribution, q is a possible 

estimated brain source activity distribution, G is the gain matrix (leadfield matrix) from the 

Fig. 7. Leadfields for two electrodes (left motor area and right motor area). Red indicates brain 

areas which contribute significantly to electrode data collected, and blue indicates less activity 

contribution. 



forward model, y is the actual measured data, and λ f(q) is a penalty function scaled by λ. This 

optimization minimizes the error between the observed data and the estimated data for a given 
source configuration (with some penalty term added for deviation from a priori assumptions). 

In biological terms, it can be interpreted as finding the solution which exhibits the least amount 
of power by the brain. 

 Experimental procedure: A total of 7 subjects participated in this experiment. The 
experimental procedure consists of six experiments per subject, three with traditional methods 

(herein termed sensor space condition), and three with inverse estimate of brain activity 
(source space condition).  
 For the source space condition, the forward modeling and inverse estimate is performed 
for each subject. Then they start the motor imagery BCI paradigm. Motor imagery is a different 
paradigm from the SSVEP used in the previous project, and involves a change in brain activity 
when the subject imagines performing left or right hand movement. A user choice can be 
discriminated because left hand imagination shows changes in the right motor area, and right 
hand imagination shows changes in left motor area. Therefore, by determining which motor 

area is more active, we are able to infer the user’s  choice. This paradigm was chosen because 
previous ECoG experiments[6] have shown an increase in high-gamma frequency during motor 
imagery task performance, the high-gamma signal being of particular interest to us.  
 A trial consists of 3 seconds of baseline, 3 seconds of instruction display (either left or 
right), followed by 10 seconds motor imagery classification to control the ball  and 3 seconds of 
break. The aim of the task is to hit the instructed target using motor imagery. Figure 8 shows 
what the user sees during the motor imagery task. Each run of an experiment is termed a block, 
with each block containing 20 trials. For each subject, 3 blocks were run for the source space 
condition, a total of 60 trials.  

 

                
 

 
 
 

Fig. 8. Motor imagery task feedback. The green ball continuous moves upward 

during the 10 second trial. The user imagines left or right movement depending 

on instruction given and attempts to move the ball to target goal (red box). 



  

 The sensor space experiment procedure is essentially the same except there is no 
forward modeling or inverse estimate. Two electrodes are placed on the subject (left motor 

area, right motor area) and a forehead electrode is used for ground and reference. It was 
assumed that data from left motor area electrode completely represented the activity in the 

left motor area, and similarly for the right motor area. Again, there are a total of 3 blocks for 
each subject for a total of 60 trials. 

 Data Analysis: During the motor imagery task, activity from the left and right motor 
areas was band-pass filtered at 70hz-90hz. After subtracting out the baseline for each trial, the 
power in the left motor area was compared to the right, and ball moved in the direction of the 
signal with higher power. At the end of the 10 second trial, if the ball was in the target region, 
the trial was counted as a success and failure otherwise. The number of successes for left and 
right was tallied for each condition separately for comparison. Of the 42 blocks of data 
collected (21 for each condition), 7 blocks in each condition were rejected for bias effect. The 
block was rejected if the difference between left hits and right hits resulted in a probability 

which was within the 5% tail of either end of the binomial probability distribution. The resulting 
valid blocks after rejection were 14 for each condition. Since there were 20 trials per block, 
there were a total of 280 trials per condition. 
   

Results 
 

 To compare the results of the sensor space experiments with source space experiments,  

maximum likelihood probability of success was calculated in both conditions given trials came 
from a binomial distribution (since trials were independent, and each trial had two possible 

outcomes success/fail). We fitted the total number of successes out of total number of trials to 
a binomial distribution in each condition to determine the maximum likelihood probability of 

success for any given trial. The sensor space condition resulted in a binomial distribution with 
60% success rate, 95% confidence interval of [54%, 65%]. The source space condition resulted 

in a binomial distribution with 65% success rate, 95% confidence interval of [59%, 71%]. Figure 
9 shows a bar plot of the maximum likelihood probability for the two conditions. For large n (in 
our case 280), we can approximate the binomial distribution with a normal distribution, for 
which we can use a t-test. This yields a p< 0.0058 that the two distributions have equal means , 
indicating the 5% increase in hit rates for the mapping is statistically significant. 



               
 

  
 

 

Discussion 
 

 The results from current experiments suggest that high-gamma frequencies can be 
recorded more effectively with source imaging methods compared to direct electrode data. 

However, the final classification accuracy of 65% overall is not suitable for a practical BCI. For 
future studies, the current approach will be extended to use structural MRI to correctly model 

the geometric properties of each individual subject brain. In addition, an fMRI also allows us to 
constrain the region of interest more accurately by having subjects perform the motor imagery 

task in the fMRI and correlating the BOLD response to the expected active region during EEG.  

 With extended studies into source imaging methods, this technique may be a promising 
approach to use EEG not only for BCI application, but for researching the neural mechanisms 

underlying brain function. 

 
 
 
 
 

 

Fig. 9. Maximum likelihood probability of success estimated for sensor 

data and source imaging conditions, with error bars of 95% confidence. 
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