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Abstract 
The ODK Tables Graphing Tool is a component of 

ODK Tables designed to produce a variety of 

visualizations. Given two columns of data the 

graphing tool can create bar, scatter, and line graphs. 

Graphs can further be manipulated with rudimentary 

aggregate operations such as min, max, average, 

count, and sum. The graphing tool has a lightweight 

HTML/JavaScript interface that uses SVG and the 

d3.js library to produce the graphs. The tool is run via 

a Web View that allows the tool to communicate with 

supporting functions in the main ODK Tables 

application. Thus the graphing tool can also use filter 

operations, save graph templates, and is guaranteed to 

always display the most up to date information stored 

for the graphed data set. The tool is limited in that it 

does not permit multi-column graphing, so it is not an 

optimal application for graphing analytical data sets. 

However, the application performs well with large 

transactional data sets of at least 100,000 data points 

and the user interface is designed to be intuitive and 

produce a useful graph in less than four touches on 

the phone.  

 

1. Introduction 
Spreadsheet applications that include graphing tools 

typically require a desktop computer or a reliable 

internet connection to a site that provides a graphing 

service. This means that these applications have 

expensive overhead requirements that can limit 

where they can operate. Such requirements include a 

stable regional infrastructure or relatively expensive 

equipment. The relevance and demand for ICTD 

services has grown since global health related 

workers and agencies have realized the benefits of 

collecting and analyzing field data electronically. 

ODK Tables Graphing Tool aims to provide an easy 

to use graphing application that operates fluidly 

providing quick and useful visualizations in and out 

of resource constrained areas. 

 

2. Related Tools 
There are surprisingly few phone applications that 

can graph substantial data sets. Chart Creator, 3D-

Graph, and OfficeSuite [1, 2, 5] are among a few 

examples of other graphing applications designed 

specifically for mobile phones. What these tools do 

well is produced colorful graphs of organized data 

sets. These applications use data that has been 

previously aggregated or structured in a particular 

way to visualize a correlation or relationship between 

two different things. This will be referred to as 

analytical data (figure 1). The ODK Tables Graphing 

Tool is unique in that it offers a different kind of 

graphing service than these applications. The ODK 

Tables Graphing Tool is designed to produce 

visualizations using a transactional data set. 

 

Transactional data sets grow dynamically and are 

optimally formatted to allow frequent additions and 

modifications to individual data points and rows. 

With other phone applications the data must already 

be organized and inserted into appropriate tables 

where the relationships between the data are 

established. This is not ideal for users who are out in 

the field and the data being entered may or may not 

have relevant correspondence. If it becomes apparent 
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that there is a new relevant relationship an entirely 

new table would need to be constructed and the data 

appropriately aggregated to fit the model. On the 

other hand, ODK Tables [7] application the data 

being entered to be raw from the field and the 

relationships between columns undefined. The 

application provides the user with an array of tools 

that allow him/her to rapidly test, visualize, and filter 

data. In summary, the main advantage of the ODK 

Tables graphing application is that it provides users 

the freedom to visualize data in a variety of user-

defined ways. 

 

3. Standard Use Case 
The ODK Tables Graphing Tool is 

designed to take transactional data 

and produce graphs that make sense 

of data that would normally be 

difficult to interpret by looking at a 

spreadsheet. Transactional data is 

entered as it is received, so there are 

often a lot of redundant column 

entries. When the rows are 

aggregated and collected in some user 

specified manner the data often 

makes much more sense. The 

graphing tool attempts to provide the 

user with some of this functionality. 

 

3.1 Creating Graphs 
The typical use case for the Graphing 

Tool begins when the user switches 

from the spreadsheet view to the graph view. When 

the user presses the plus icon to create a new graph 

the phone switches to a new screen with a sliding 

menu. The user is first asked to select a type of graph. 

Currently there are three graphs that can be produced: 

a bar chart, a scatter plot, and a line graph. When the 

graph type is selected the graph type submenu 

shrinks to only show the selected option and expands 

a new submenu. Each time an element is picked in 

the submenu, the unselected options disappear and 

the next submenu is expanded. Users can freely 

change options that have been previously chosen. 

The next submenu is the operation menu. This allows 

users to perform basic aggregation and collection 

functions over the data. So far the available functions 

are: min, max, average, count, sum, and simple plot. 

Simple plot and count work for both string data 

columns and numeric data columns. The other 

functions require the data to be numeric. After 

selecting the desired operation the subsequent 

submenu depends on the type of graph being 

produced. 

 

The menu was designed to request the minimal 

amount of required information from the user to build 

the graph. Most graphs only require four touches to 

produce a completed graph (some graphs require 

more information and may need five touches). For 

example the bar graph requires the user to select an x 

and y axis after the operation submenu. 

 

When the user has completed filling out all the 

required information the submenu collapses into an 

edit tab at the top of the screen and the graph is 

drawn immediately. The user can touch the edit tab at 

any point and change the properties in the submenus 

(figure 2). After a change is made the graph is 

immediately redrawn to reflect the changes. When 

the edit tab is closed the user can also use the scale 

buttons below the edit tab to resize the graph.  

 

3.2 Saving Templates 
Creating a graph may be simple but if a user wants to 

switch quickly between different views and 

periodically check the same graph going through the 

four touch process to produce the same graph might 

start to feel tedious. In response to this concern, 

functionality was added to allow users to save graphs 

in the form of templates.  

Figure 2 



 

A template is simply a saved instance of 

submenu selections (figure 3). The 

template does not save the data set used to 

draw the graph. For example, if the user 

saved a template of a bar graph that plotted 

temperature in a city over the course of the 

day and entered new data points through 

the spreadsheet view, the new temperature 

data would be included in the graph the 

next time the template was loaded. In other 

words if the underlying data set is changed 

the graph also changes. The template 

mainly serves to eliminate the need to 

reenter the menu selections. 

 

The user can save as many templates as 

they desire for each table (figure 4). If the 

underlying tables’ structure is modified, for 

example: an entire column is eliminated 

from a table or a column’s data type is switched, old 

templates may still contain old submenu selections 

and will not be able to fully load the saved graph. 

When a template with invalid values is loaded, the 

application opens to the submenu that contains the 

old invalid column selection and requests the user to 

make a new selection from the new valid columns. 

 

4. Design and Implementation 
The ODK Tables Graphing Tool is categorized as a 

view for the ODK Tables application. ODK Tables 

includes other views such as spreadsheet, list, and 

map. The term view is simply a way to refer to the 

different mediums that the overall application can use 

to display data. In this particular view the graphing 

tool is not run using the Android’s native Java 

environment (figure 5). Instead it is composed of 

JavaScript libraries and html elements.  

 

4.1 Web View 
The main ODK Tables application opens a Web 

View that utilizes the phone’s native browser to 

produce an html page. Although the Android browser 

is being used to create the page none of the normal 

browser functions (like the search bar) are shown. 

The application appears to still be running a native 

mobile application. This approach was chosen 

because there are several powerful JavaScript 

libraries that efficiently produce graphs and produce 

flexible and more customizable user interfaces. Since 

the Web View operates within ODK Tables, stored 

data sets, color rules, and templates can be stored in 

the ODK Tables’ database and passed into the 

JavaScript library that is producing the graph. The 

ODK Tables filter operations can also be applied to 

restrict the data set that the graph uses. 

 

4.2 JavaScript and D3.js 
The JavaScript library is designed to allow a lot of 

flexibility with creating different submenus as well as 

making it easy to expand the selection of graph types. 

This is partly accomplished by isolating each 

different graph type in its own resource file. These 

graph files use an open source library called d3.js [3] 

to draw the graphs on an SVG [6] canvas. It should 

be noted that drawing in SVG is only supported by 

Android versions 3.0 and higher. Preceding Android 

versions do not support SVG.  

 

The d3.js library is a powerful tool that has the 

potential to create large dynamic and interactive 

graphs. The user interface is in its separate library 

and manages which graph functions to call and what 

resources to request from the Java objects that are 

provided by the Web View. It is expected that when 
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the application is released for testing users will 

request new graph types and operations. This overall 

structure attempts to reduce the number of changes 

that will have to be made to the existing code base to 

add the new submenu and graphing functions. 

 

5. Evaluation 
A successful evaluation of the ODK tables graphing 

portion of the application would involve comparing 

the ease of use and functional differences between 

the app’s graphing tool and a generic spreadsheet 

application. If the ODK tables graphing software 

proved to be as easy to use and as useful as any 

generic spreadsheet application then the software 

would arguably be a superior option for users in 

remote resource constrained environments. 

 

5.1 Testing 
Evaluating the ODK tables graphing portion involved 

timed test cases. A random selection of users with a 

random assortment of skill and familiarity with 

spreadsheet applications were presented both a phone 

with the ODK Tables app and a desktop computer 

that had Microsoft Excel. Qualitative data was 

collected after each use case. Users filled out a 

survey comparing their experiences as they were 

asked to perform several operations involving 

different types of graph and different selections of the 

data. 

 

5.1.1 Evaluation overview 

The testers were asked to complete four tasks. The 

tasks were chosen to compare basic use cases of both 

tools. Testing focused solely on evaluating the 

graphing portion of the applications. Users were 

shown how to plot a simple graph on both 

applications once before beginning the test. Each task 

was timed until completion and users filled out a 

corresponding portion of a qualitative survey. The 

survey asked the users to rank how easy or difficult it 

was to complete each task. The first task asked users 

to graph a simple bar chart. The expectation was that 

this task would be straight forward for both 

applications and there would be little confusion. It 

was the simplest set of operations and the users had 

just been shown how to complete the task before 

beginning the test. The second task asked the testers 

to save the graph (or the template). This brought 

users back to the main menu of the graph application. 

For the third task asked users to reopen the bar chart 

and make a simple edit. 

 

 

 

Figure 5 



5.1.2 Test Results 

The original evaluation was much longer and more 

extensive but it quickly became apparent that 

learning to use the user interface was not as intuitive 

as it was thought to be. Nearly twenty users were 

asked to test the application. The final results were 

actually quite skewed. Perhaps not so surprisingly, 

most users were already very familiar with Microsoft 

Excel. Almost every user could perform the tasks in 

Microsoft Excel quickly. On the other hand, in every 

case users were still learning to use the ODK Tables 

application. And for just about all the users, the test 

was evaluating their first time using the ODK Tables 

application.  

 

5.1.3 Analysis 

More than anything else, the resulting survey data 

showed that a lot of the people that participated were 

familiar with Microsoft Excel. In retrospect it would 

have been more useful to just have the users create 

multiple graphs in ODK Tables and see how quickly 

performance improved over multiple iterations. At 

least then there would be some sort of quantitative 

measurement that indicated how long it took to 

become familiar with the application. 

 

Resultantly, the most useful part of the evaluation 

ended up being the qualitative responses after the test 

was taken. Users provided excellent feedback and 

advice for improving the user interface and making 

the graphs easier to produce and edit. Some of the 

important notes that were made included improving 

the menu that displayed the templates. When there 

were no templates users were confused how to make 

the first graph. A number of users said that the 

submenu options did not look like press-able buttons 

and if a submenu was reopened they could not tell 

which item they had previously selected. One of the 

biggest issues was saving the graph. In order to save 

the graph the back button needed to be pressed. Users 

often traversed the upper icons and reopened and 

closed the edit menu before they remembered the 

demo (or got lucky) and pressed the back button. 

Reopening and editing existing templates were pretty 

easy for users after they produced the first graph.  

 

There was also positive feedback. Many users really 

liked the expanding and sliding menu feature and that 

changing the graph was really easy. In addition, the 

few users that played with the application after the 

test showed clear improvement and understanding of 

how to use the application. Perhaps it would have 

been a fairer comparison to Microsoft Excel if the 

users were asked to take the test after becoming a 

little bit more familiar with the graphing tool. Or 

perhaps another solution would be to run a different 

comparison using a graphing application that most 

users would be equally unfamiliar with. 

 

5.2 Performance 
The graphing application requires a potentially large 

amount of data to be pulled from the phone’s cache 

and organized in JavaScript objects so that the d3.j 

library functions can be used to produce the 

visualization. This process is the primary and perhaps 

the only point in a typical use case where 

performance could affect the user. On the other hand 

user interface functions and loading the initial state of 

the browser that runs the graphing application have 

negligible runtime costs. And so the only relevant 

process that needed to be timed was the time it took 

after the user pressed the last submenu option to 

when the graph was visible on the screen.  

 

The application was tested with an array of data sets 

each differing by a factor of ten. The size of the data 

sets ranged between 10 and 100,000 data points. The 

performance time was measured between the time the 

graph function was called and the graph function 

completed producing the graph. The ODK Tables 

Graphing Tool performed well with large datasets. It 

was found that each additional data point increased 

the computation time linearly. Using operation 

functions min, max, average, and count increased the 

computation time by a constant factor of 2. At 10,000 

data points the computation time for a simple scatter 

plot with no aggregate function was ~1500 

milliseconds. It was expected and proved that 

plotting 100,000 data points took approximately 

~15000 milliseconds to complete (figure 6). It should 

be noted that the application is not designed with the 

specific intention to handle massive quantities of 

data. Other parts of the application began to fail with 

a data set containing 10,000 data points. The 

expected typical use case would have data sets that 

were a couple hundred to a few thousand data points 

large. Within this typical range the computation time 

for producing the graphs is negligible. Negligible in 

the sense that by the time the submenus have 

collapsed into the edit tab the graph has already been 

produced. 

 

6. Future Work 
It is clear from the test evaluations that the 

application’s user interface needs to be more 

extensively tested and reshaped to better fit user 

intuitions. In addition to applying changes based on 

qualitative feedback there are also several clear next 

steps that would greatly improve the usability and 

scope of the graphing tool. One of the primary 

additions is to add more graphs. Currently the bar 

chart, scatter plot, and line graph only involve two 



columns. One of the main limitations of only being 

able to graph two columns is that the graphing tool 

struggles to produce graphs using analytical data. If 

multi-column graphing were added then the 

application would be able to graph both analytical 

and transactional data sets. Another goal is to 

eliminate the scaling buttons and utilize the touch 

functions of the phone to handle scaling the graph. 

We attempted to implement this from a number of 

different angles, but the touch functions remained 

inconsistent and jittery. It is likely that a feasible 

solution will become available in the near future as 

solutions and support for non-native mobile 

applications improve.  

 

Perhaps the most exciting next step is to begin 

implementing a wide array of new graphs and really 

taking advantage of the d3.js open source library. The 

application has been structured in such a way that 

adding new graph types is simple and d3.js is well 

equipped to produce interactive graphs that might 

turn out to be excellent solutions to visualizing and 

understanding new data. 

 

Conclusion 
The ODK Tables Graphing Tool is a potentially 

useful and easy-to-learn component of the ODK 

Tables framework. There are not many (if any) 

mobile applications that are capable of interpreting 

transactional data sets that also provide an array of 

graphing and data manipulating tools. The initial 

results from the test evaluations and user feedback 

indicated that the application is simple and relatively 

easy to learn, albeit the user interface could still be 

improved to better match user intuitions. However, 

the overarching idea that complicated data sets can be 

analyzed, understood, and utilized on-the-go remains 

a strong motivation for improving and testing the 

ODK Tables Graphing Tool.  
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