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Abstract 
Current methods of composing and editing messages on mobile devices in an eyes-free context 

using speech recognition are ideal for sending short messages. They are not as efficient when it 

comes to sending longer messages. While automatic speech recognition systems have made it 

simple and quick to dictate and compose messages on mobile devices in an eyes-free manner, 

there is no complementary system of editing recognition errors that is equally as efficient in an 

eyes-free environment. Currently, the only systems in place to edit messages in an eyes-free 

manner force users to re-dictate the entire message or force users to listen to each word in the 

message one at a time to find recognition errors. No form of automatic error detection is in place 

for eyes-free editing on mobile devices. We created a method of automatic error detection and 

eyes-free error correction for speech input on mobile devices called the Suspicious Phrase (SP) 

Method. We analyze meta-data provided by the speech recognition system to detect potential 

errors, or “suspicious phrases,” and also provide suggestions for alternatives to the suspicious 

phrases. The SP Method lets users navigate directly to the potential errors. We conducted two 

studies to compare the efficiency and accuracy of the SP Method against that of Siri’s Eyes-Free 

Mode, in which users edit messages by re-dictating them in their entirety. In the first study, 6 

users were asked to dictate and edit sentences using both the SP Method and an app we built that 

emulated Siri’s Eyes-Free Mode. Both methods performed about the same in terms of efficiency 

(completion rate) and accuracy (word error rate). In the second study, 10 users were asked to 

dictate and edit paragraphs (3-4 sentences long) using both the SP Method and the emulation of 

Siri’s Eyes-Free mode. In the second study, the two methods performed about the same in terms 

of average completion rate, but the SP Method performed much better than Siri’s Eyes-Free 

Mode in terms of word error rate. In addition, users consistently expressed much greater 

frustration using Siri’s Eyes-Free Mode than when using the SP Method to dictate and edit 

paragraphs. The results of our studies suggest that Siri’s Eyes-Free Mode is not ideal for editing 

long messages on mobile devices, and that the SP Method is a viable alternative for eyes-free 

error correction of long messages. 
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1. Introduction 
In the past few years, composing messages via dictation on mobile devices has become more 

popular due to advances in speech recognition systems on mobile devices, such as Apple’s 

iPhone, which allows users to dictate messages using Siri’s Eyes-Free Mode. To compose a 

message via dictation on the iPhone, a user starts Siri and tells Siri to send a message to a 

specific contact. Then Siri will ask the user what he wants the message to say. The user then 

speaks the message he would like to send, and Siri transcribes the message. The message appears 

on the screen and Siri asks the user if he is ready to send the message. The user has 3 choices. He 

can review the message by having Siri read the transcribed message, respeak the message, or 

send the message. If a part of the message is interpreted incorrectly by the speech recognizer, 

then the user must dictate the entire message again. 

 

We focus on the following research question: Is there a better method than Siri’s Eyes-Free 

Mode for eyes-free dictation that does not require users to completely re-dictate a message that 

contains speech recognition errors? 

 

We wish to investigate this research question to improve eyes-free editing for dictation on 

mobile devices. We care about dictation on mobile devices because speech is a fast and natural 

way to compose messages. We also focus on improving eyes-free editing because the non-eyes-

free editing process, in which a user can select text and edit it using the mobile keyboard, is 

already fairly efficient and well-accepted by users. In contrast, eyes-free editing is less efficient 

because users must spend a longer amount of time locating errors. If an efficient system of eyes-

free editing were developed, then composing messages on mobile devices could be done in a 

completely eyes-free manner from when the user first dictates the message to when the user edits 

and sends the message. This would benefit users who wish to send messages on-the-go, but 

cannot look at the screen on their mobile device because they are driving or walking. This would 

also benefit blind smartphone users. 

 

We introduce a new technique called the Suspicious Phrase (SP) Method for correcting errors in 

speech recognition that aims to make eyes-free editing on mobile devices less frustrating. The SP 

Method groups portions of a message into phrases that are either “likely correct” or “likely 

incorrect” using an error-detection algorithm that utilizes a piece of metadata given in many 

speech recognition systems known as the n-best list. When a speech recognizer transcribes what 

the user said, it generates a list of possible transcriptions and outputs the result in which it is 

most confident. The rest of the list contains alternatives in order of confidence (e.g. the second 

result in the n-best list is what the speech recognition system thinks is the second most-likely 

option). The error detection algorithm used in the SP Method looks for similarities and 

differences between each n-best list result to identify possible errors to the user. The SP Method 

allows users to swipe through portions of a message at the phrase-level, and presents a list of 

suggested alternatives for any phrase that is deemed “likely incorrect.” 
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To see whether the Suspicious Phrase Method is effective, we conducted two studies to compare 

the SP Method to Siri’s Eyes-Free Mode. We built two Android apps for testing--one that 

implements the SP Method and one that emulates Siri’s Eyes-Free Mode by allowing users to 

compose a message through speech and then giving the user the choice to review, respeak, or 

submit the composition. When we refer to Siri’s Eyes-Free Mode in the context of user studies 

throughout this paper, we are referring to the simulation of Siri’s Eyes-Free Mode that we built. 

In the first study, 6 smartphone users (mean age: 22) were asked to dictate and edit one-sentence 

compositions using the SP Method and Siri’s Eyes-Free mode. In the second study, 10 

smartphone users (mean age: 21) were asked to dictate and edit compositions that are 3-4 

sentences long using both methods. The results of the studies were used to compare the 

efficiency and accuracy of the SP Method compared to Siri’s Eyes-Free Mode. 

 

The SP Method performed about the same in terms of accuracy and efficiency as Siri’s Eyes-

Free Mode for editing one-sentence compositions. However, in the second study, the SP Method 

was much more accurate than Siri’s Eyes-Free Mode for editing of paragraphs. Many users 

found the Siri’s Eyes-Free Mode simulation highly frustrating for editing paragraphs because 

Siri’s Eyes-Free Mode does not allow users to edit portions of a message; and the longer the 

message, the more the user had to re-dictate when the initial speech recognition result was 

incorrect. 

 

Our contributions are: 

● Suspicious Phrase Method: a new method for eyes-free error correction in speech 

dictation. 

● Evaluation of the Suspicious Phrase Method through two user studies. 

 

2. Related Work 
In 1999, Karat et al. [1] compared text creation via speech and text creation via keyboard and 

mouse. They found that creating text through speech was much slower than creating text through 

keyboard and mouse. One reason for this was that correcting errors using keyboard and mouse 

was much simpler than correcting errors in large speech recognition systems. Correcting errors 

using keyboard and mouse mostly consisted of deleting and retyping, while correcting errors 

using voice sometimes created more errors because of misinterpretations by the speech 

recognizer. Many participants said that they would only be willing to purchase speech 

recognition software if it were easier to correct errors. Since then, much research has been done 

to improve speech recognition software, and speech recognition technology today is more 

sophisticated than it was 15 years ago. However, some studies have found that eyes-free error 

correction for speech recognition systems is still frustrating for users. 
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Research has been done to observe blind smartphone users as they compose and edit messages 

using dictation. Azenkot et al. [2] found that blind smartphone users spend the majority of their 

time in the editing process when dictating messages. Users from that study expressed that editing 

recognition errors was frustrating. Much of the time spent editing the compositions was spent 

locating errors. While our work is not specifically targeted toward blind users, our work on eyes-

free editing has implications for developing more efficient systems for blind smartphone users. 

 

Different modes of repairing speech recognition errors have been evaluated for accuracy. Suhm 

et al. [3] conducted a pilot evaluation which compared repair accuracies of different modes of 

input, such as speech, spelling, and handwriting. Their evaluation suggests that spelling and 

handwriting are very effective for repairing speech recognition errors. The results of their 

evaluation suggest that a multimodal approach to interactive error recovery is the most effective 

way to design error correction systems for speech recognition. Although Suhm’s work is 

relatively old, his findings on multimodal approaches to repairing speech recognition errors are 

still valid today because the main problem with repairing speech recognition errors using speech 

is that it can create more speech recognition errors. This problem is still relevant today. Suhm et 

al. reported that multimodal correction is faster than correction by speech alone [4, 5]; 

multimodal input methods are particularly advantageous for small mobile devices [5]; and 

multimodal error correction effectively repairs speech recognition errors for applications with a 

graphical user interface [4]. Our work presents a new multimodal approach to interactive error 

recovery that combines speech and selection from a list. Our eyes-free multimodal error 

correction technique is designed to be used without a graphical user interface. 

 

Many speech recognition systems provide meta-data on the utterance that was spoken into the 

speech recognizer. One of these pieces of meta-data is the n-best list. The n-best list is a list of 

alternative recognition results. Each recognition result is given a confidence score between 0 and 

1, where a greater score equates to a more likely alternative. In the past, confidence scores were 

seen as a promising piece of information that could be effectively utilized to improve the 

efficiency of error detection in speech recognition. And while there has been research done in 

using confidence scores to detect speech recognition errors [6], there is also research advocating 

that confidence scores are not likely to be useful for error detection [7]. 

 

Studies have suggested that n-best lists are useful for humans to detect and correct errors [6], but 

we have found little work done on how to integrate the n-best list into the error detection and 

correction process. Waibel and McNair present a method for locating and correcting speech 

recognition errors using a rescoring system based on two n-best lists [8]. The disadvantage to 

their method is that they need the user to re-input portions of the composition to be repaired, 

either by speech or some other mode of input, in order to generate a second n-best list, which 

they use together with the original n-best list to rescore alternatives and correct errors. We 

present a method that detects potential errors and indicates them to the user right after the initial 
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utterance is interpreted by the speech recognizer. To the best of our knowledge, we are the first 

to utilize the n-best list by aligning its results for error detection.  

 

3. Design 
Our method is designed for eyes-free dictation. When designing this method, we drew 

inspiration from Siri’s Eyes-Free Mode as well as VoiceOver, as they both can be used to 

compose messages using speech dictation on mobile devices. While Siri’s Eyes-Free Mode is 

targeted toward sighted people and VoiceOver is targeted toward blind people, they both make 

design choices related to error correction for eyes-free dictation. We found 3 main design 

choices in Siri’s Eyes-Free Mode and VoiceOver that we wished to try to improve upon: 

1. Siri’s Eyes-Free Mode does not allow users to edit portions of a message. 

2. VoiceOver makes users swipe through the message one word (or character) at a time. 

3. Neither Siri nor VoiceOver presents the user with alternative suggestions for errors. 

 

3.1 Editing Portions of a Message 

Siri’s Eyes-Free Mode does not allow users to edit portions of a message; it only allows users to 

respeak the entire message. In Siri’s Eyes-Free Mode, once the user has finished dictating the 

message, the message shows up on the screen. Siri then asks if the user is ready to send the 

message. At this point, the user has three options: (1) listen to the speech-synthesized 

transcription, (2) respeak the message, (3) send the message. If the user wishes to listen to what 

was transcribed by Siri, he says “review.” If the user wants to repeak the message, he must 

dictate the entire message again. When the user is finally satisfied with the transcribed message, 

he sends the message. When designing our method, we wanted to allow users to edit portions of 

the message. 

 

3.2 Swiping through Large Portions of the Message 

VoiceOver does allow users to edit portions of a message. To edit messages in VoiceOver, the 

user selects “word-mode” by making a knob-turning gesture on the screen. Once in “word-

mode,” the user may swipe right to listen to the next word and swipe left to listen to the previous 

word. When the user arrives upon a word that he believes is incorrect, he may start correcting the 

word immediately, or select “character-mode” by making another knob-turning gesture on the 

screen. If the user is in “character-mode,” he may swipe right to listen to the next character and 

swipe left to listen to the previous character. Once the user is ready to correct the word, he may 

start the speech recognizer and try to re-speak the word, or he may edit it using the keyboard. If 

the user chooses to edit using the keyboard, he may edit individual characters. The problem with 

editing messages in VoiceOver is that swiping through individual words and characters is slow. 

When designing our method, we wanted to allow users to swipe through larger portions of the 

message. 



8 

3.3 N-Best List in the User Interface 

An n-best list is a list of possible speech recognition results. For example, if I start up Google’s 

speech recognizer (Google Automatic Speech Recognition -- ASR) and say “he accepted a pen 

as a present”, it is fairly certain that I said “pen”, but there is a possibility that I meant “pan”. 

Thus, when I look at the n-best list, the first result says “he accepted a pen as a present” and the 

second result says “he accepted a pan as a present”. The results of the n-best list are in 

descending order of confidence. The result that the speech recognizer has the highest confidence 

in is the first item in the n-best list. 

 

A popular text entry interface on mobile devices which makes use of n-best lists is Swype. Like 

cursive, the user does not have to lift his finger to tap each individual letter of a word. Instead, he 

holds his finger down and drags his finger from letter to letter on the keyboard until he is done 

spelling the word. Using statistics, Swype predicts the word the user was trying to input and also 

shows an n-best list. The user selects the desired word from the n-best list. 

 

 

Users can select the desired word from the n-best list in Swype. [9] 

 

There is no analogous use of n-best lists in the speech-to-text dictation interface on mobile 

devices even though widely-available speech recognizers, such as Google ASR, provide n-best 

lists. Our new technique for error correction exposes the n-best list in the user interface to 

emulate an eyes-free version of Swype, where the user can pick the best choice from a list of 

alternative possibilities. 

 

4. Suspicious Phrase Method 
The method of error correction we present aims to allow users to swipe between tokens, as in 

VoiceOver. However, in an attempt to increase efficiency, users swipe between phrases instead 

of individual words or characters. The originally-transcribed message is tokenized into 

“suspicious” phrases and “not suspicious” phrases. A “suspicious” phrase is defined as a phrase 

that is deemed to likely be incorrect. To correct a suspicious phrase, the user can choose a 

replacement phrase from an n-best list of alternatives. If the correct alternative does not exist in 

the list, then the user may replace the suspicious phrase by dictating that portion of the original 
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message again. We call our new method the Suspicious Phrase Method. 

 

4.1 Suspicious Phrase Detection 

When the user speaks a sentence, an n-best list of all the possible dictations of that sentence is 

generated. An alignment algorithm can be applied to the n-best list to detect possible errors. In 

this study, we use the Needleman-Wunsch algorithm [10] to align the n-best list. For example, 

when I say “he accepted a pen as a present,” Google ASR’s n-best list contains the following 

possible dictations: 

 

1. he accepted a pan as a present 

2. he accepted to Penn as a present 

3. he accepted a pen as a present 

4. he accepted epen as a present 

 

Next, we use the Needleman-Wunsch algorithm to align each of the results in the n-best list with 

one another. We do this by applying the algorithm in pairs, aligning each result with the first 

result in the n-best list. We chose to align everything with respect to the first result because the 

first result has the highest chance of either being the correct sentence or being most similar to the 

correct sentence. After aligning the results of this n-best list, we see that the word-alignments are 

broken down as follows: 

 

he accepted a pan as a present 

he accepted to Penn as a present 

he accepted a pen as a present 

he accepted -- epen as a present 

 

The dash (“--”) represents no word. The dash is necessary to align sentences when one sentence 

contains fewer words than another sentence. 

 

Once the sentences are aligned at the word level, they are grouped together into phrases that are 

either “likely correct” or “suspicious”. If words in a continuous range of positions for each n-best 

list result are the same, they are likely correct. If words in a continuous range of positions for 

each n-best list result differ from one another, they are potentially incorrect; they constitute a 

“suspicious phrase”. In the example above, the first and second words are the same for every n-

best list result, so “he accepted” is a phrase that is likely correct. The third and fourth words are 

not the same for each n-best list result, so “a pan” is a suspicious phrase. The last three words are 

the same for every n-best list result, so “as a present” is a phrase that is likely correct. 
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4.2 Indicating Suspicious Phrases to the User 

After the message is dictated, users can swipe left and right to listen to the different tokens in the 

message. If the token to be read is a suspicious phrase, the device will beep once to get the user’s 

attention, read the suspicious phrase out loud to the user, and then spell the suspicious phrase out 

loud. If the token to be read is not a suspicious phrase, the device does not beep; and, the token is 

read out loud to the user, but it is not spelled. We chose to automatically spell the suspicious 

phrase out loud to the user to avoid making the user swipe character by character, as in 

VoiceOver, to detect errors that are hard to hear. 

 

In the example above, after “he accepted a pen as a present” has been dictated, if a user swipes 

right, he hears “he accepted”. The user swipes right again, he hears a beep because the phrase is 

marked as suspicious; he hears “a pan”; then, he hears the spelling of the suspicious phrase, “A - 

space - P - A - N”. At this point when the user is on a suspicious phrase, he is able to tap the 

screen to listen to the alternatives in the n-best list. If the user swipes right again, he will just 

hear “as a present” because this phrase is not marked as suspicious. If the user swipes left, he 

will go back to the suspicious phrase, and thus hear the beep, the phrase, and the spelling of the 

phrase. This is how the user is able to make swipe gestures on the screen to navigate through 

tokens in a message and listen for suspicious phrases. 

 

In the case of a suspicious phrase containing no words, the user will hear a beep, followed by the 

phrase “missing word.” This can happen, for example, when the first sentence in the n-best list is 

shorter than other sentence(s) in the n-best list, and dashes are inserted into the first sentence to 

align all of the sentences in the n-best list. If a suspicious phrase consists entirely of dashes, then 

the user will be informed that there is potentially a missing word or phrase in the sentence. To 

simplify our user studies, no dictated messages contained the phrase “missing word,” but we 

acknowledge that if the Suspicious Phrase Method were to be implemented in a real speech 

recognition system, a mechanism to escape the phrase “missing word” would need to be 

developed. 

 

4.3 Correcting Suspicious Phrases 

When the user swipes to a suspicious phrase, he has the option of tapping to listen to a list of 

alternatives to replace that suspicious phrase. The list of alternatives is derived from the original 

n-best list alignment results. The misaligned words in each n-best list result constitute an 

alternative suspicious phrase. In the example above, when the user swipes to the suspicious 

phrase “a pan,” he can listen to the list of alternatives. The list contains the following 

alternatives: “to Penn,” “a pen,” and “epen”. 

 

When the user single-taps the screen, the next alternative in the list is read and spelled aloud. The 

user keeps tapping to listen to each alternative until he hears the correct alternative. Each time 

the user taps the screen, the alternative automatically replaces the suspicious phrase in the 
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message. So, once he hears the correct alternative, he can continue swiping left and right to listen 

to other tokens in the message. No selection of the correct alternative needs to be made because 

the alternative automatically replaces the suspicious phrase. 

 

If the end of the list is reached, tapping again will put the user at the beginning of the list, and 

read and spell the first alternative. This way, users can cycle through the list multiple times if 

they wish to listen to the alternatives again. 

 

If the correct alternative is not in the list, which is possible because the correct alternative may 

not have appeared in the original n-best list, the user may dictate that portion of the sentence 

again. To start the speech recognizer, the user long presses the screen. The device will make a 

sound to signal that the speech recognizer is ready to listen. Then, the user dictates the phrase he 

wishes to replace the suspicious phrase with. Then, the dictation is repeated back to the user and 

spelled aloud. The user can either confirm that the phrase was dictated correctly, or keep 

dictating the phrase until it is correct. 

 

4.4 Reviewing the Message 

The user has the option to listen to the entire message. To do so, the user long presses the screen 

to start the speech recognition engine and says “review.” The device will then read the current 

message aloud. 

 

4.5 Limitations 

When a sentence is spoken and put through the Needleman-Wunsch algorithm, the n-best list can 

be misaligned at multiple different places. 

 

For example, I say “I scream for ice cream,” and get the following results in my n-best list: 

1. I scream for ice cream 

2. ice cream ice cream 

3. ice cream for ice creams 

 

There are multiple places that these three sentences are misaligned. They are misaligned in the 

beginning because sentence 1 says “I scream” and sentences 2 and 3 say “ice cream.” They are 

misaligned in the middle because sentences 1 and 3 have the word “for” while sentence 2 does 

not. And, they are misaligned at the end because sentences 1 and 2 say “ice cream” while 

sentence 3 says “ice creams.” 

 

Complications can arise when n-best list results are misaligned in multiple places and words are 

repeated because one must have a procedure for deciding where the corresponding 

misalignments occur in each n-best list result. To simplify our experiments, we only use 
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sentences where the n-best list results are all misaligned in a single spot, as in the “He accepted a 

pen as a present” example. 

 

One limitation to our user studies is that participants dictated messages that they did not 

compose. They read messages that we gave them. Section 6.1 discusses the sentences we used in 

our study. Because users did not have to compose messages, our studies do not measure how 

efficient the Suspicious Phrase Method is for real-time composition, only dictation and editing.  

 

5. Baseline Method 
To evaluate our new method of error correction, we compare the accuracy and efficiency of the 

method to a baseline method we implemented, which emulates Siri’s Eyes-Free Mode. 

 

In the baseline method that we implemented (which we will refer to as Siri), after a user dictates 

a message, the transcribed message is repeated back to the user, and the device asks the user, 

“Would you like to review, redo, or submit?” (We designed the app to use the word “redo” 

instead of “respeak” because we are emulating the terminology that Siri’s Eyes-Free Mode uses.) 

If the user wishes to hear the current message again, he long-presses the screen to start the 

speech recognition engine, listens for the sound that indicates that the speech recognizer has 

started listening, then says “review”. The devices then says “Your message currently says” and 

repeats the current message. If the user wishes to respeak the message, he long presses the screen 

to start the speech recognizer and re-dictates the entire message. The device then reads back the 

transcribed message. When the user is satisfied with the message, he long presses the screen and 

says “submit.” 

 

6. Evaluation 
To compare the Suspicious Phrase Method to Siri, we built two different apps for users to dictate 

and correct messages. One app emulates the functionality of Siri’s Eyes-Free Mode, and the 

other app uses the Suspicious Phrase Method of aligning n-best list results. We conducted two 

different studies in which users dictated a message, a message containing error(s) was outputted, 

and the users corrected the message. In the first study, the message was a single sentence. In the 

second study, the message was a paragraph containing 3-4 sentences. In both studies, the users 

dictated messages using both the Suspicious Phrase Method and Siri. 

 

Since we are interested in eyes-free error correction, the user interface screen is blank in both 

apps. To correct errors, the user must listen to the text-to-speech engine when it repeats the 

message or parts of the message. Anytime the user wants to speak to the apps to either give a 

voice command or dictate a message, he long presses the screen to start the speech recognizer. 
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6.1 Sentences Used in the Studies 

The set of sentences we started with for the studies come from the dataset described in Vertanen 

et. al [11]. The phrase set comes from a collection of mobile emails written by Enron employees 

on their mobile devices. These phrases were designed for text entry evaluations because of how 

easy they were to remember, and how efficiently they could be typed on a fully-sized keyboard. 

We decided to use sentences from this phrase set to increase the external validity of our 

experiments. 

 

Before the studies, every sentence from the Enron dataset was dictated offline into Google’s 

speech recognizer on a Nexus 5 device. Sentences that produced at least three results in the n-

best list that were all misaligned in the same spot were used in the study. Our final sentence set 

contained 58 sentences. 

 

6.1.1 Outputting Erroneous Sentences 

Because we are interested in studying how efficient the SP Method is for error correction, we use 

a technique called wizard-of-oz to control the error rate of the speech recognizer. The wizard-of-

oz technique is where instead of having the speech recognizer interpret the user’s utterance, we 

output a controlled composition. This allows us to control how many errors are initially in each 

composition. Offline, we picked one of the incorrect alternatives from the n-best list to output for 

each of the 58 sentences in our set. For example, when the user first dictates the sentence “that 

would likely be an expensive option,” we output the erroneous sentence, “that would likely be an 

expensive auction.” Note that all erroneous sentences are sentences that were actual results of 

their n-best lists when dictated offline before the study. 

 

6.1.2 N-best Lists Used in the Studies 

The n-best lists of these sentences were recorded offline. Since we need to control what results 

are in the n-best list in order to simplify alignment in our app (e.g., n-best list results are all 

misaligned in a single spot), we feed the results of the n-best lists recorded offline into the app. 

The app then does real-time alignment on the n-best list it receives. 

 

6.2 Study 1: Dictating and Correcting Sentences 

In this study, six participants were asked to dictate sentences and correct the errors using both 

Siri and the SP Method. 

 

6.2.1 Participants 

There were six participants in this study. Four were college students, ranging in ages 18-22. One 

was a high school student, age 16. And one was out of college, age 37. There were 4 females and 

2 males. Everyone was a smartphone user and a native English speaker. 
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6.2.2 Procedure 

For each participant, I started off by demonstrating how to dictate and correct errors using either 

Siri or the SP Method. Then, I told them a sentence to dictate, and let them dictate it and correct 

the errors. They were told to submit the sentence when they believed that the sentence on the 

mobile device matched the sentence that I told them to dictate. They dictated and corrected 5 

sentences as trial runs. The next 15 sentences dictated and corrected were used in this Study. 

Once the user was done dictating and correcting 20 sentences using one method, I repeated the 

procedure with the other method. Half of the participants started with the SP Method and the 

other half started with Siri. We set a limit on the number of times that users could re-speak the 

sentence using Siri (5) to eliminate the inconsistencies that might arise from users getting 

frustrated and submitting a sentence that is repeatedly dictated incorrectly. 

 

After they completed the tasks, I asked them to rate the following 4 statements on a scale of 1-5: 

1) The baseline method was easy to learn. 

2) The baseline method was frustrating. 

3) The suspicious phrase method was easy to learn. 

4) The suspicious phrase method was frustrating. 

 

They rated those statements using the following scale: 

1 = strongly disagree 

2 = strongly agree 

3 = neutral 

4 = agree 

5 = strongly agree 

6.2.3 Apparatus 

For each participant, 20 random sentences from Vertanen’s dataset were picked per method. The 

sentences were randomly shuffled and selected for each participant to counterbalance an ordering 

effect that may arise if sentences were given to each participant in the same order. 

 

6.2.4 Results 

We logged completion time for each sentence, which starts once the text-to-speech engine 

finishes repeating back the dictated message to the user and stops once the user submits the 

message. We also calculated the word error rate for each message. 

 

The results of the study are summarized in Table 1 below. The average word error rate per 

sentence for Siri was about 2.5% (σ = 7.8%), and the average word error rate per sentence for the 

Suspicious Phrase Method was about 1.2% (σ = 4.7%). The average completion rate for Siri was 

36.38 words per minute (σ = 39.71 WPM), and the average completion rate for the SP Method 

was 35.98 WPM (σ = 36.42 WPM). 
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An unpaired t-test of the word error rates for Siri and the SP Method shows that the difference in 

average word error rate is not statistically significant (P-value = 0.1919). An unpaired t-test of 

the completion rates for Siri and the SP Method shows that the difference in average completion 

rate is not statistically significant (P-value = 0.4727). 

 

Table 1. Results from Study 1 

 Avg Word Error Rate (%) Avg Completion Rate 

(WPM) 

Eyes-Free Siri 2.5 (σ = 7.8) 36.38 (σ = 39.71) 

Suspicious Phrase Method 1.2 (σ = 4.7) 35.98 (σ = 36.42) 

 

Figure 1 below summarizes the completion rates for each user in words per minute. 

 

Figure 1. Average Completion Rates for Each User in Study 1 (with Standard Error Bars) 

 

 
 

User 5 performed significantly better using the SP Method than Eyes-Free Siri because he 

learned how to use the SP Method very quickly. Also, when using Eyes-Free Siri, the speech 

recognizer did not always interpret his utterances correctly. User 6 performed significantly better 

using Eyes-Free Siri than the SP Method because she said the SP Method was confusing, 

whereas Eyes-Free Siri was easy to use because she was able to correct each sentence in one try 

by respeaking it. 
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errors using both methods. The most common source of errors was users submitting sentences 

immediately without correcting anything because they could not hear the error in the sentence. 

Thus, the difference in word error rate was actually dependent on which sentences were chosen 

for which app. The sentences that most participants got wrong because they did not know an 

error existed in the sentence are listed in Table 2. The errors and corresponding part of the 

correct sentence are italicized. 

 

Table 2. Sentences that Most Participants Thought were Already Correct 

Correct Sentence Submitted Sentence 

We don’t seem to have any positive income 

there. 

We don’t seem to have any positive and come 

there. 

That would likely be an expensive option. That would likely be an expensive auction. 

Did we get ours back? Did we get hours back? 

I should have more info by our meeting this 

afternoon. 

I should have more info buyer meeting this 

afternoon. 

 

All participants agreed that Siri was very easy to learn, and that the Suspicious Phrase Method 

took longer for them the pick up. On average, participants rated the frustration level the same for 

both apps (around a 3 out of 5). The frustration scores are summarized in Figure 2. 

 

Figure 2. Frustration Scores for Study 2 

(1 = not frustrating, 2 = not too frustrating, 3 = neutral, 4 = frustrating, 5 = very frustrating) 
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The results of Study 1 suggest that the Suspicious Phrase Method for error correction of single 

sentences does not provide a significant advantage over Siri, especially since it is harder to learn 

how to use the Suspicious Phrase Method than to learn how to use Siri. 

6.3 Study 2: Dictating and Correcting Paragraphs 

This study is similar to Study 1, except users are dictating paragraphs instead of sentences. 

 

6.3.1 Participants 

There were 10 participants in this study, ranging in ages from 16-23. Half of the participants 

were male, and half were female. Every participant was a smartphone user and a native English 

speaker. 

 

6.3.2 Procedure 

The procedure is similar to the procedure in Study 1, except participants are asked to dictate and 

correct paragraphs instead of sentences. For each trial, I show the participant a paragraph on my 

laptop screen, and participants dictate and correct that paragraph until they believe the message 

on the mobile device is the same as the one shown on my laptop. For each method (Siri and the 

SP Method), each participant dictates and corrects 2 paragraphs for practice, and the next 8 

paragraphs are used in this study. 

 

Again, we limited users to re-speaking a paragraph up to 5 times when using Siri to minimize 

frustration. We also asked users to rate each method in terms of how easy it is to learn and how 

frustrating it is to use. The rating scale is the same as the one described in section 8.2. 

 

6.3.3 Apparatus 

The paragraphs used in this study were a random combination of the sentences used in Study 1. 

Each paragraph was 3-4 sentences long. Each sentence contained one error. For each method per 

participant, 30-40 sentences were randomly selected to create 10 paragraphs. See section 8.3 for 

details about what sentences were used in the study. 

 

6.3.4 Results 

Similar to Study 1, we logged completion time for each paragraph, which starts once the text-to-

speech engine finishes repeating back the dictated message to the user and stops once the user 

submits the message. We also calculated the word error rate for each message. 

 

The results of the study are summarized in Table 2 below. The average word error rate per 

paragraph for Siri was about 5.9% (σ = 10.7%), and the average word error rate per paragraph 

for the Suspicious Phrase Method was about 0.3% (σ = 1.6%). The average completion rate for 
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Siri was 32.81 WPM (σ = 18.66 WPM), and the average completion rate for the SP Method was 

27.41 WPM (σ = 7.70 WPM). 

 

An unpaired t-test of the word error rates for Siri and the SP Method show that the difference in 

average word error rate is extremely statistically significant (P-value < 0.0001). An unpaired t-

test of the completion rates for Siri and the SP Method shows that the difference in average 

completion rate is not statistically significant (P-value = 0.3078). 

 

Table 2. Results from Study 2 

 Avg Word Error Rate (%) Avg Completion Rate 

(WPM) 

Eyes-Free Siri 5.9 (σ = 10.7) 32.81 (σ = 18.66) 

Suspicious Phrase Method 0.3 (σ = 1.6) 27.41 (σ = 7.70) 

 

Figure 3 below summarizes the completion rates for each user in words per minute. 

 

Figure 3. Average Completion Rates for Each User in Study 2 (with Standard Error Bars) 
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If we calculate the error rate by counting the number of submitted paragraphs that contained at 

least one error and divide that by the total number of submitted paragraphs, the difference in 

error rates between the two methods is even larger. As summarized in Table 3, almost half of the 

paragraphs submitted through Siri contained at least one error, while only 4 out of 80 of the 

paragraphs submitted through the Suspicious Phrase Method contained any errors. 

 

Table 3. Paragraph Error Rate 

Participant # # of Submitted Paragraphs 

Containing Errors  

(Eyes-Free Siri) 

# of Submitted Paragraphs 

Containing Errors  

(SP Method) 

1 6 0 

2 1 0 

3 1 0 

4 6 2 

5 4 2 

6 4 0 

7 4 0 

8 5 0 

9 5 0 

10 3 0 

Total Errors: 39 4 

Paragraph Error Rate: 39/80 = 48.75% 4/80 = 5% 

 

After participants finished using both apps, we asked them to rate how easy it was to learn each 

method and how frustrating each method was. As in the first study, participants all said that the 

Suspicious Phrase Method was harder to learn than Siri. Almost all participants also expressed 

that Siri was much more frustrating to use than the Suspicious Phrase Method. On a scale of 1-5, 

with 5 being most frustrating, users rated Siri as a 4 on average, and they rated the Suspicious 

Phrase Method as a 2.3 on average. Seven out of the 10 participants said that Siri was more 

frustrating than the Suspicious Phrase Method, 2 participants said that Siri and the Suspicious 

Phrase Method were equally frustrating, and 1 participant said that the Suspicious Phrase Method 

was more frustrating than Siri. The frustration scores are summarized in Figure 4. 
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Figure 4. Frustration Scores for Study 2 

(1 = not frustrating, 2 = not too frustrating, 3 = neutral, 4 = frustrating, 5 = very frustrating) 

 

 
 

The frustration scores show that 5 out of 10 participants found Eyes-Free Siri to be much more 

frustrating than the SP Method (Users 3, 6, 7, 8, and 10). Only one participant, User 9, found the 

SP Method to be more frustrating that Eyes-Free Siri. However, User 9 did not like either 
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Our results suggest that Siri’s Eyes-Free Mode is an acceptable way of composing and editing 

messages on mobile devices in an eyes-free manner only if the message is short. The main 

advantage of Siri’s Eyes-Free Mode is that it is easy to learn and simple to use. Although users 

must re-dictate their entire composition to edit it, it is a bearable way to edit short compositions. 

 

However, for longer compositions, 8/10 users in our study found Siri’s Eyes-Free Mode 

frustrating or very frustrating. As compositions increase in length, the chance that at least one 

recognition error will exist also increases. Thus, as compositions increase in length, editing 

compositions by total re-dictation becomes much less effective and more frustrating. However, 

2/10 users in our study found the SP Method frustrating or very frustrating, which suggests that 

improvements can be made to the SP Method to make it less frustrating to edit long 

compositions. One user in Study 2 said that for the SP Method, the text-to-speech engine spoke 

really fast, so sometimes it was hard to hear where he currently was in the paragraph. He also 

said that if the text-to-speech engine had been clearer and pronounced words, especially one-

syllable words, more slowly, then the Suspicious Phrase Method would not have been 

frustrating. 
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We also found that for longer compositions, the SP Method had a statistically significant lower 

word error rate than Siri’s Eyes-Free Mode. Furthermore, only 4 out of 80 of the submitted 

paragraphs that were dictated and edited by participants using the SP Method contained any 

errors at all; whereas, 39 out of 80 of the submitted paragraphs dictated and edited by 

participants using Eyes-Free Siri contained errors. These results indicate that the main 

advantages offered by the SP Method for long compositions on mobile devices are decreased 

frustration and increased accuracy. 

 

Also, one interesting discovery we found in our user studies was that after users dictated a 

composition and it was repeated back to them, if they couldn’t hear any errors, they would 

immediately submit the composition without double-checking. We designed the SP Method to 

indicate and spell suspicious phrases to users if they swipe to a suspicious phrase. However, this 

feature was not used when participants did not initially hear errors. This implies that when 

designing eyes-free error correction interfaces, it may be helpful to indicate whether potential 

errors exist right after the speech recognizer is done interpreting the user’s utterance. 

8. Conclusion 
We created and tested a new method of eyes-free error detection and correction for speech 

dictation on mobile devices that we call the Suspicious Phrase (SP) Method. N-best list results 

generated by the speech recognizer are aligned to detect potential errors. To correct errors, users 

can swipe through portions of the message at a phrase-level. Phrases are categorized as either 

suspicious or unsuspicious based on our error-detection algorithm. This way, users can quickly 

locate errors in an eyes-free manner. We conducted user studies to compare the efficiency and 

accuracy of the SP Method to that of a simulation of Siri’s Eyes-Free Mode that we built for 

dictating and editing compositions in an eyes-free manner. 

 

The results of the study suggest that the current standard for eyes-free speech input, Siri’s Eyes-

Free Mode, is acceptable for sending short messages. After conducting the first study where 

users dictated and corrected sentences, it was clear that although Siri is not ideal in some 

circumstances, such as when the speech recognizer cannot correctly transcribe a message no 

matter how many times the user dictates the message, Siri is easy enough to use that participants 

were satisfied with it. And in a realistic situation where the input modality does not have to be 

completely eyes-free, if a user repeatedly tried to dictate the same message and failed multiple 

times, he would eventually just end up typing the message on the keyboard, which does not take 

very long. Thus, users are never forced into a frustrating situation when their goal is just to send 

a short message. 

 

Conversely, the results of Study 2 suggest that Siri’s Eyes-Free Mode is not appropriate for 

composing and editing paragraphs, or longer messages. The inability to edit portions of the 

message is highly inconvenient and frustrating. And unlike the situation with the short message 

where typing the message and speaking the message both take about the same amount of time, 
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dictating a long message is faster than typing a long message. So, when users want to send long 

messages, it would be ideal if they could dictate the message and edit portions of it in an eyes-

free manner, which Siri’s Eyes-Free Mode does not allow. 

 

In conclusion, the Suspicious Phrase Method is worth the time it takes to learn if users wish to 

send long messages. However, for shorter messages, Siri’s Eyes-Free Mode is an acceptable 

form of eyes-free input. 

 

9. Future Work 
Since the ease of use of the Suspicious Phrase Method depends on the clarity of the text-to-

speech engine, work should be done in improving enunciation of certain words, particularly one-

syllable words. One-syllable words were also a problem in our studies if the suspicious phrase to 

be replaced was a one-syllable word. The speech recognizer had a very hard time picking up 

one-syllable words, so we removed sentences from our study that required users to dictate one-

syllable words. One solution to this problem could be to allow users to also dictate the word that 

comes before the suspicious word, so that at least two syllables are dictated. Future experiments 

could explore this solution. 

 

We also limited the scope of our study by using sentences whose n-best list results were all 

misaligned in a single spot. In order for the Suspicious Phrase Method to be useful, work needs 

to be done in handling n-best list results that are misaligned in multiple different places. An even 

more challenging problem is when the n-best list results also have words that repeat but appear in 

different places. These problems are not uncommon and will surely arise often, so more work 

needs to be done in handling more complicated n-best list alignment results before the 

Suspicious Phrase Method can be functional. 

 

Finally, our studies examined the SP Method’s performance for dictation of pre-composed 

messages. In order to gauge how efficient the SP Method would be if integrated into real speech 

recognition systems on mobile devices, then studies need to be conducted using the SP Method 

for real-time composition. 
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